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Abstract

ICD standardizes diagnosis codes globally, aiding payments, research, planning, and quality man-
agement. Its complexity leads to longer exams, higher training costs, increased workforce needs,
coding errors, and unreliable data. Automated ICD systems using ML address these issues. Long
medical notes complicate ML, making feature extraction crucial for efficient ICD classification. De-
spite numerous studies, no systematic analysis of feature extraction methods, especially in deep
learning (DL), exists. The MIMIC-III dataset is used with two preprocessing combinations, funda-
mental and advanced. TF-IDF, word2vec, GloVe, fastText, and BERT feature extraction methods are
compared using DL models such as NN, CNN, and BiLSTM. For word2vec and fastText, CBOW
and skip-gram architectures are compared. ROC-AUC, F1-score, precision, and recall metrics are
calculated for DL performances. Advanced preprocessing improves performance for all feature ex-
traction and DL methods. The best results for advanced preprocessing are micro ROC-AUC of 91.74%
(BiLSTM+fastText (skip-gram)), macro ROC-AUC of 88.58% (BiLSTM+word2vec (CBOW)), micro
F1/precision of 64.84%/62.34% (BiLSTM+word2vec (CBOW)), micro recall of 68.16% (BiLSTM+fastText
(skip-gram)), macro F1/precision of 59.67%/57.71% (BiLSTM+word2vec (CBOW)), and macro recall of
63.38% (BiLSTM+fastText (skip-gram)). FastText is the most successful feature extraction method in DL
models with fundamental preprocessing. However, models using well-implemented preprocessing
highlight other feature extraction methods that perform better and operate more quickly. As DL model
performance improves, differences between feature extraction performances diminish. Though not
focused on the best results, CNN and BiLSTM with word2vec, GloVe, and fastText are competitive
with current studies. Lastly, if computing power is limited, CNN may be preferable over BiLSTM with
these feature extraction methods.
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1 Introduction

The International Classification of Diseases (ICD), compiled and maintained by the World Health
Organization (WHO), is a standardized coding system used by WHO member countries to
classify diseases. It is a crucial resource for providing information on the prevalence, causes and
consequences of diseases and deaths globally. The ICD also provides the clinical terminology basis
for primary, secondary, and tertiary health services and causes of death. Its widespread global use
ensures that data is standardized and facilitates comparative studies. Additionally, the data and
statistics from the ICD are utilized for various purposes such as payment systems, health services
research, service planning, and quality and safety management.

Despite its significance, there are challenges associated with the use of the ICD. The latest versions,
ICD-10 and ICD-11, contain over seventy thousand unique codes, making the system complex.
Furthermore, regular updates and transitioning to new versions every 10-20 years necessitate
extensive training for physicians and coders during the transition phase. This may also require
the employment of additional coders. Moreover, the increased level of detail in the coding system
may lead to longer patient visits due to the extra time spent on code assignments. As the number
of codes and their complexity grow, the likelihood of assigning incorrect codes also increases.
Inaccurate coding can compromise data quality and may cause errors in payment systems.

To address these challenges, automatic ICD coding studies using classical Machine Learning (ML)
and Deep Learning (DL) methods have gained prominence in the literature since the 1990s [1-3].
Automating the ICD coding system aims to improve the coding process’s efficiency, accuracy,
and consistency, resulting in better healthcare data management, analysis, and overall patient
care. Automation reduces the time and effort required for human coding, thereby speeding up
the coding process. This is especially useful in healthcare settings dealing with large volumes
of patient data. Automated systems can minimize the possibility of human error associated
with manual coding by utilizing advanced algorithms and ML approaches to enhance coding
accuracy [4]. By simplifying the coding process and reducing the need for extensive manual labor,
automation can result in cost savings for healthcare providers. Automated solutions can be easily
updated to incorporate the most recent coding standards without requiring significant manual
adjustments to the ICD coding system through upgrades and revisions.

The existing literature predominantly emphasizes method development, with a lack of focus
on the systematic study of feature extraction considering different preprocessing approaches.
It is imperative to extract brief and easily processable features from medical notes for the near
real-time classification of disease diagnoses based on ICD codes. Therefore, feature extraction and
preprocessing play a crucial role in determining the success of a model. Current research in this
area has been primarily confined to classical ML methods.

The high volume of hospitalized patients necessitates rapid results for doctors. Consequently,
real-time calculations are crucial, including classification calculation time. The research question is
"Can we find harmonious and common consequences for DL models by systematically comparing
feature extraction methods that provide concise representations of medical records that retain
the necessary information for automated, precise, and fast ICD code classification?". Therefore,
one of the goals of this study is to explore a feature extraction method that can generate brief
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medical notes, retaining the essential information needed for automated and accurate ICD code
classi cation. Another goal is to demonstrate how advanced preprocessing approaches enhance
the ML model's performance. These will potentially enhance the ef ciency and practicality of
advanced ML applications in the healthcare domain.

In accordance with these objectives, feature extraction methods (Term Frequency-Inverse Docu-
ment Frequency (TF-IDF), word2vec, Global Vectors for Word Representation (GloVe), fastText,
Bidirectional Encoder Representations from Transformers (BERT)) are compared in the automation
of ICD coding using DL (Neural Network (NN), Convolutional Neural Network (CNN), and
Bidirectional Long Short-Term Memory (BiILSTM)) for the Medical Information Mart for Intensive
Care Il (MIMIC-III) medical dataset [ 5]. The study also highlights the differences between the
standard preprocessing methods used in the existing literature and the more advanced ones to be
conducted.

This research uniquely contributes to automated ICD classi cation by systematically comparing
advanced feature extraction methods with different preprocessing strategies, addressing a notable
gap in the current literature. While existing studies focus on individual ML or DL techniques, this
work pioneers a comprehensive analysis that integrates advanced preprocessing with methods
like TF-IDF, word2vec, GloVe, fastText, and BERT across diverse DL models, including NN, CNN,
and BILSTM. The ndings demonstrate how preprocessing enhances performance and highlight
the interplay between model complexity and feature extraction methods. This approach not only
advances understanding of the role of feature extraction but also offers practical insights into
selecting ef cient methods for noisy and imbalanced medical datasets in the real world, such as
MIMIC-III.

Highlights of the study are listed below.

» Extensive feature extraction analysis to extract brief parts of medical notes in ICD classi cation.
» Advanced preprocessing improves DL model performance on MIMIC-III medical notes.

» fastText (skip-gram)+fundamental preprocessing are prominent for CNN and BIiLSTM.

» fastText's preference due to noisy data is reduced by advanced preprocessing.

* As the model's predictive power increases, feature extraction performances converge.

The remainder of this article is organized as follows. Section 2 reviews related work on ICD
code classi cation and feature extraction in Natural Language Processing (NLP). Section 3 details
the proposed framework, including preprocessing of the dataset, feature extraction methods,
and DL architectures. Section 4 presents the experimental results and compares performance
metrics across models and preprocessing strategies. Section 5 discusses the implications of these
ndings, emphasizing their practical relevance and potential future applications. Finally, Section 6
concludes the study, summarizing key contributions and identifying avenues for future research.

2 Literature review

Traditional ML techniques in the literature include Support Vector Machine (SVM), Naive Bayes,
Decision Tree, K-Nearest Neighbors (KNN), Random Forest, NN, and Multi-Layer Perceptron
(MLP) [6-12]. Most traditional ML methods are implemented by training separate classi ers for
each code. These methods are effective when the number of codes is small. However, with ICD
codes now numbering in the tens of thousands [ 1], DL methods are increasingly being used in
current literature and outperform classical ML approaches [13, 14].

Shi et al. [15] used a hierarchical NN model with BILSTM to automate the ICD system. Baumel et
al. [16] utilized the Recurrent Neural Network (RNN) and focused on explainability in assigning
codes through the model. Mullenbach et al. [ 17] developed an important model, named Con-
volutional Attention for Multi-Label (CAML) classi cation, and it is widely referenced in the
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related literature. It uses the per-label attention mechanism method after feature extraction using
CNN. Wu et al. [ 18] combine multi-scale CNN and attention-based Bidirectional Gated Recurrent
Unit (Bi-GRU) for automatic ICD coding. Additionally, some other studies[ 19-22] also aimed to
improve the CNN. On the other hand, there are Graph Neural Network (GNN)-based studies
that represent ICD in a graph structure and investigate the relationship between words and ICD
codes [23, 24]. Zhao et al. [25] proposed a DL model using an adapted BERT variant module with
a label-attention layer to automate coronary heart disease coding.

Some current studies in this eld prefer to include the Pre-Trained Language Model (PLM) in their
models. Zhang et al. [26] applied BERT to medical texts to encode data. Since BERT has a limit
of 512 tokens, they expanded the operating model to allow 1,024 tokens. However, as Pascual
et al. [27] point out, this approach is still ineffective for medical texts as they are much longer
than 1,024 tokens. For this reason, Pascual et al.7] divided the text into various ways and then
applied the PubMedBERT model. However, it is seen that this strategy also does not provide as
high accuracy results as other DL methods. Huang et al. [ 28] employed another BERT model called
RoBERTa-PubMed to overcome the maximum length limitation. Ponthongmak et al. [ 29 utilized
a hybrid CNN-PubMedBERT, using PubmedBERT for tokenization and matrix representation of
texts and CNN to make ICD code predictions. In [ 30], a comparison of classi cation performance
of various BERT models such as BioClinicalBERT, PubMedBERT, BERT-base-uncase, and BERT-tiny
was conducted for TF-IDF and transformer-based Longformer summarization methods. These
BERT-based PLM methods performed less than state-of-the-art models like label attention, GNN,
and CAML regarding macro and micro Area Under the Receiver Operating Characteristic Curve
(ROC-AUC).

The studies mentioned above primarily concentrate on method development, but there has
not been a systematic study on a combination of advanced preprocessing and feature extraction
methods. Feature extraction is a crucial stage that impacts the success of the model. Wang et al. B1]
stated that medical notes, which are shorter and easier to process, are essential for the classi cation
of disease diagnoses according to ICD codes. There are many methods under NLP for feature
extraction [14], such as CountVectorizer, TF-IDF [13], word embeddings, bag of n-grams, Bag-of-
Words (BoW) [ 32], HashingVectorizer, Latent Dirichlet Allocation (LDA) [  33], Non-Negative Matrix
Factorization (NMF), Principal Component Analysis (PCA), t-Distributed Stochastic Neighbor
Embedding (t-SNE), and part-of-speech tagging. There are various methods for extracting features
from texts, and each method does this differently. These methods include converting the input
into a word count matrix, assigning weights to words based on their importance, and converting
the input into a vector in terms of syntax and semantics. It is important to note that each method
can handle different sizes and complexities of data.

Comparative research feature extraction remains limited mostly to classical ML methods. Kasri et
al. [34] analyzed three different feature extraction methods (BoW, TF-IDF, AraVec) with classical
classi cation models (Linear Regression, Random Forest, Extra Trees, SVM) for Arabic sentiment
analysis. Huang et al. [13] utilized MIMIC-III medical notes data to assign ICD-9 codes. They
experimented with three feature extraction methods (TF-IDF, word2vec, wordseq), traditional
(NN, Random Forest, Linear Regression), and DL methods (Conv1D, Long Short-Term Memory
(LSTM), Gated Recurrent Unit (GRU)). However, they use only one of the three feature extraction
methods for DL algorithms. Shuai et al. [ 35 compare different feature extraction methods (BoW,
word2vec, BERT) for automatic ICD coding. They employ classical classi cation methods such as
logistic regression and SVM models to determine the most effective feature extraction technique.
As can be observed from the aforementioned studies, the majority of them focus on the develop-
ment of ML models. However, there appears to be a lack of a comprehensive comparative feature
extraction analysis, including various preprocessing methods. In addition, different feature extrac-
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tion methods have been tried usually for classical ML methods but there is a lack of comparative
feature extraction analysis for DL models [ 14]. As a result, this research aims to investigate, apply,
and compare feature extraction methods with different preprocessing strategies. The focus is on
extracting key information from medical notes for automatic, accurate, and fast disease diagnosis
classi cation.

3 Methodology
Data

In this research, the widely used MIMIC-IIl dataset [ 36-39] is employed to evaluate the per-
formance of the models in comparison to other studies. MIMIC-III contains comprehensive
data from over forty thousand Intensive Care Unit (ICU) patients who were treated at the Beth
Israel Deaconess Medical Center (BIDMC) between 2001 and 201239]. The dataset includes
diverse information such as discharge summaries, radiology reports, laboratory measurements,
microbiology cultures, medication records, vital signs, and caregiver notes.

However, due to the challenges posed by the large label space and unbalanced label distribution,
the study focuses on a subset called MIMIC-11I-50. This subset consists of 11,368 discharge
summaries from Electronic Health Records (EHR) labeled with at least one of the top 50 most
frequently used medical codes.

The data is sourced from “Physionet.org” [ 5] and access is granted to credentialed users who
have completed relevant courses and certi cations, including the “The Collaborative Institutional
Training Initiative (CITI) Data or Specimens Only Research” certi cate, and have signed the data
usage agreement for the project. Access to the data is achieved by completing procedures such
as the “Data or Specimens Only Research” certi cate, reference letter, and usage agreement by
completing nine courses given by the Massachusetts Institute of Technology (MIT).

Fundamental and advanced preprocessing

Firstly, preprocessing is applied to the discharge summary texts. Data preprocessing before using
feature extraction algorithms is very important for each stage of the NLP model [ 40]. Therefore,
the data preprocessing step was performed rst. Higher performance from the applied models is
expected to result from more effectively performed preprocessing. Therefore, two preprocessing
combinations are performed in this study. The aim is to support our expectation by evaluating the
differences in terms of performance between the basic preprocessing techniques used in classical
studies and the combination presented in this study. For the rst combination, the preprocessing
path of the previous studies in the literature [ 17, 19, 20, 41] is considered. The text is tokenized,
and all the tokens are lowercased. Then, all the tokens are removed with non-alphabetic characters.
On the other hand, the second preprocessing combination is determined according to the data
structure. For the second preprocessing combination, the following steps are performed in the
order.

All texts are converted to lowercase.

» Encrypted parts are deleted (such as encrypted names, date of birth, and date of application).

* Punctuations are removed.

* Some observed usage for determining age and gender (such as “years old male/female",
“year old male/female”, “year old m/f", “y o m/f", “y o male/female", “yo m/f", “yom/f") is
standardized as “years old male/female".

» Regarding digits in the text, only the digits related to the age are classi ed and converted into

text (16-39: young adults, 40-65: middle-aged adults, 66+: old adults). Other than that, the

digits related to other results related to the examination like CBC, and DIFF, are deleted since
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they have to be classi ed appropriately. However, to do that, expert information is required, i.e.,
physicians must give feedback. This work requires a long project time, workload, and resources.

» A dictionary that needs further development on medication abbreviations is created, and terms
in this dictionary are deleted (such as times a day, tid, by mouth, qd, etc.).

» Stopwords are removed (such as do, don't, on, off, only, etc.).

 Units are removed (such as L, mL, gr, cc, etc.).

* Single characters are removed.

» Lemmatization (reducing words to their basic or lexical forms).

 Extra spaces are removed.

In the continuation of this study, the rst preprocessing method is denoted as fundamental prepro-
cessingvhile the second approach is referred to as advanced preprocessing Figure 1, owcharts
of both approaches are shown.

Figure 1. Flowcharts of the fundamental preprocessing and the advanced preprocesing

Feature extraction methods

Feature extraction creates new features from the existing ones and reduces the number of features.
It is performed on preprocessed medical notes and it prepares the raw data to be easily processed
by ML algorithms with its advantages of accuracy improvement, over- tting reduction [42], and
speeding up the training.

TF-IDF

TF-IDF is a popular term weighting method to present sentences as vectors. The idea behind TF-
IDF is to assess the importance of a word within the context of its related document. It determines
the value of each word wy in a document by calculating the inverse ratio between the frequency of
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a word in a given document and the percentage of documents in which it appears, as in

Di
wg = fyg log ﬁ ,

where D is a document collection, wis a word, d 2 D is an individual document, f,, 4and fy p
are the functions that are equal to the number of times w appears in d and D, respectively.

Word2vec (CBOW and skip-gram)

Word2vec is a word vector model proposed by [ 43]. Word2vec aims to represent words as
continuous vectors in a high-dimensional space by capturing their meaning based on textual
context. It creates a vector space from a large text corpus, assigning each unique word a vector.
Words with similar contexts are grouped closer, indicating semantic similarity.

Although not a DL model, word2vec uses a shallow, two-layer NN to produce word embeddings,
which can be used by DL models. It has two architectures: Continuous BowW (CBOW) and skip-
gram. Both use a sliding window to break text into overlapping word sequences, with the center
word as the target and surrounding words as context. CBOW predicts a word based on its context,
while skip-gram predicts context words given a target word.

The objective function for CBOW is given as

1 X .
Jqg) = T log p(WtjWt- n, ... Wi 1, Wee 1, .. ,\Witn),
t=1

where q contains CBOW parameters, T is the total number of training samples, pis the conditional
probability, w; represents the target word at position t, and n is the context window size. The
objective function for skip-gram is

exp(we W)

L exp(wi wy)’

P(wcwt) = P

where V is the vocabulary size (hnumber of unique words), w; represents the target word vector,
W represents the context word vector, and w; represents the vector for the ith word.

GloVe

GloVe is a word embedding technique developed by Stanford University [ 44]. It captures semantic
relationships between words by analyzing how likely they are to appear together in a given text
corpus. It leverages the relationships between words based on how often they appear together. By
constructing a co-occurrence matrix that records these associations, GloVe re nes word vectors to
ensure that their dot product closely approximates the logarithm of their co-occurrence frequencies.
This approach effectively enhances the semantic representation of words based on their contextual
relationships in the corpus. The relationship between ith and jth words can be expressed as

T.~
Wi W;j log Xij:

where w; and W; are the word vectors for ith and jth words, respectively, and Xj; is the total
number of times any ith word appears in the context of jth word.

The objective function aims to reduce the difference between the dot product of word vectors and
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the logarithm of how frequently they appear together. This can be formulated as

X/ - 2
J= f Xij W;I-VTIJ + b+ bj - log Xij .
ij=1

where V is the size of the vocabulary, bj and ij are bias terms, and f Xj; is a weighting function
to reduce the impact of common words like “the" and “a" that may dominate the training.

FastText (CBOW and skip-gram)

FastText is a library developed by Facebook Arti cial Intelligence Research (FAIR) that allows
for the creation of vector representations (embeddings) for words. It employs the CBOW and
skip-gram architectures, similar to word2vec. However, it extends word2vec by operating at

the character n-gram level. It breaks words into character n-grams (subword components), and
these subword vectors contribute to the overall word representation. Therefore, it captures
morphological variations (e.g., verb tenses, plurals) and Out-of-Vocabulary (OOV) words due to

its subword approach.

BERT

BERT, developed by Google in 2018 }5], is a cutting-edge PLM. It goes through two main phases:
pre-training and ne-tuning. During pre-training, it uses the Masked Language Model (MLM)
and Next Sentence Prediction (NSP). In MLM, some input tokens are masked and predicted. NSP
helps the model understand sentence relationships. In the ne-tuning phase, BERT adapts to
speci ¢ tasks by adjusting inputs and outputs, which is faster than pre-training.

Deep learning methods

NN, CNN, and BiLSTM models are utilized for classifying ICD codes based on medical notes, as
they can handle text sequences and structured patterns. While the NN model is a general-purpose
model that uses layers of neurons with weights and activation functions, the CNN model is
specialized for grid-like data and employs convolution and pooling operations. On the other
hand, BILSTM is an RNN variant capturing dependencies in both forward and backward temporal
directions. Mathematical summaries are given below.

NN

Assume that there is an NN with L layers. The input layer of NN consists of x, which is the input
vector. Each hidden layer neuron computes a weighted sum of inputs, followed by a non-linear
activation function as

7z = whg(-D 4 ),

a(l) = S(Z(l)),
where z()) is the input to layer I, W) are the weights, b(") are the biases,al) is the output
(activation) of layer I, s is the activation functionfor | = 1,2,...,L- 1. The prediction is provided

by the nal layer's activations given

g=s wLgl D4 U |
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CNN
For each convolutional layer |, convolution operation applies a set of K Iters to the input X

— | |
Zi,j,k_ X Wk i,j+ bk’

where denotes the convolution operation, W,'( is the kth Iter for layer |, bL is the bias term of the
kth Iter, and z; is the output feature map at position (i, j) of kth Iterfor k= 1,... K.

A non-linear activation function is applied to the convolved outputas & ;x = s(z ;). Moreover,
a pooling layer can be employed to reduce spatial dimensions. For example, the max pooling is
calculated as

0 _
gk = max &jojk &i+1,2k Ri 2+ 1k Ri+1,2+1k -

After passing through a series of convolutional and pooling layers, the output tensor is usually
attened into a vector and fed into fully connected (dense) layers [46].

BILSTM

LSTM is a type of RNN that can learn long-term dependencies. BILSTM improves this capability
by processing the data in both forward and backward directions. The forward LSTM reads the
input sequence as is, while the backward LSTM reads it in reverse.

To estimate the output h; of the memory cell at time t in LSTM, the following equations are utilized

R = s(Wext + Ugh. 1+ bg), (1)

It = s(Wix¢+ Ujhe 1+ by), (2)

C = tanh(WCxt+ Uche. 1+ be), (3)
=R C.i+ 1t G, (4)

O; = S(WoXt + Ughe 1+ bp), (5)
ht = Ot tanh(C), (6)

where X is input vector to the LSTM at time t, the W's and U's are weight matrices of the input
and recurrent connections, the b's are bias vectors, h; in (6) is the output vector of LSTM cell, C; in
(4)and C; in (3) are state and candidate state vectors respectively,R in (1) contains the forget gate
values, |; in (2) incorporates input gate values and Oy in (5) comprises output gate values

A BILSTM con5|sts of two LSTM networks. One processes the sequence forward ht,Ct =
LSTM(xt,ht 1 Q 1), and the other processes it backward ht C = LSTM(xt,hHl Q+ 1) The nal
output at time t is the concatenation of the forward and backward hidden states as h; = [ht ht]

Performance evaluation methods

As performance calculation methods, ROC-AUC, F1-score, precision, and recall metrics are
estimated using the confusion matrix. Since the problem is a multi-label classi cation problem,
micro and macro aggregate metrics are employed. Micro average aggregates confusion matrix
values across all labels, treating each prediction equally and favoring more frequent labels. On the
other hand, the macro average computes metrics for each label independently and then takes the
average, giving equal weight to each label, regardless of frequency.

Recall measures how well the model identi es actual positives. Precision re ects the accuracy of
positive predictions. F1-score combines both recall and precision into a single measure [47]. These
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metrics help determine decision thresholds and manage trade-offs between recall and precision,
such as prioritizing recall for critical conditions or precision for rare diseases. ROC-AUC evaluates
overall classi cation performance, which is essential for handling imbalanced data or probabilistic
predictions.

Proposed framework and experiment setup

In Figure 2, the owchart of the proposed framework is illustrated. Firstly, the data undergoes
either a fundamental or advanced preprocessing approach. Then the dataset is split into training,
validation, and test sets, with 8,066, 1,573, and 1,729 discharge summaries, respectively. After

Figure 2. Flowchart of the proposed framework

training the feature extraction methods on the training data, embedding matrices are determined.
Random and grid search strategies are employed to optimize the hyperparameters of DL models.
Parameters are optimized within the de ned hyperparameter search space, which is outlined
in Table 7. The ROC-AUC micro score is taken into consideration during the hyperparameter
optimization process. The classi cation model is trained by utilizing training and validation
datasets. The Monte Carlo mean of the performance metrics is calculated for ve experiments by
using the test data. The list of computing environments is given in Table 9. To calculate precision,
recall, and F1-score metrics, the label probabilities, which are the outputs of the applied models,
are converted to binary outcomes. In this process, to ensure a balanced performance across all
labels, the threshold for each label is optimized by considering the macro F1-score. Consequently,
an optimized threshold vector is utilized instead of a xed threshold.

4 Results

In Figure 3, frequencies of 50 different labels in MIMIC-I11-50 are displayed for training, validation,
and test sets. It is seen that the distribution of samples among the different class labels is unequal,
which results in imbalanced data. Optimized hyperparameters for each DL model with different
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Figure 3. Frequency of each label in training, validation, and test datasets

feature extraction methods are provided in Table 8. Micro and macro averaged ROC-AUC scores
for all scenarios are given in Table 1 regarding those hyperparameters.

Table 1. Micro and macro ROC-AUC results of DL models for two different preprocessing approaches and all
feature extraction methods. The values giving the best-performing results were highlighted in red

Advanced Fundamental
. preprocessing preprocessing
DL Feature extraction ROC-AUC ROC-AUC
Micro Macro | Micro Macro

TF-IDF 82.20% | 77.55% | 80.36% | 74.35%
word2vec (CBOW) 76.85% | 71.32% | 75.11% | 68.32%
word2vec (skip-gram) | 77.74% | 72.57% | 76.34% | 69.98%
NN GloVe 76.20% | 69.60% | 74.42% | 67.58%
fastText (CBOW) 75,64% | 69.56% | 73.23% | 66.34%
fastText (skip-gram) 77.58% | 72.26% | 73.28% | 72.03%
BERT 74.21% | 68.32% | 72.42% | 66.07%
TF-IDF 81.81%  77.28%| 80.10% | 74.74%

word2vec (CBOW) 89.74% | 86.22% | 88.48% | 84.17%
word2vec (skip-gram) | 90.52% | 86.82% | 89.49% | 86.01%

CNN GloVe 90.43% | 87.06% | 88.64% | 85.09%
fastText (CBOW) 89.90% | 86.10% | 88.41% | 84.42%
fastText (skip-gram) 90.75% | 87.28% | 89.77% | 86.21%
BERT 80.90% | 75.64% | 78.83% | 73.68%
TF-IDF 81.41% | 76.93% | 79.77% | 74.70%

word2vec (CBOW) 91.67% | 88.58% | 90.02% | 86.61%
word2vec (skip-gram) | 91.36% | 87.92% | 90.49%  86.61%
BiLSTM | GloVe 91.69% | 88.48% | 90.23% | 86.73%
fastText (CBOW) 91.27% | 88.20% | 89.96% | 86.69%
fastText (skip-gram) 91.74% | 88.55% | 90.96% | 87.54%
BERT 81.81% | 76.80% | 80.66% | 75.27%
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Confusion matrices for each label by using BiLSTM with fastText (skip-gram) are illustrated
in Figure 8. Figure 4, Figure 5 and Figure 6, respectively, show the ROC-AUC curves for the
NN, CNN, and BiLSTM methods, considering two different preprocessing approaches and all
feature extraction methods. To determine whether the observed performance differences between
methods are statistically meaningful ( p < 0.05), pairwise Wilcoxon signed-rank test results for
both advanced and fundamental preprocessings are given in Figure 9 and Figure 10, respectively.

Figure 4. ROC-AUC curves of the NN model for two different preprocessing approaches and all feature extraction
methods

Figure 5. ROC-AUC curves of the CNN model for two different preprocessing approaches and all feature
extraction methods
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Precision, recall, and F1-score results for the advanced preprocessing are presented in Table 2,

Table 2. Precision, recall, and F1-score of DL models for advanced preprocessing approach and all feature
extraction methods. The values giving the best-performing results were highlighted in red

DL Feature Micro Macro
extraction F1 Precision | Recall F1 Precision | Recall
TFE-IDF 42.90% | 40.68% | 45.36% | 40.13% | 38.35% | 43.90%
‘("’Coédoz\yve;c 36.45%  32.71% | 41.17% 31.82%  29.49% | 37.09%
WOrd2vec | oq g0 | 33.0006 | 40.31%  32.45% 30.58% | 37.19%
(skip-gram)
GloVe 35.11%  30.24% | 41.85%  28.95%  25.27% | 36.32%
W 'E?:Ségex) 34.65% | 30.36% | 40.34% 29.44% 26.20% | 36.46%
fastText 36.68% | 32.91% | 41.43% 32.29% 30.03% | 38.12%
(skip-gram)
BERT 33.07% 31.41% | 34.91% 29.24% 28.46% | 31.89%
TE-IDF 43.69% | 42.22% | 45.27% 39.93%  39.19% | 42.01%
‘("’COE:(:)ZQ’V‘T 50.10% 55.620% | 63.05%  54.86% | 52.20% | 58.90%
WOrd2vec | oo 70| 56.049% | 63.81%  55.64% 53.55% | 59.83%
(skip-gram)
GloVe 60.41% 57.07% | 64.17%  56.69% 54.66% | 60.31%
NN I?:Sége\;(\}) 58.54% 54.320% | 63.46%  55.45% 53.16% | 60.23%
fastText 60.49% 56.58% | 64.99%  56.70% | 53.94% | 60.90%
(skip-gram)
BERT 42.63% | 41.89% | 43.40%  40.44% 42.76% | 41.35%
TFE-IDF 42.20% | 41.12% | 43.34%  39.42% 38.87% | 41.96%
\(NCOé?)ZQ/Ve;C 64.84% | 62.34% | 67.56%  59.67%| 57.71% | 62.90%
word2vec | o5 1795 | 57.08% | 68.03%  58.25% 54.89% | 63.67%
(skip-gram)
GloVe 63.57%  60.16% | 67.38%  58.96%  56.05% | 63.36%
BLSTM ';?:Sége\;‘\;) 63.68% 60.37% | 67.37% 58.97% 56.86% | 62.79%
fastText 64.21%  60.70% | 68.16%  59.60% | 56.89% | 63.38%
(skip-gram)
BERT 42.45% | 40.92% | 44.10%  41.01% 42.43% | 42.48%

while the ones for the fundamental preprocessing approach are given in Table 3.

In Table 4, the best results for MIMIC-111-50 from our examination and other studies are compared.
Table 5 presents time performances of DL models for all different scenarios considering the
computing environment given in Table 9. Table 6 demonstrates training time performances of
different feature extraction approaches.

5 Discussion

In Table 1, the most prominent and signi cant nding is that models employing advanced prepro-
cessing demonstrate a substantial improvement over those utilizing fundamental preprocessing.
Additionally, it is observed that the most successful feature extraction method for the NN model

is TF-IDF, applicable to both advanced and fundamental preprocessing cases. While word2vec,
GloVe, fastText, and BERT primarily emphasize contextual understanding, TF-IDF prioritizes
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Figure 6. ROC-AUC curves of the BiLSTM model for two different preprocessing approaches and all feature
extraction methods

direct assessment of word importance. Despite word2vec, GloVe, and fastText capturing semantic
relationships effectively, they do not provide explicit word importance scores. When classifying
diagnostic codes using contextual information, more complex model structures might be needed
than NN. Consequently, the ROC-AUC performance for diagnosis code assignment based on
context-oriented outputs provided by word2vec, GloVe, and fastText is lower than TF-IDF. These
ndings are further validated by the Wilcoxon tests, which reveal statistically signi cant advan-
tages of TF-IDF over these context-based methods in several model settings, given in Figure 10
and Figure 9. Additionally, BERT feature extraction yields better ROC-AUC results for CNN rather
than NN and performs best with BILSTM applications. However, it does not have a competitive
performance compared to other methods. The limitation lies in BERT's token limit, as the data
contains up to 4000 tokens, making the BERT model ineffective. In line with this, Wilcoxon
comparisons show that BERT does not outperform TF-IDF, Word2Vec, or fastText in a statistically
signi cant manner in most cases. Another notable nding is that in both CNN and BiLSTM models
employing both preprocessing methods, fastText (skip-gram) achieves the best ROC-AUC (both
macro and micro) results, except for the BILSTM model with advanced preprocessing. The general
success of FastText in this context is largely attributed to the extensive nature of the medical
dataset and the inherent noise and presence of OOV terms in medical texts. FastText performs
exceptionally well under such conditions. However, the Wilcoxon test results demonstrate that
this advantage is signi cantly reduced after advanced preprocessing, where p-values indicate a
loss of statistical superiority in comparisons with other embedding methods as seen in Figure 9.
The exception mentioned underscores the impact of advanced preprocessed data, which dimin-
ishes the advantage typically leveraged by the fastText model, known for its effectiveness in less
re ned datasets. On the other hand, advanced preprocessed data has undergone cleaning and
normalization, which may make methods like GloVe and word2vec more suitable due to their
focus on global semantic relationships. This observation gains further support when examining
the F1 scores in this section.

Based on the ROC-AUC performances, when DL models are ranked as NN, CNN, and BILSTM
and Figure 4, Figure 5 and Figure 6 are examined respectively, it is evident that as the predictive



Aydogan K | ¢ et al. | 435

Table 3. Precision, recall, and F1-score of DL models for fundamental preprocessing approach and all feature
extraction methods. The values giving the best-performing results were highlighted in red

DL Feature Micro Macro
extraction F1 Precision | Recall F1 Precision | Recall
TFE-IDF 40.05% | 36.73% | 44.02% | 36.97% | 34.61% | 41.28%
‘("’Coécgg’v‘;c 34.15%  30.10% | 39.45%  28.70% | 25.53% | 34.98%
word2vec | 5/ cho0| 30.009% | 38.90%  29.89%  27.54% | 35.50%
(skip-gram)
Glove 32.01% 26.20% | 41.13%  27.99% 23.87% | 37.87%
fastText
0, 0, 0, 0, 0, 0,
NN | eBOW) 30.82%  26.11% | 37.60%  24.90%  22.06% | 32.22%
fastText 32.04% 28.71% | 38.64%  28.53% 25.90% | 35.13%
(skip-gram)
BERT 30.50%  29.25% | 31.87% 26.86%  26.26% | 28.89%
TFE-IDF 40.95% | 38.67% | 43.52%  36.52% 35.74% | 38.48%
Zvcoé‘éz\yve)c 54.69%  51.23% | 58.65%  51.45% 49.16% | 55.25%
WOrd2VeC | o7 13001 53.4206 | 61.39%  53.75% 50.89% | 58.02%
(skip-gram)
GloVe 56.610 54.71% | 58.64%  52.49%  51.05% | 54.69%
fastText
0, 0, 0, 0, 0, 0,
NN | (cEOW) 55.75% | 52.66% | 59.22%  51.57% 50.03% | 55.03%
fastText 58.83% | 56.05% | 61.89% | 54.80% | 53.49% | 57.83%
(skip-gram)
BERT 40.42% | 40.80% | 40.06% | 37.79%  40.41% | 37.47%
TFE-IDF 39.55%  37.04% | 42.43%  36.33%  34.60% | 39.59%
\(/g(z)z\)/ve)c 50.76% 55.96% | 64.10%  55.38% | 52.41% | 60.20%
WOTd2VeC | oo 9000 | 56.35% | 64.12% | 56.64% 54.08% | 60.75%
(skip-gram)
GloVe 60.06% 57.03% | 63.42% 56.17%  54.30% | 59.92%
fastText
0, 0, 0, 0, 0, 0,
BiLSTM | (CBOW) 60.11%  57.41% | 63.08%  56.11% 54.16% | 59.41%
fastText 61.03% | 57.62% | 64.86% | 57.51%| 55.51% | 61.66%
(skip-gram)
BERT 4158% | 40.60% | 42.61%  39.88% 40.85% | 41.08%

capability of the model improves, the ROC curve for the BERT model enhances and approaches the
performance of TF-IDF. Additionally, apart from the ROC curves of TF-IDF and BERT, the curves
of other feature extraction methods also converge with each other as the predictive capability of
the models increases. This convergence aligns with the Wilcoxon test results, where differences
among model pairs become statistically insigni cant in stronger models like BILSTM.

The confusion matrices in Figure 8 for the BILSTM with fastText (skip-gram), the best-performing
method based on ROC-AUC, highlight key insights into model behavior across label frequencies,
from the most frequent (top-left) to the rarest (bottom-right). For rare labels, the higher false
positive (FP) rates suggest the model errors toward over-prediction, which may be advantageous
in clinical settings by agging potential rare ICD codes rather than missing them. Robust recall
values across labels indicate low false negative (FN) rates, ensuring critical diagnoses are less likely
to be overlooked. However, the decreasing diagonal dominance with rarer labels underscores
the dif culty in achieving balanced precision and recall, pointing to the persistent challenge of
class imbalance in medical text classi cation and suggesting a need for targeted strategies, such
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Table 4. Performance comparison of best models of our and some other studies regarding macro ROC-AUC,

precision, recall, and F1-score
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as weighted loss functions or data augmentation, to enhance performance on underrepresented

cases.

If Table 2 and Table 3 are examined, like ROC-AUC scores, the micro F1-score values are slightly
higher than the macro F1-scores. If we had not optimized the thresholds according to the macro

F1-score, there would have been a signi cant difference between the micro and macro F1-score,
due to the imbalance in the dataset's classes. Some labels occur much more frequently than others,
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Table 5. Time performances of DL models for two different preprocessing approaches and all feature extraction
methods

Advanced Fundamental
DL Feature extraction preprocessing preprocessing
Training Prediction | Training Prediction
time time time time
TF-IDF 4min 42s 844ms 3min 4s 438ms
word2vec (CBOW) 5min 15s 1.08s 10min 14s 1.09s
word2vec (skip-gram) | 5min 11s 1.02s 5min 2s 1.03s
NN GloVe 5min 20s 938ms 5min 4s 953ms
fastText (CBOW) 5min 5s 1.02s 7min 39s 1.09s
fastText (skip-gram) 10min 7s 969ms 10min 11s 969ms
BERT 1h 20min 49s | 37.5s 1h 44min 10s | 55.2s
TF-IDF 2min 23s 516ms 2min 25s 469ms
word2vec (CBOW) 18min 8s 3.83s 16min 34s 3.45s
word2vec (skip-gram) | 16min 12s 3.03s 14min 32s 2.88s
CNN GloVe 14min 48s 2.92s 16min 40s 3.25s
fastText (CBOW) 18min 37s 3.17s 19min 40s 2.84s
fastText (skip-gram) 15min 27s 2.89s 15min 16s 3.08s
BERT 59min 27s 36.2s lh5min14s | 32.3s
TF-IDF 6min 20s 656ms 6min 26s 424ms
word2vec (CBOW) 40min 44s 12.1s 1h11s 12.7s
word2vec (skip-gram) | 55min 11s 12s 1h 41s 13.1s
BILSTM | GloVe 1h8min38s | 11.9s 1h 10min 53s | 12.4s
fastText (CBOW) 54min 25s 12.2s 1h 28s 12.7s
fastText (skip-gram) 52min 51s 11.3s 55min 18s 13.5s
BERT 1h 50min 33s | 38.5s 2h 5min 57s | 41.6s

Table 6. Training time performances of feature extraction methods

Feature TE-IDF word2vec word2vec Glove fastText fastText
extraction (CBOW) | (skip-gram) (CBOW) | (skip-gram)

Training time | 4.89s 1min 10s | 4min 58s 15min 52s | 19min 8s | 25min 45s

causing the micro F1-score to be higher as it gives more weight to the performance on the more
frequent labels. Models may perform poorly on less frequent labels, leading to lower scores that
decrease the macro F1-score as each label's score contributes equally to the average. However,
the threshold optimization according to the macro F1-score values induces to obtaining closer
F1-scores (micro and macro) as seen in Table 2 and Table 3. Hence, by monitoring micro ROC-
AUC during the model training, it is ensured that the model effectively discriminates between
classes across all instances, often re ecting the overall performance. However, by optimizing the
thresholds based on the macro F1-score, it is ensured that the performance is balanced across all
labels, including the infrequent ones.

When the F1 scores are compared between cases, it is clear that utilizing advanced preprocessing
boosts the performance of precision, recall, and F1-score metrics. Furthermore, NN consistently
delivers top performance, particularly with TF-IDF. Across models working with fundamental
preprocessed data, almost all scores favor fastText (skip-gram) as the preferred method. However,
when examining the advanced preprocessing scenario, GloVe stands out in micro and macro preci-
sion scores for CNN. This could be attributed to CNN's pro ciency in recognizing spatial patterns
and structures within data. GloVe embeddings, which encapsulate global statistical relationships,
can enhance CNN's ability to detect and utilize these patterns effectively, thereby improving
precision. In BILSTM, except for recall scores, word2vec (CBOW) yields better results in other
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metrics. This could be due to BiLSTMs being pro cient at capturing long-term dependencies and
sequential information, which may bene t from methods like word2vec (CBOW) that emphasize
global semantic relationships and learn word embeddings based on the overall context of words in
a corpus, while FastText focuses on subword information. Conducting advanced preprocessing in
this scenario could reduce the necessity for fastText. These nuanced performance differences across
models and embedding methods are statistically supported by Wilcoxon test results, which con-
rm that improvements are signi cant in most cases when comparing fundamental and advanced
preprocessing pipelines.

Although the main purpose of the study is not to develop the model that yields the best results, our
DL models seem to compete with the models in the current literature, given in Table 4 regarding
ROC-AUC results.

In Table 5, itis seen that the TF-IDF method provides the fastest training and prediction computing
times. On the contrary, BERT has the longest computing times. Although TF-IDF has the fastest
running time, it gives the best performance results only for NN. However, CNN and BiLSTM
outperform NN. With advanced preprocessing, CNN is faster than BILSTM. According to the
performance metric that is important to the use case owner, computing power creates a trade-off
when choosing one of the feature extraction methods other than TF-IDF and BERT for CNN and
BIiLSTM. If the budget allows for high computing power, BILSTM is preferable. Conversely, with
less computing capacity, CNN may perform lower but can still approach BILSTM's performance.
Table 6 indicates that fastText (skip-gram) is the most time-consuming method in terms of training.
Conversely, TF-IDF, the fastest method, is followed by word2vec and GloVe models, which train
faster than both skip-gram and CBOW versions of fastText. Therefore, advanced preprocessing
not only enhances overall performance scores compared to fundamental preprocessing scenarios
but also enables DL models using feature extraction methods other than fastText to achieve some
performance scores that match or even surpass fastText while also training more quickly.
Effectively adapting extensive feature extraction analysis to diverse medical data and domains is
a critical future endeavor. Given the scale and complexity of medical data, feature extraction tech-
niques must be scalable and ef cient. Balancing interpretability with high performance remains
challenging. Itis planned to develop a generalized model using informative and interpretable
features tailored for medical contexts. Instead of solely improving DL models, we plan to integrate
feature extraction methods through comprehensive data analysis for a more generalized model.
Additionally, another future work is to implement a drift detection mechanism in our prototype,
monitoring and validating it with real-time medical data over extended periods. For this, a
dynamic structure is planned to enhance feature extraction and DL approaches.

6 Conclusion

This study aims to examine different feature extraction methods (TF-IDF, word2vec, GloVe,
fastText, BERT) for different preprocessing approaches (advanced and fundamental) and DL
models (NN, CNN, BiLSTM) for MIMIC-III medical notes. One of the consequences of the
study is that the advanced preprocessing approach signi cantly improves the performance of the
fundamental preprocessing results for all feature extraction and DL methods.

Animportant nding of this study is that FastText achieves the best ROC-AUC values for advanced
DL models, particularly when using fundamentally preprocessed data. FastText's subword
approach particularly excels in handling noisy medical texts and OOV terms, contributing to its
superior ROC-AUC performance with fundamentally preprocessed data. This is likely because
medical data tends to be noisy and contains many OOV terms.

On the other hand, when using advanced preprocessing with these models, GloVe outperforms
other methods in the CNN model in terms of precision scores (micro and macro), while word2vec
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(CBOW) performs best for BILSTM in terms of F1 and precision scores (both micro and macro). Al-
though other metrics are still better for fastText (skip-gram), this indicates that well-preprocessed
medical data allows for high performance with feature extraction methods that are more com-
patible with the model and can train more quickly. Additionally, as the predictive power of the

DL model increases, the performance differences between feature extraction methods tend to
decrease. Furthermore, optimizing thresholds based on macro F1-score signi cantly mitigates the
impact of class imbalance in the MIMIC-I1I-50 dataset, ensuring balanced performance across both
frequent and infrequent ICD codes. This methodological enhancement improves the reliability of
the models for real-world medical coding tasks where rare diagnoses are critical.

Moreover, an examination of the training times reveals that TF-IDF is the fastest and BERT is
the slowest method. If computing power is low, CNN can be preferred instead of BiLSTM for
word2vec, GloVe, or fastText. BERT's performance is hindered by its token limit, which is inade-
guate for processing lengthy medical notes, contributing to its lower competitiveness compared to
other feature extraction methods. To address this limitation, alternatives like Longformer, which
uses sparse attention to handle longer sequences, Hierarchical Transformers, which process texts
in hierarchical chunks, or sliding window approaches, which split texts into overlapping segments,
could be considered. However, our previous study [ 30] comparing TF-IDF and Longformer for
summarization-based ICD code classi cation found TF-IDF to outperform Longformer, suggesting
that such transformer-based solutions may not always surpass simpler methods like TF-IDF for
medical text tasks. This underscores the trade-offs between advanced transformer architectures
and computationally ef cient methods in handling lengthy medical notes.

To enhance the real-world applicability of the proposed methods, the feature extraction and DL
models evaluated in this study can be integrated into clinical work ows to streamline automated
ICD coding. Speci cally, these models can be deployed within EHR systems as real-time decision-
support tools, assisting healthcare providers in assigning accurate ICD codes during patient
discharge or consultation processes. For instance, integrating models like BILSTM with word2vec
or fastText into hospital EHR platforms could enable near-instantaneous code predictions from
unstructured medical notes, reducing coding errors and minimizing manual labor. To ensure
continuous use, these models can be adapted with periodic retraining pipelines to accommodate
updates in ICD standards (e.g., transitions to ICD-11) and evolving medical terminologies, lever-
aging the scalability of methods like GloVe and word2vec for ef cient retraining on large, dynamic
datasets. Additionally, implementing these models in cloud-based EHR systems could facilitate
seamless access across healthcare facilities, enhancing interoperability and supporting multi-site
hospitals. To address computational constraints in resource-limited settings, lighter models such
as CNN with TF-IDF could be prioritized for deployment, offering a balance between performance
and computational ef ciency, as highlighted in our ndings. This practical integration ensures
that automated ICD coding aligns with clinical demands for accuracy, speed, and adaptability,
ultimately improving healthcare data management and patient care outcomes.

The incorporation of confusion matrices and Wilcoxon tests further validates the study's ndings,
with statistical signi cance underscoring the performance advantages of advanced preprocessing
and fastText's effectiveness in noisy data. These analyses reveal model limitations, particularly for
rare labels, where higher FPs suggest a need for balanced optimization. This statistical evidence
enhances the reliability of the proposed methods for practical medical applications.

Finally, while our study's primary goal is not to nd the best ML results, our DL models demon-
strate competitive performance comparable to current literature.
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Appendix

Graphical abstract

Figure 7. Graphical abstract

Parameter space

Python packages used to develop DL models and the hyperparameter space considered in model
optimization are stated in Table 7.

Table 7. Python packages and hyperparameter space sets for DL models

Models | Python packages and hyperparameter space sets
tensor ow, keras

Batch size: [4, 8, 16, 32, 64]
Number of epochs: range (10, 30, 5)
Dropout rate: range (0, 0.6, 0.1)

CN:EN Activation: [tanh, relu, sigmoid]
BILSTM Number of Iters in the convolution or nodes in the hidden layer: [50, 200, 25]

Kernel size of the convolutional layers: range (1, 20, 1)
Optimizer: [Adam]

Loss function: [binary cross entropy]

Learning rate: [0.01, 0.001, 0.0001]

Number of layers: [1, 2, 3]
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Hyperparameters
Table 8. Hyperparameters of DL models
DL Feature Hyperparameters
extraction Number Number | Activation Dropout Number
of layers of epochs | function rates of nodes
TF-IDF 2dense layer | 20 relu, 0.3,0 100, 50
sigmoid
word2vec
W (CBOW) 3 dense layer 10 03,0 100, 100, 50
word2vec 3 dense layer 10 relu, 03,0 100, 100, 50
(skip-gram) relu
GloVe 3 dense layer 10 S 0.3,0 100, 100, 50
fastText sigmoid
(CBOW) 3 dense layer 10 03,0 100, 100, 50
fastText 3denselayer | 10 03,0 100, 100, 50
(skip-gram)
BERT 3 dense layer 20 0.3,0 100, 100, 50
TF-IDF L convolutional, |, 0.2,02,0 | 100, 100, 50
2 dense layer
word2vec 2 convolutional, 20 0.3,0.3,0.0 | 100, 100, 100, 50
(CBOW) 2 dense layer
CNN word2vec 2 convolutional relu,
. "1 20 relu, 0.3,0.3,0,0 | 100, 100, 100, 50
(skip-gram) | 2 dense layer relu
Glove 2 convolutional, |, sigmoid | 0.3,0.3,0,0 | 100, 100, 100, 50
2 dense layer
fastText 2 convolutional,
(CBOW) 2 dense layer 25 0.3,0.3,0,0 | 100, 100, 100, 50
fastText 2 convolutional, | 0.3,0.3,0,0 | 100, 100, 100, 50
(skip-gram) | 2 dense layer
BERT 2 convolutional, | 0.3,0.3,0,0 | 100, 100, 100, 50
2 dense layer
. tanh,
TF-IDF 1BILSTM, 20 relu, 0.3,0,0 100, 100, 50
2 dense layer . .
sigmoid
word2vec 2 BILSTM,
BILSTM | (CBOW) 2 dense layer 15 0.3,0.3,0,0 | 100, 100, 100, 50
word2vec 2 BiLSTM tanh,
. ' 20 tanh, 0.3,0.3,0,0 | 100, 100, 100, 50
(skip-gram) | 2 dense layer
2BILSTM relu,
GloVe ' 25 sigmoid 0.3,0.3,0.2,0 100, 100, 100, 50
2 dense layer
fastText 2 BiLSTM,
(CBOW) 2 dense layer 20 0.3,0.3,0,0 | 100, 100, 100, 50
fastText 2 BILSTM, 25 0.3,0.3,0,0 | 100, 100, 100, 50
(skip-gram) | 2 dense layer
BERT 2BILSTM, 20 0.3,0.3,0.2,0 100, 100, 100, 50
2 dense layer
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Confusion heatmap

Figure 8. Confusion matrices for BILSTM with fastText (skip-gram)
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