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Abstract  Keywords 

Urban perception is a multidimensional phenomenon reflecting individuals’ 

evaluations of the urban environment and playing a critical role in planning and design 

processes aimed at improving quality of life. This study aims to predict six different 

themes of urban perception (beautiful, boring, depressing, lively, safe, wealthy) from 

street view images using regression-based deep learning methods. Three different 

deep learning architectures—ResNet18, VGG19, and EfficientNet-B1—were 

employed. The Place Pulse 2.0 dataset was utilized in the modeling process, with 

approximately 110,000 labeled street images processed through necessary 

preprocessing steps (resizing, cropping, tensor conversion, and normalization). 

Models were trained with an 80% training and 20% validation split. Performance 

evaluation was conducted using Mean Absolute Error (MAE), Root Mean Squared 

Error (RMSE), R2 and validation loss graphs. Findings indicate that the EfficientNet-

B1 model achieved the lowest error values, particularly in the “safe” and “lively” 

themes, while the ResNet18 model offered more balanced and stable performance in 

terms of validation loss. The VGG19 model generally yielded higher error rates and 

exhibited a clear tendency toward overfitting. It was observed that theme-specific 

visual complexity directly affected model performance. In conclusion, while deep 

learning architectures prove effective in modeling urban perception through visual 

data, both the choice of architecture and the inherent nature of the theme play decisive 

roles in model performance. This study highlights the importance of architecture- and 

theme-sensitive model design in AI-supported analysis of urban perception. 
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1. INTRODUCTION 
 

Urban perception is a multidimensional concept aimed at understanding how individuals perceive and 

interact with the urban environment. Due to its multifaceted nature, it encompasses a wide network of 

interactions ranging from individuals’ experiences of urban life to their relationships with environmental 

factors. Accurately grasping urban perception plays a crucial role in developing spatial policies and 

planning strategies aimed at improving residents’ quality of life, providing urban administrators with 

insights into how places are perceived, and informing activities such as tourism development and real 

estate investment [1–4]. The perception of cities as orderly, clean, and safe not only enhances the quality 

of life for local residents but also helps foster positive impressions among visitors and potential investors 

[5]. In this context, making individual perceptions digitally measurable offers new opportunities for 
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urban planning. In recent years, advances in artificial intelligence and computer vision have created 

significant potential for modeling urban perception, particularly through geographically tagged street 

view imagery [3,6–11]. These developments enable not only academic investigations but also allow 

decision-makers to reframe the physical environment of cities through perception-based data. 

 

One of the most prominent examples in this field is the Place Pulse platform, developed by MIT and 

active between 2011 and 2016. This platform provided a crowd-sourced dataset in which users evaluated 

street images through comparative judgments, responding to questions such as “Which place looks safer, 

more beautiful, or more depressing?” The resulting dataset has served as the foundation for numerous 

studies supported by computer vision algorithms, contributing to research that explores the relationship 

between urban perception and socio-spatial variables such as crime rates, creativity, and economic 

development [9,12–16]. 

 

Perceptions of urban spaces—such as evaluating a place as safe, aesthetically pleasing, vibrant, or dull—

play a decisive role in individuals’ spatial preferences, behavioral patterns, and overall urban quality of 

life. However, objectively measuring such perceptions and applying them to large-scale urban areas 

remains limited when using traditional methods. In this regard, modeling urban perception through the 

analysis of street-level visual data offers new opportunities, particularly through recent advancements 

in artificial intelligence and computer vision. Harvey and Aultman-Hall [17] have noted that innovative 

methods involving GIS, web-based surveys, and even social media can complement traditional 

qualitative approaches in evaluating street imagery. 

 

Modeling how people perceive streetscapes matters for urban design, safety, and well‑being: perception 

influences route choice, time spent in public spaces, housing demand, and investment. While 

crowdsourced street‑view datasets and computer vision have enabled city‑scale analyses, the field lacks 

a clear regression‑focused comparison of widely used CNN families across multiple perception themes. 

This study fills this gap by systematically benchmarking three representative backbones (ResNet18, 

VGG19, EfficientNet‑B1) on six Place Pulse–derived themes treated as continuous outcomes, thereby 

clarifying how architecture choice interacts with theme characteristics and how far visual cues alone can 

explain subjective perception. 

• Regression‑oriented benchmark across six perception themes (beautiful, boring, depressing, 

lively, safe, wealthy), comparing ResNet18, VGG19, and EfficientNet‑B1 under a uniform 

training/evaluation protocol. 

• Loss/metric separation and justification: primary optimization with MAE; evaluation with 

MAE, RMSE, and R², clarifying why R² remains low despite stable errors. 

• Transparent hyperparameter and augmentation policy, tuned for a 7‑GB, 110k‑image corpus, 

with implementation details to support replicability. 

• Computational cost report (time/epoch, total time, parameter count) to complement 

accuracy/error‑based comparisons. 

• Theme‑sensitivity analysis showing how visually distinctive themes (e.g., safe, lively) are better 

captured than more subjective/ambiguous themes (e.g., boring, wealthy). 

 

This study focuses on predicting perceptions of urban spaces using deep learning methods applied to 

street imagery. The primary aim is to develop regression-based predictive models of perception 

themes—safe, boring, beautiful, depressing, lively, and wealthy—drawn from the Place Pulse dataset, 

utilizing different deep learning architectures (ResNet18, VGG19, and EfficientNet-B1). In doing so, 

the study offers an academic contribution to the digital representation of urban perception and provides 

a model framework for integrating AI-powered spatial analysis into urban decision-making processes. 
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2. MATERIALS AND METHODS 

 

In this study, three different deep learning approaches are compared in terms of their ability to 

quantitatively predict urban perception based on street-level imagery. The methodology involves the 

proper preprocessing of visual data, the configuration of models, and the evaluation of their 

performance using quantitative metrics. The following sections provide a detailed description of the 

dataset used, preprocessing steps, model architectures, and the experimental setup employed in the 

study. 

 

2.1 Materials 

 

With the increasing use of deep learning models in assessing urban perception, studies in this field have 

gained a new dimension. Within this context, the Place Pulse 2.0 dataset has served as a foundational 

resource for numerous studies [3,6,9,11,15,16,18–24]. The dataset employed in this study is also Place 

Pulse 2.0, which is approximately 7 GB in size and comprises 110,988 images from 56 cities, annotated 

by 81,630 online volunteers through 1,170,000 pairwise comparisons. 

 

2.2 Preprocessing of the Dataset 

 

Image preprocessing followed a standardized pipeline implemented through PyTorch transforms. All 

images were resized to 400×300 pixels, followed by center cropping to 300×300 to ensure consistent 

input dimensions across all models. Images were converted to tensors and normalized using ImageNet 

statistics (mean=[0.485, 0.456, 0.406], std=[0.229, 0.224, 0.225]) for optimal transfer learning 

performance.  Data preparation utilized a two-stage validation approach: first, 25 specific location IDs 

were removed to create a held-out validation subset for robust geographic generalization testing. The 

remaining data was then split using an 80/20 train-validation ratio with a fixed random seed (42) to 

ensure reproducible experiments across all model architectures. 

 

2.3 Data Augmentation 

 

To enhance model generalization while preserving streetscape semantics, we applied lightweight 

augmentations during training: ColorJitter with brightness, contrast, and saturation adjustments (0.2) 

and hue variation (0.1), RandomHorizontalFlip, and RandomRotation (±15 degrees). These 

transformations were applied on-the-fly through the PyTorch DataLoader to avoid memory overhead. 

No vertical flips or extreme rotations were used to maintain realistic urban scene orientations. 

 

2.4 Hyperparameters and Selection Rationale 

 

Training configuration was consistent across architectures with minor adaptations for computational 

efficiency. All models were trained for a maximum of 10 epochs using Adam optimizer (learning rate 

= 1e⁻⁵) and MSE loss function. Batch sizes were architecture-specific: 32 for ResNet18 and 16 for both 

VGG19 and EfficientNet-B1 to accommodate memory constraints of larger models.  Regularization was 

implemented through dropout layers (0.6) in the classifier heads of ResNet18 and EfficientNet-B1, while 

VGG19 utilized its pre-existing dropout structure without modification. No explicit weight decay was 

applied in the optimizer configuration.  Learning rate scheduling employed ReduceLROnPlateau 

(factor=0.5, patience=2) monitoring validation loss for plateau detection. Early stopping was 

implemented with matching patience of 2 epochs to prevent overfitting when validation performance 

ceased improving.  Model evaluation utilized MAE, RMSE, and R² metrics computed on both the 

standard 20% validation split and the geographic holdout subset containing the 25 excluded location 

IDs, providing comprehensive performance assessment across different spatial contexts. 
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Table 1. Hyperparameters Used in Model Training 

 
Parameter Resnet18 VGG19 EfficientNet-B1 

Optimization Algorithm Adam Adam Adam 

Loss Function and Evaluation 

Metrics 

MAE, RMSE, R2 MAE, RMSE, R2 MAE, RMSE, R2 

Learning Rate (LR) 1e-5 1e-5 1e-5 

Batch Size 32 16 16 

Max Epoch 10 10 10 

Early Stopping Patience 2 2 2 

LR Scheduler Patience 2 2 2 

LR Reduction Factor 0.5 0.5 0.5 

 

2.5 Computational Setup and Cost Metrics 

 

Experiments ran on Windows 11 with an Intel i9-12900KF CPU and NVIDIA GeForce RTX 3050 (8 

GB). To complement error metrics, we report computational costs: average time per epoch, average total 

training time per theme, parameter count, and peak VRAM usage (measured with PyTorch CUDA 

memory statistics). 

 
Table 2. Computational Cost Summary (per theme) 

 

Model Params (M) Time/Epoch (min) Total Time (min) Peak VRAM (GB) 

ResNet18 ~11.2 35.6 261 1.38 

VGG19 ~139.6 82.7 428 4.21 

EfficientNet-B1 ~6.5 46.8 383 3.50 

 

As shown in Table X, the reported costs correspond to training on a single perception theme. Since each 

of the six perception themes was modeled independently, we also extrapolated the cumulative 

computational burden for each model. These aggregated results are summarized in Table Y, providing 

a clearer picture of the total resource requirements across the full experimental setup. 

 
Table 3. Estimated Total Computational Cost (6 themes) 

 

Model Params (M) Total Time (min) Total Time (hours) Peak VRAM (GB) 

ResNet18 ~11.2 1566 26.1 1.38 

VGG19 ~139.6 2564 42.7 4.21 

EfficientNet-B1 ~6.5 2293 38.2 3.50 

 

Across six perception themes, the cumulative training times amounted to approximately 26.1 h for 

ResNet18, 42.7 h for VGG19, and 38.2 h for EfficientNet-B1. On the RTX 3050 (8 GB), peak VRAM 

usage differed considerably across models: ~1.4 GB for ResNet18, ~3.5 GB for EfficientNet-B1, and ~4.2 

GB for VGG19, corresponding respectively to ~17%, ~44%, and ~53% of the available GPU memory. 

 

2.6 Score Calculation in the Dataset 

 

A score was calculated for each of the 110,988 images based on how many times it was selected in 

pairwise comparisons. The scoring formula was adopted from the study by [15], due to its high 

consistency and reliability. The scoring method is as follows: 

• For each image (i), winning (P) and losing (N) scores were calculated for each question 

category (u). 
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o 𝑃𝑖 =
𝑝𝑖

𝑝𝑖+𝑒𝑖+𝑛𝑖
                                                                                                              (1) 

o 𝑁𝑖 =
𝑛𝑖

𝑝𝑖+𝑒𝑖+𝑛𝑖
                                                                                                              (2) 

 

Here, Piu and Niu respectively indicate the number of times image i was selected or not selected in 

comparisons for category u, while ei represents the number of times image i received an equal vote 

compared to another image in the same category. Consequently, the Q-score for each question category 

is calculated as follows: 

 

                                                            𝑄𝑖 =
10

3
[𝑃1 +

1

𝑝𝑖
∑ 𝑃𝑘1

𝑝𝑖
𝜅1=1 −

1

𝑛𝑖
∑ 𝑁𝑘2

𝑛𝑘2
𝑘2=1 + 1]                                 (3) 

 
Here, k1and k2 indicate the number of times image i was selected and not selected, respectively, during 

comparisons. According to the equation, the Q-score essentially represents the positive ratio of i, 

adjusted by the Pi and Ni values of the compared images. The constants 10/3 and 1 are used to scale the 

Q-score into a [0–10] range, based on the theoretical minimum and maximum of the analytical 

expression. A score of 10 represents the highest, while 0 represents the lowest possible value. 

 

This scoring structure was computed separately for six different perception themes, and independent 

model outputs were generated for each theme: 

• Beautiful 

• Boring 

• Depressing 

• Livelier 

• Safer 

• Wealthier 

 

3. RESULT 

 

This section evaluates the predictive performance of the ResNet18, VGG19, and EfficientNet-B1 

architectures on street view imagery. The evaluation is conducted across six predefined urban perception 

themes. As the study focuses on a regression problem involving the prediction of continuous variables 

rather than classification model performance was assessed using commonly applied regression metrics: 

Mean Absolute Error (MAE), Root Mean Squared Error (RMSE), R2 and validation loss, rather than 

traditional classification metrics such as Accuracy, Precision, Recall, or F1 Score. 

 

3.1. Beautiful 

 

When examining the training and validation loss curves for the three deep learning models under the 

“Beautiful” theme, notable performance differences are observed among the models (Figure 1). 
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Figure 1. Validation Loss of EfficientNet-B1, ResNet18, and VGG19 Models for the “Beautiful” Theme1 

 

According to the training and validation loss graphs presented in Figure 1, it is observed that all models 

(EfficientNet-B1, ResNet18, VGG19) exhibit a similar learning curve. At the beginning of the training, 

a significant drop in loss occurred in all three models; however, from the early epochs onward, the 

validation loss either plateaued or showed a slight upward trend with fluctuations. This indicates that 

while the models fit the training data quickly, their generalization capacity remained limited. The effect 

of overfitting was observed earlier in the VGG19 model compared to the others (starting from the 3rd 

epoch), whereas for the ResNet18 model, the increase in validation loss became more pronounced after 

the 6th epoch. By maintaining its validation loss at the lowest level, the EfficientNet-B1 model 

demonstrated a more stable generalization performance compared to the other models. These findings 

suggest that the models learn rapidly in the initial stages, but the limited amount of data or a lack of 

theme-specific visual diversity may be leading to overfitting. 

 

3.2. Boring 

 

Under the “Boring” theme, the models’ learning performance during validation was evaluated 

comparatively (Figure 2). 

                                                           
1 Maximum training epoch was set to 10 with early stopping. Consequently, some curves end earlier, reflecting the actual cnvergence behavior of the model rather than 

truncation. 
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Figure 2. Validation Loss of EfficientNet-B1, ResNet18, and VGG19 Models for the “Boring” Theme2 

 

When examining the training and validation loss curves for the "boring" theme presented in Figure 2, it 

is observed that all models exhibit a rapid learning trend during the early epochs; however, their 

generalization performances differ. The EfficientNet-B1 model demonstrates a balanced reduction in 

both training and validation loss, indicating no signs of overfitting and yielding a stable learning curve. 

In contrast, the ResNet18 model shows a nearly constant validation loss while the training loss continues 

to decrease, suggesting a limited but controlled overfitting behavior. On the other hand, the VGG19 

model displays a fluctuating validation loss pattern with an upward trend after the third epoch, indicating 

an earlier and more pronounced overfitting compared to the other models. Overall, it can be stated that 

EfficientNet-B1 offers a more balanced and reliable learning trajectory for the "boring" theme. 

 

3.3. Depressing 

 

For the “Depressing” theme, the models’ validation losses were examined, and the stability of their 

learning processes was compared (Figure 3). 

                                                           
2 Maximum training epoch was set to 10 with early stopping. Consequently, some curves end earlier, reflecting the actual cnvergence behavior of the model rather than 

truncation. 
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Figure 3. Validation Loss of EfficientNet-B1, ResNet18, and VGG19 Models for the “Depresing” Theme3 

 

According to the training and validation loss curves for the "depressing" theme presented in Figure 3, 

all models exhibited rapid learning during the initial epochs; however, the extent to which this learning 

transferred to the validation data varied depending on the model architecture. In the case of the 

EfficientNet-B1 model, both training and validation losses decreased in a balanced manner and nearly 

converged by the sixth epoch, indicating that overfitting was largely prevented. Similarly, in the 

ResNet18 model, the validation loss remained relatively constant while the training loss continued to 

decline, suggesting a limited tendency toward overfitting. In contrast, the VGG19 model exhibited a 

plateau in validation loss starting from the first epoch, whereas the training loss continued to decrease. 

This pattern suggests that the model overfitted the training data and may possess poor generalization 

performance. Overall, EfficientNet-B1 demonstrated the most stable learning curve for the "depressing" 

theme. 

 

3.4. Livelier 

 

Based on the validation loss curves obtained for the “Livelier” theme, the generalization capacities of 

the models were evaluated (Figure 4). 

                                                           
3 Maximum training epoch was set to 10 with early stopping. Consequently, some curves end earlier, reflecting the actual cnvergence behavior of the model rather than 

truncation 
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Figure 4. Validation Loss of EfficientNet-B1, ResNet18, and VGG19 Models for the “Livelier” Theme4 

 

In Figure 4, all models exhibited strong learning performance during the initial epochs; however, their 

generalization abilities diverged as the epochs progressed. In the EfficientNet-B1 model, both training 

and validation losses decreased concurrently, with the validation loss curve remaining relatively stable, 

indicating no apparent risk of overfitting. The ResNet18 model followed a similar trend, maintaining a 

consistent gap between training and validation losses. In contrast, although the VGG19 model’s training 

loss continued to decline, its validation loss began to increase after the third epoch, suggesting an early 

tendency toward overfitting. Overall, the EfficientNet-B1 and ResNet18 models demonstrated more 

balanced learning curves for the "livelier" theme, whereas the VGG19 model revealed more limited 

generalization performance. 

 

3.5. Safer 

 

In the context of the “Safer” theme, the models’ performance on the validation dataset was analyzed 

visually (Figure 5). 

                                                           
4 Maximum training epoch was set to 10 with early stopping. Consequently, some curves end earlier, reflecting the actual cnvergence behavior of the model rather than 

truncation 
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Figure 5. Validation Loss of EfficientNet-B1, ResNet18, and VGG19 Models for the “Safer” Theme5 

 

An examination of the training and validation loss curves for the "safer" theme presented in Figure 5 

indicates that all models exhibited rapid learning from the earliest epochs, and relatively more successful 

generalization patterns were observed for this particular theme. The EfficientNet-B1 model showed a 

simultaneous reduction in both training and validation losses, with the gap between the two curves 

gradually narrowing and stabilizing—suggesting that the model did not exhibit overfitting and achieved 

reliable learning performance. In the ResNet18 model, although the validation loss initially decreased, 

it plateaued after the fourth epoch while the training loss continued to decline, implying a limited 

tendency toward overfitting. In contrast, the VGG19 model displayed an increase in validation loss as 

early as the first epoch, in opposition to a decreasing training loss, indicating signs of early overfitting 

for the "safer" theme. Overall, the EfficientNet-B1 model demonstrated the most stable and balanced 

learning curve for this theme. 

 

3.6. Wealthier 

 

Within the scope of the “Wealthier” theme, the validation losses of different architectures were 

compared, and their tendencies toward overfitting were evaluated (Figure 6). 

                                                           
5 Maximum training epoch was set to 10 with early stopping. Consequently, some curves end earlier, reflecting the actual cnvergence behavior of the model rather than 

truncation 
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Figure 6. Validation Loss of EfficientNet-B1, ResNet18, and VGG19 Models for the “Wealthier”6 

 

An evaluation of the training and validation loss curves for the "wealthier" theme presented in Figure 6 

reveals that all models exhibited rapid learning during the initial epochs, though their generalization 

performances varied. In the EfficientNet-B1 model, the training loss steadily decreased, while the 

validation loss also declined up to the sixth epoch and then stabilized, indicating a balanced learning 

process. The ResNet18 model followed a similar pattern; despite slight fluctuations in validation loss, 

its overall trend remained consistent with the training curve. In contrast, the VGG19 model displayed 

an increase in validation loss starting from the first epoch, while the training loss continued to decline—

clearly indicating the presence of overfitting. In this context, EfficientNet-B1 and ResNet18 presented 

more stable learning trajectories for the "wealthier" theme, whereas VGG19 showed a pronounced 

tendency toward early overfitting. 

 

Table 2 presents the MAE, RMSE, R2 and best validation loss values of the EfficientNet-B1, ResNet18, 

and VGG19 models across the six urban perception themes. 

 

 

 

 

                                                           
6 Maximum training epoch was set to 10 with early stopping. Consequently, some curves end earlier, reflecting the actual cnvergence behavior of the model rather than 

truncation 
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Table 4. MAE, RMSE, and Best Validation Loss Values for Urban Perception Themes by Model 

Model Tema 

Best 

Validation 

Loss 

MAE RMSE R² 

Efficientnet-

B1 

Beautiful 3,7431 1,5237 1,9352 0,1713 

Boring 5,7511 1,9102 2,4011 0,0397 

Depressing 5,7815 1,9018 2,4074 0,0748 

Livelier 2,2093 1,1802 1,4871 0,1542 

Safer 1,7176 1,0393 1,3115 0,1832 

Wealthier 5,0281 1,7606 2,2488 0,1235 

Resnet18 

Beautiful 3,7919 1,5454 1,9617 0,1485 

Boring 5,7572 1,9111 2,4039 0,0375 

Depressing 5,7964 1,9061 2,4127 0,0707 

Livelier 2,2189 1,1834 1,4906 0,1502 

Safer 1,7337 1,0504 1,3269 0,1640 

Wealthier 5,0563 1,7728 2,2545 0,1191 

VGG19 

Beautiful 3,7871 1,5375 1,9474 0,1609 

Boring 5,7798 1,9108 2,4112 0,0316 

Depressing 5,8359 1,9001 2,4174 0,0672 

Livelier 2,2026 1,1898 1,4986 0,1410 

Safer 1,7864 1,0653 1,3495 0,1353 

Wealthier 5,1489 1,7835 2,2720 0,1054 

 

The three deep learning architectures used in this study—EfficientNet-B1, ResNet18, and VGG19—

were compared in terms of their regression performance across six urban perception themes: beautiful, 

boring, depressing, livelier, safer, and wealthier. The evaluation of predictive performance was based 

on the MAE, RMSE, R2 and best validation loss metrics. 
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Figure 7. Comparative Evaluation of MAE, RMSE, and R² Metrics for Each Theme by Model Architecture 

 

Overall, the EfficientNet-B1 model demonstrated the most consistent and successful general 

performance across themes, achieving the lowest validation losses and highest R² scores for the majority 

of themes. In particular, for the "safer" and "beautiful" themes, EfficientNet-B1 yielded both the lowest 

MAE/RMSE values and the highest R² scores. The ResNet18 model performed comparably to 

EfficientNet-B1 and ranked a close second, especially for the "livelier" and "wealthier" themes, either 

matching or only slightly trailing in performance. Although the R² values were generally low (e.g., 

0.0375 for the "boring" theme), the consistency of validation errors indicates the stability of the model. 

 

The VGG19 model, on the other hand, exhibited weaker overall performance compared to the other 

models, typically yielding higher validation loss and lower R² scores. The particularly low R² values in 

the "depressing" and "wealthier" themes suggest a limited generalization capability for these specific 

perceptual dimensions. 

 

The overall low R² scores across all models may point to the inherent difficulty of predicting such 

perceptual themes solely from visual cues, highlighting a high degree of thematic ambiguity. Therefore, 

model comparisons should be interpreted in terms of relative performance and generalization stability 

rather than absolute predictive success. In conclusion, the EfficientNet-B1 model stands out as the 

architecture with the highest regression accuracy and generalization ability. 

 

4. DISCUSSION 

 

The findings of this study reveal both the potential and the current limitations of predicting urban spatial 

perception using deep learning models. The relative superiority of EfficientNet-B1 compared to other 

architectures suggests that its compound scaling strategy—which balances model depth, width, and 

resolution—may be more effective in capturing complex visual patterns [25]. 
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Model performance is not solely determined by architectural depth but is also directly influenced by the 

visual distinctiveness of the perceptual themes used. For instance, in a study by Müller et al., employing 

the ResNet101 architecture, lower MSE values were reported for the “depressing” and “boring” themes 

compared to ResNet18 [3]. However, in the same study, higher error rates were observed for the 

“livelier,” “beautiful,” “safer,” and “wealthier” themes. This indicates that deeper architectures do not 

automatically yield better generalization for all perceptual dimensions and that performance may vary 

depending on the thematic structure. Similarly, analyses of street view imagery by Tang et al. 

emphasized that urban perception depends not only on visual components but also on the heterogeneity 

of spatial patterns [4]. Supporting this, classification-based deep learning studies have explored which 

features contribute to each perceptual theme [6,11,23,24]. In this study, theme-specific variations 

directly affected model performance; in particular, themes with high visual variability (e.g., 

“depressing” and “boring”) showed an increasing trend in validation losses. These findings align with 

those of previous research [3, 9, 18], which highlight that the complex social and physical contexts 

underpinning perception can only be partially captured by deep learning models. 

 

The most critical result of this study is the consistently low R² values across all models. This indicates 

that the developed models explain only a small portion of the variance in human perception scores, 

reflecting limited predictive power. Such a result is consistent with prior studies emphasizing the 

inherent difficulty of modeling highly subjective and multidimensional tasks like urban perception [9, 

15, 25]. This limitation implies that visual data alone may be insufficient for fully modeling human 

perception. 

 

This study demonstrates the applicability of deep learning architectures for regression-based prediction 

of urban perception from visual data, while also showing that model performance is sensitive to both 

architectural choices and the visual and conceptual nature of the perceptual themes. Future research 

could focus on developing theme-specific optimized architectures and integrating models with spatial 

contextual factors. 

 

4.1. Limitations of the Study 

 

This study has several limitations. First, the modeling process was restricted to the Place Pulse 2.0 

dataset; therefore, the findings may be constrained by the representativeness and cultural biases inherent 

in this dataset. A substantial portion of the images in Place Pulse 2.0 are from cities in North America 

and Europe, which may not reflect the diverse geographic, cultural, and architectural contexts of other 

regions. As a result, the generalizability of the developed models to different urban environments may 

be limited. Second, only three deep learning architectures—ResNet18, VGG19, and EfficientNet-B1—

were evaluated in this study. More recent architectures, such as Transformer-based models, were not 

included, thereby limiting the scope of the architectural comparison. Third, only a single regression 

model was trained for each theme, and hyperparameter optimization was carried out to a limited extent. 

A more extensive hyperparameter search could potentially improve model performance and yield more 

equitable comparisons across models. Fourth, this study did not conduct comprehensive augmentation 

ablation studies nor implement cross-validation across different urban contexts; therefore, generalization 

capabilities to unseen geographic regions warrant investigation in future research. The architectural 

scope was constrained to three CNN families; consequently, transformer-based and multimodal 

architectures represent promising avenues for future benchmarking studies. 

 

4. CONCLUSION  

 

In this study, three deep learning architectures (EfficientNet-B1, ResNet18, and VGG19) were evaluated 

using a regression-based approach to predict urban perception themes (beautiful, boring, depressing, 

lively, safer, wealthier) from street-level imagery. Based on MAE, RMSE, and R² metrics, EfficientNet-

B1 generally achieved the lowest error values and demonstrated clear superiority, particularly for the 
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"safer" and "livelier" themes. However, detailed examination of validation loss curves revealed that low 

error metrics alone are insufficient; the model's generalization capacity must also be considered. 

ResNet18 yielded reasonable error rates for most themes and displayed more balanced and stable 

validation loss curves, indicating greater resistance to overfitting. In contrast, VGG19 showed consistent 

overfitting tendencies across nearly all themes and produced the highest validation losses.   

Theme-based analyses indicated that all models achieved better results for visually distinctive themes 

such as "safer" and "lively," whereas their generalization capabilities remained limited for more 

subjective and complex themes like "depressing," "boring," and "wealthier." Among the three 

architectures evaluated, EfficientNet-B1 emerged as the most successful for predicting urban perception 

themes through regression. Nevertheless, the theme-specific variance highlights that certain perceptual 

dimensions are more visually salient and thus more accurately predicted by the models. 

 

The uniformly low R² values across models do not contradict the usefulness of visual features; rather, 

they indicate that subjective urban perception depends on additional, non-visual variables (e.g., 

socioeconomic context, activity patterns, temporal factors) that are absent from still imagery. 

Consequently, improvements from deeper/wider architectures may plateau without incorporating 

contextual data. Our results therefore support theme-aware modeling and multimodal extensions, 

prioritizing generalization over marginal error reductions on visually ambiguous themes. 

 

In conclusion, while urban perception can be modeled using deep learning methods, model performance 

depends not only on architectural design but also on the nature of the perceptual themes. Therefore, 

architectural selection and theme-specific optimization strategies should be considered jointly, with the 

goal of developing models that are generalizable, balanced, and responsive to the distinct characteristics 

of each theme. 
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