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ABSTRACT 
This study presents the first comprehensive benchmark of seven open-source multimodal vision-language 
models with Turkish language support—namely, Aya Vision 32B, Gemma 3 27B, InternVL3 38B, Qwen2-VL 
72B-AWQ, Qwen2.5-VL 72B-AWQ, Cosmos-LLaVA, and Phi-4 Multimodal—on two image datasets of 
Turkish cuisine, TurkishFoods-15 and TurkishFoods-25. All models were evaluated zero-shot, without 
additional training or fine-tuning, utilizing a fully standardized Turkish system and user prompts. We report 
macro and weighted averages of accuracy, precision, recall, and F1-score, along with end-to-end inference time. 
Aya Vision 32B obtained the best weighted F1-score (85.9%) on TurkishFoods‑15, whereas Gemma 3 27B led 
on TurkishFoods‑25 (76.7%). Across metrics and datasets, Aya Vision 32B, Gemma 3 27B, Qwen2‑VL 
72B‑AWQ, and InternVL3 38B formed the most reliable models. These results establish a solid reference for 
future work on culturally aware multimodal AI and demonstrate, for the first time, that vision-language models 
can categorize Turkish dishes without task‑specific training. 
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1. Introduction 

Artificial intelligence systems are increasingly encountering rich, multimodal, and culturally diverse datasets. A particularly 
challenging example is food imagery: dishes vary enormously in appearance within the same class, while different classes 
may look deceptively alike. Despite rapid advancements in multilingual vision-language models (VLMs), their performance 
on culturally grounded, non-English tasks remains largely uncertain. In light of this gap, our study therefore asks: How well 
do state‑of‑the‑art open VLMs classify dishes from Turkish cuisine in a genuine zero‑shot setting? 

Pioneering large language models such as BERT [1], GPT-2 [2], and GPT-3 [3] have catalyzed global interest in artificial 
intelligence, laying the foundational groundwork for the development of increasingly sophisticated AI systems. Shortly after 
the development of large language models, Dosovitskiy et al. [4] introduced visual transformers, paving the way for 
integrating vision encoders [2, 5] with language models, thus giving rise to multimodal VLMs [6, 7]. Consequently, raw 
textual data, images, and videos became simultaneously classifiable and capable of handling diverse tasks through these 
VLMs. VLMs possess a variety of capabilities, such as image and video captioning [8] and visual question answering (VQA) 
[9, 10]. Following the success of these models, research has accelerated in various cultural and linguistic contexts. However, 
issues arising in these models for languages with comparatively less available data, such as Turkish, also manifest in VLMs 
[11-13]. Among the primary reasons for these performance declines are insufficient coverage of syntactic, semantic, and 
cultural nuances inherent to specific languages [14, 15]. Therefore, it is crucial to evaluate VLMs not only in English but also 
across various other languages to identify existing gaps. 

Although numerous application domains exist for measuring the performance of VLMs, evaluating their efficacy in food 
classification remains both challenging and significant due to the inherent high intra-class variability and low inter-class 
variability within culinary datasets [16]. Furthermore, food recognition presents additional complexities beyond mere 
classification; it also involves identifying cultural distinctions, rendering the task particularly challenging for VLMs. Culinary 
items are characterized not solely by visual attributes but also by culturally specific elements such as preparation methods, 
ingredients, and presentation styles. Within different culinary traditions, visually similar dishes may have meaningful cultural 
distinctions due to variations in preparation and ingredients. Thus, it is essential for VLMs involved in food recognition tasks 
to accurately comprehend and reflect these cultural contexts. Evaluating open-source VLMs with Turkish language support 
is therefore highly valuable for identifying classification challenges arising from cultural differences. Moreover, it is crucial 
to consider ethical and social sensitivities when applying artificial intelligence models to culturally specific datasets. Incorrect 
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identification or classification of dishes can lead to significant cultural misunderstandings, thereby increasing potential risks 
and error rates in real-world applications. Consequently, comparative evaluation of VLMs’ performance in classifying 
culinary items constitutes a highly valuable research area. 

This study comparatively evaluates the performance of state-of-the-art, open-source multimodal VLMs with Turkish 
language support, providing an extensive analysis on datasets specific to Turkish culinary culture. In this research, identical 
systems and user prompts in Turkish were employed to ensure fair and equitable assessment of model performance. 
Considering reproducibility and accessibility, the study focused on open-source models with publicly available weights, 
including Aya Vision [17], Gemma 3 [18], Qwen2-VL [19], Qwen2.5-VL [20], InternVL3 [21], Cosmos-LLaVA [22], and 
Phi-4 Multimodal [23]. Thus, the study enables direct comparisons among multimodal VLMs that naturally support Turkish, 
without requiring additional training or fine-tuning, and are capable of receiving queries and producing responses. By 
systematically testing multimodal multilingual VLMs on identical datasets, the comparative analysis aims to ascertain which 
VLMs perform best in classifying Turkish culinary items and identify specific culinary categories where particular models 
exhibit weaknesses. The literature on the comparative evaluation of current VLMs for Turkish food classification is notably 
sparse. This research is explicitly designed to address this existing gap. 

In this study, we present detailed comparative performance assessments of multimodal VLMs for classifying dishes from 
Turkish culinary culture using the Turkish language. Performance evaluations are conducted comprehensively using standard 
classification metrics, including accuracy, precision, recall, and F1-score. Employing extensive culinary datasets, the 
classification performance of each model is analyzed for various food categories and comparatively discussed. Our 
contributions are threefold: 

• Identification and detailed technical examination of available open-source multimodal VLMs with Turkish language 
support for classification tasks specific to Turkish culinary culture. 

• Evaluation of the classification performance of Turkish-supported multimodal VLMs, namely Aya Vision [17], 
Gemma 3 [18], Qwen2-VL [19], Qwen2.5-VL [20], InternVL3 [21], Cosmos-LLaVA [22], and Phi-4 Multimodal 
[23] on TurkishFoods-15 and TurkishFoods-25 datasets, specifically developed for Turkish culinary classification 
tasks. 

• Demonstration of the zero-shot capabilities of VLMs measured in their published forms without any preliminary 
training, post-training fine-tuning, or adjustments during comparative performance evaluations. 

Subsequent sections provide an in-depth explanation of the employed methodology, a detailed discussion of the results 
obtained and comparative performance, and insights into the current capabilities and limitations of VLMs. 

2. Materials and Methods 

2.1. Dataset 

Experiments were conducted on two datasets specific to Turkish culinary culture: TurkishFoods-15 [24] and its expanded 
version, TurkishFoods-25 [25]. To systematically evaluate the capabilities of multimodal VLMs in recognizing Turkish 
dishes, datasets containing culturally authentic Turkish foods were purposefully selected. 

The TurkishFoods-15 dataset was introduced by [24] and comprises images of 15 traditional Turkish dishes: biber dolması, 
börek, çiğ köfte, enginar, hamsi, hünkâr beğendi, içli köfte, ıspanak, kebap, kısır, kuru fasulye, lokum, mantı, simit, and 
yaprak sarma. This dataset contains 7,411 images, with category distributions and counts detailed in Table 1. Additionally, 
representative images randomly selected from each traditional dish category are provided in Figure 1.  

Table 1. Category Distribution of the TurkishFoods-15 Dataset 

Category Count 

Biber Dolması 485 

Börek 762 

Çiğ Köfte 328 

Enginar 457 

Hamsi 337 

Hünkâr Beğendi 315 

İçli Köfte   516 

Ispanak   272 

Kebap   871 
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Table 1 (Continued) 

Kısır 500 

Kuru Fasulye 482 

Lokum 683 

Mantı 422 

Simit 477 

Yaprak Sarma 504 

Total 7,411 

 

 
Figure 1. TurkishFoods-15 Dataset, Visualization of Randomly Sampled Images from Each Category 

The TurkishFoods-25 dataset, developed by [25], is an expanded form of TurkishFoods-15, augmented with ten additional 
categories: aşure, baklava, et sote, gözleme, İzmir köfte, karnıyarık, lahmacun, mücver, pirinç pilavı, and taze fasulye. 
Although Kayıkçı et al. [25] indicated that the "lokum" category was excluded from analyses due to low accuracy rates during 
dataset creation, our study retained all categories, testing a total of 25 dish types. Information regarding these categories and 
their corresponding image counts is presented in Table 2. Furthermore, the TurkishFoods-25 dataset includes 11,461 images, 
with randomly selected representative samples from each dish displayed in Figure 2.  

Table 2. Category Distribution of the TurkishFoods-25 Dataset 

Category Count 

Aşure 229 

Baklava 551 

Biber Dolması 485 

Börek 762 

Çiğ Köfte 328 

Enginar 457 

Et Sote 440 

Gözleme 518 

Hamsi 337 

Hünkâr Beğendi 315 

İçli Köfte 516 

Ispanak 272 

İzmir Köfte    453 

Karnıyarık 413 
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Table 2. (Continued) 

Kebap 871 

Kısır 500 

Kuru Fasulye 482 

Lahmacun 227 

Lokum 683 

Mantı 422 

Mücver 448 

Pirinç Pilavı 465 

Simit 477 

Taze Fasulye 306 

Yaprak Sarma 504 

Total 11,461 

 

 
Figure 2. TurkishFoods-25 Dataset, Visualization of Randomly Sampled Images from Each Category 

Upon examining the category distributions in both datasets, it becomes evident that representation is not homogeneous; 
certain dishes, such as kebap, börek, and lokum, are numerically predominant, whereas dishes like mücver, lahmacun, and 
aşure are relatively underrepresented. Consequently, this imbalance among categories provides a significant opportunity to 
investigate how multimodal VLMs handle imbalanced datasets, underscoring a critical aspect and contributing significant 
value to our study. 

2.2. Methodology 

This study adopted a three-stage evaluation framework for the zero-shot image classification of seven open-source 
multimodal VLMs. The overall workflow is illustrated in Figure 3 and consists of three sequential stages: (1) data preparation 
and prompt design, (2) model inference process, and (3) output processing and evaluation. The VLMs were assessed in their 
publicly released weights and configurations, without any additional training or fine-tuning, to directly measure their out-of-
the-box performance in Turkish food classification. To ensure a fair comparison across models, standardized prompts were 
employed and presented entirely in Turkish. Each stage is described in detail below. 
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2.2.1. Data Preparation and Prompt Design 

In the first stage, both visual and textual inputs were prepared for each model. Every image in the dataset was paired with a 
carefully designed Turkish prompt to evaluate the VLM's Turkish language comprehension and simulate a realistic user 
interaction scenario. A uniform, two-part prompt structure was employed—comprising a system message that defined the 
model’s role, followed by a user prompt posing the actual query. This structure was consistently applied to all VLMs. 

The system prompt, written in Turkish, stated: “Siz yiyecek görsellerini sınıflandırmaya yardımcı olan yardımsever bir 
asistansınız.” This instruction informed the model that it would be presented with a food image, that its role was to act as a 
classifier, and that it should provide assistance in performing this task. 

The user prompt was constructed in accordance with the system instructions. As each image was presented alongside its 
corresponding prompt, the query began with: “Bu görüntüdeki yemek aşağıdaki kategorilerden hangisine aittir?” Immediately 
following this question, a list of 15 categories (for the TurkishFoods-15 dataset) or 25 categories (for the TurkishFoods-25 
dataset) was provided, using the exact Turkish class names from the databases. The user prompt concluded with the 
instruction: “Lütfen yalnızca yukarıdaki listeden birinin adını aynen yazıldığı şekilde yaz. Başka hiçbir kelime ekleme. Emin 
olmasan bile en yakın olanı seç.” 

This structured prompt design ensured that all models generated predictions strictly within the defined class list, eliminating 
variability caused by prompt formulation. During the first stage, each model received an identical pair of visual and textual 
inputs—a standardized Turkish prompt and a food image—to guarantee that all outputs were derived under equivalent 
conditions and from the same information set. 

2.2.2. Model Inference Process 

In the second stage, zero-shot inference was conducted for each visual–language model (VLM) using the prepared images 
and prompts, without any fine-tuning or additional training. The seven VLMs evaluated in this study—Aya Vision 32B, 
Gemma 3 27B, InternVL3 38B, Qwen2-VL 72B-AWQ, Qwen2.5-VL 72B-AWQ, Cosmos-LLaVA, and Phi-4 Multimodal—
were executed with their officially released weights. Python libraries and frameworks, including PyTorch [26], Transformers 
[27], and LMDeploy [28], were employed to standardize the inference environment and retrieve outputs from each model. 

For each model, the corresponding image and prompt pair (system and user prompts) were jointly processed to produce a 
textual prediction, restricted to one of the predefined food category names. All inference procedures were kept identical 
across models to establish a uniform evaluation setting, ensuring that any observed performance variations are due only to 
actual model differences. 

Before evaluation, all generated outputs were normalized by converting them to lowercase and removing punctuation marks, 
allowing for precise comparison with the class names provided in the user prompt. Hyperparameters influencing text 
generation—such as top_p and temperature—were empirically varied during preliminary tests; however, no substantial 
differences in prediction accuracy or response quality were observed within reasonable parameter ranges. In this manner, to 
guarantee fairness and reproducibility, all generation parameters were fixed to their default values in the respective libraries. 
This ensured that each model’s performance reflected its default, out-of-the-box behavior, without any tuning advantage. 

2.2.3. Output Processing and Evaluation 

In the third stage, the raw outputs generated by the models were processed and matched with the actual class category labels, 
after which quantitative evaluation was performed. Each model’s textual response was compared directly with the predefined 
category names specified in the user prompt. When a model’s output exactly matched one of these category labels, the 
prediction was recorded as belonging to that class. This exact match criterion was applied to ensure objective and unbiased 
evaluation, requiring each model to select a valid class from the predefined list. 

If a model produced an output that did not precisely match any of the listed categories—for instance, by generating an unlisted 
food name or a descriptive sentence—the prediction was labeled as “uncertain.” In such cases, the response was considered 
a misclassification. Similarly, any ambiguous or partially matching outputs were also counted as incorrect. This strict 
matching procedure was designed to replicate a realistic application scenario in which a VLM functions as an AI assistant 
expected to choose one valid class among predefined options.  

Finally, using the predictions generated during inference and the corresponding ground-truth labels from the TurkishFoods-
15 and TurkishFoods-25 datasets, we computed classification performance metrics for each model. The scikit-learn [29] 
library was employed to calculate standard metrics, including accuracy, precision, recall, and F1-score. Both macro-averaged 
and weighted-average precision, recall, and F1-scores were reported to account for potential class imbalance and provide a 
more comprehensive assessment of performance across all categories. By uniformly applying these metrics across models 
and datasets, we obtained directly comparable performance profiles that accurately reflect each model’s zero-shot 
classification capability. 
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Figure 3. Overall Framework of the Proposed Method 

2.3. Models 

To ensure reproducibility and accessibility within this study, we employed models whose weights have been publicly released 
as open-source. 

The Gemma 3 model family [18] was introduced by Google DeepMind in March 2025, with model weights openly published 
on the Hugging Face and Kaggle platforms. Within this model family, the weights vary from 1 billion to 27 billion parameters. 
Each model variant is available both as instruction-tuned and non-instruction-tuned versions. Our research utilized the 
instruction-tuned Gemma 3 27B model, which contains approximately 27.4 billion parameters and has reportedly been trained 
on a corpus of 14 trillion tokens [18]. The visual encoder of this model is SigLIP [30], comprising 417 million parameters. 
One of the most notable features of Gemma 3 27B is its extensive multilingual capability, supporting more than 140 languages 
and offering an impressive context window size of 128,000 tokens. 

Cohere, under the Aya product line, has openly published two models, Aya Vision 8B and Aya Vision 32B, consisting of 8 
billion and 32 billion parameters, respectively, on the Hugging Face platform [17]. These models utilize SigLIP2 visual 
encoders (specifically the SigLIP2-patch14-384 variant) [31]. While Aya Vision 8B incorporates a Command R7B language 
backbone trained with "Aya Recipe" [32], Aya Vision 32B uses the Aya Expanse [32] backbone. In our analysis, we selected 
Aya Vision 32B, explicitly designed to achieve superior performance across 23 languages, including Turkish. According to 
Cohere, Aya Vision models achieved notable rankings in the Aya Vision Benchmark—a dataset comprising 135 mixed 
image-question samples across 23 languages and nine task categories—outperforming other open-source multilingual 
multimodal models [17]. 

Another model used in our study is Microsoft's Phi-4-Multimodal, consisting of 5.6 billion parameters [23]. Similar to other 
models in this analysis, Phi-4-Multimodal is a multilingual and multimodal vision-language architecture designed to process 
text, images, video, and audio. Its multimodal structure integrates the Phi-4-Mini [23] language backbone using the "Mixture 
of LoRAs" approach [33], combined with a SigLIP visual encoder [30] fine-tuned via LLM2CLIP [34]. Microsoft has 
indicated that this model outperforms comparably sized models across several benchmarks, including MMMU [35], 
MMMUPro [36], and OCRBench [37]. Phi-4-Multimodal supports 23 languages, including Turkish, and has a context 
window length of 128,000 tokens. Our study specifically employed the "Phi-4-Multimodal-Instruct" variant, which was post-
training fine-tuned and published by Microsoft on the Hugging Face platform, trained on a corpus comprising 5 trillion 
tokens. 

Alibaba Group openly published the weights for the Qwen2-VL [19] and subsequently the Qwen2.5-VL [20] model 
collections in 2024 and 2025, respectively. The Qwen2-VL collection comprises models with parameters ranging from 2 
billion to 72 billion, while Qwen2.5-VL features models with parameters between 3 billion and 72 billion. For our research, 
we selected the Qwen2-VL-72B-Instruct-AWQ model, a 4-bit quantized version using the AWQ technique [38] of the 
instruction-tuned Qwen2-VL-72B-Instruct model comprising 73.4 billion parameters. Similarly, we used the Qwen2.5-VL-
72B-Instruct-AWQ model, which is also 4-bit quantized via AWQ, and was derived from the instruction-tuned Qwen2.5-
VL-72B-Instruct model. Both Qwen2-VL and Qwen2.5-VL architectures consist of three core components: a large language 
model (LLM), a visual encoder, and a multi-layer perceptron-based vision-language connector. The LLM component for 
Qwen2-VL is QwenLM Decoder, paired with a visual encoder comprising 675 million parameters [19]. In Qwen2.5-VL, the 
LLM is Qwen2.5, and the visual encoder is a transformer-based model developed internally. Both models support numerous 
languages, including most European languages, as well as Japanese, Korean, Arabic, Chinese, and English [19, 20]. 

OpenGVLab has released the InternVL family of models, including InternVL3 [21], as open-source, covering seven distinct 
VLMs that range from 1 billion to 78 billion parameters. These models are constructed based on their proposed "ViT-MLP-
LLM" architecture, integrating a visual transformer encoder (ViT), a vision-language connector (MLP), and a large language 
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model (LLM). This architectural approach closely resembles other models mentioned in this section. In our analysis, the 
InternVL3-38B variant was employed, featuring 38.4 billion parameters and utilizing the InternViT-6B-448px-V2.5 visual 
encoder. According to comparative evaluations provided by OpenGVLab [21], InternVL3 achieved the highest performance 
in the Turkish segment of datasets such as MMMB [39] and Multilingual MMBench [39]. Similar to other models considered, 
InternVL3 supports the Turkish language. 

Another model included in our study is Cosmos-LLaVA [22], developed by the Artificial Intelligence Research Group at 
Yıldız Technical University, which comprises 8 billion parameters. Cosmos-LLaVA was trained using the LLaVA 
architecture [14] with datasets including GQA [40], COCO [41], VG [42], and "Türkçe-Kitap" [22]. Like other VLMs 
mentioned, Cosmos-LLaVA consists of three fundamental components: a visual encoder, a vision-language connector, and 
a large language model. 

Although each VLM utilized distinct language and visual encoder architectures, they all share a common structure consisting 
of visual encoders, language backbones, and multimodal connectors. Differences primarily arise from variations in parameter 
count, visual encoder types, and quantization methods, which affect both accuracy and computational efficiency. 

2.4. Evaluation Metrics 

To evaluate the performance of the VLMs, multiple metrics were calculated for each model on both datasets utilized in this 
study. These metrics include accuracy, precision, recall, and the F1-score. 

Accuracy (Equation 1) is defined as the ratio of correctly classified examples (true positives and true negatives) to the total 
number of examples, independent of class distribution. Precision (Equation 2) measures the proportion of true positive 
predictions relative to the total positive predictions for each class. Recall (Equation 3) represents the ratio of true positive 
cases to the total number of actual positive cases within each class. The F1-score (Equation 4) balances precision and recall 
by calculating their harmonic mean for each class separately. 

Additionally, macro-average and weighted-average metrics were calculated to assess model performance comprehensively. 
The macro average represents the arithmetic mean of the metrics computed individually for each class. In contrast, the 
weighted average calculates the average weighted by the number of samples within each class. This approach provides a 
balanced reflection of model performance, especially in scenarios with imbalanced class distributions, such as those observed 
in our datasets. 

The terms used in the equations are defined as follows: 

• TP (True Positive): Correctly predicted positive class. 

• TN (True Negative): Correctly predicted negative class. 

• FP (False Positive): Incorrectly predicted positive class. 

• FN (False Negative): Incorrectly predicted negative class. 

The mathematical formulations of these metrics are provided below: 

Accuracy =
𝑇𝑇𝑇𝑇 + 𝑇𝑇𝑇𝑇

𝑇𝑇𝑇𝑇 + 𝑇𝑇𝑇𝑇 + 𝐹𝐹𝐹𝐹 + 𝐹𝐹𝐹𝐹
 (1) 

Precision =
𝑇𝑇𝑇𝑇

𝑇𝑇𝑇𝑇 + 𝐹𝐹𝐹𝐹
 (2) 

Recall =
𝑇𝑇𝑇𝑇

𝑇𝑇𝑇𝑇 + 𝐹𝐹𝐹𝐹
 (3) 

𝐹𝐹1-Score = 2 ⋅
Precision ⋅ Recall
Precision + Recall

 (4) 

3. Results and Discussions 

3.1. Results 

In this section, we present a comparative analysis of the performance results obtained by the VLMs across the benchmark 
datasets. 

Table 3 presents a comparative evaluation of seven distinct VLMs tested on the TurkishFoods-15 dataset, including their 
accuracy scores, as well as macro average and weighted average values for precision, recall, and F1-score metrics. Among 
the evaluated models, Aya Vision 32B achieved the highest accuracy at 85.89%, followed closely by InternVL3 38B at 
85.14% and Qwen2-VL 72B-AWQ at 84.60%. Regarding macro average metrics, the InternVL3 38B model consistently 
exhibited the strongest performance across all metrics, with Aya Vision 32B closely maintaining a competitive stance. Due 
to the inherent class imbalance within the dataset, the weighted average metrics provide critical insight, with Aya Vision 32B 
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distinctly excelling, achieving the highest scores in weighted average precision (88.18%), weighted average recall (85.89%), 
and weighted average F1-score (85.87%) and following the Aya Vision 32B, Qwen2-VL 72B-AWQ, InternVL3 38B, and 
Gemma 3 27B models, which displayed commendable performance. According to Table 3, the Qwen2.5-VL 72B-AWQ 
model closely trails these four leading models. Conversely, Cosmos-LLaVA and Phi-4 Multimodal, despite their significantly 
lower parameter counts, performed significantly worse, suggesting limitations in their applicability to the classification tasks 
analyzed in this study for Turkish dishes. 

Table 3. Comparative VLM Performance on the TurkishFoods-15 Dataset 

Score Type 
Aya 

Vision 
32B 

InternVL3 
38B 

Gemma 3 
27B 

Qwen2-
VL 72B-

AWQ 

Qwen2.5-
VL 72B-

AWQ 

Cosmos-
LLaVA 

Phi-4 
Multimodal 

Accuracy 0,8589 0,8514 0,8343 0,8460 0,8142 0,4937 0,4028 

Macro Precision 0,8213 0,8631 0,8157 0,8034 0,7670 0,5796 0,5091 

Macro Recall 0,7917 0,8178 0,7671 0,7877 0,7380 0,4422 0,3310 

Macro F1-score 0,7935 0,8212 0,7730 0,7856 0,7455 0,4280 0,2946 

Weighted Precision 0,8818 0,8706 0,8773 0,8683 0,8257 0,6093 0,5708 

Weighted Recall 0,8589 0,8514 0,8343 0,8460 0,8142 0,4937 0,4028 

Weighted F1-score 0,8587 0,8477 0,8373 0,8479 0,8133 0,4605 0,3739 

Table 4 presents a comparative performance analysis of the seven evaluated models on the TurkishFoods-25 dataset, focusing 
on accuracy, macro average, and weighted average (precision, recall, and F1-score) metrics. Here, Gemma 3 27B slightly 
surpassed Aya Vision 32B (77.02%) to achieve the highest accuracy (77.15%). InternVL3 38B (75.00%) and Qwen2-VL 
72B-AWQ (74.62%) also demonstrated highly competitive accuracy rates. Regarding macro average metrics, Gemma 3 27B 
outperformed other models in terms of overall consistency, achieving the highest values for precision (79.94%), recall 
(73.82%), and F1-score (74.05%). Similarly, in weighted average metrics, Gemma 3 27B exhibited the best performance, 
scoring 82.84% precision, 77.15% recall, and 76.68% F1-score, demonstrating its effectiveness in managing the class 
imbalance inherent in the dataset. Aya Vision 32B likewise displayed robust performance, particularly in precision (81.87%) 
and recall (77.02%), underscoring its broad applicability to diverse classification scenarios analyzed in this study. Consistent 
with findings from the previous table, Cosmos-LLaVA and Phi-4 Multimodal exhibited substantially weaker performance 
across all evaluation metrics, further indicating limitations in scalability with increasingly complex datasets. 

Table 4. Comparative VLM Performance on the TurkishFoods-25 Dataset 

Score Type Aya Vision 
32B 

InternVL3 
38B 

Gemma 3 
27B 

Qwen2-
VL 72B-

AWQ 

Qwen2.5-
VL 72B-

AWQ 

Cosmos-
LLaVA 

Phi-4 
Multimodal 

Accuracy 0,7702 0,7500 0,7715 0,7462 0,7441 0,3505 0,3326 

Macro Precision 0,7893 0,7926 0,7994 0,7683 0,7537 0,5039 0,5791 

Macro Recall 0,7323 0,7368 0,7382 0,7172 0,7287 0,3415 0,2883 

Macro F1-score 0,7303 0,7353 0,7405 0,7207 0,7301 0,2902 0,2545 

Weighted Precision 0,8187 0,7982 0,8284 0,8020 0,7560 0,5419 0,5954 

Weighted Recall 0,7702 0,7500 0,7715 0,7462 0,7441 0,3505 0,3326 

Weighted F1-score 0,7639 0,7483 0,7668 0,7505 0,7391 0,3067 0,2829 

Following the detailed comparative analyses of model performances, Figure 4 visually summarizes and compares the 
weighted average F1-scores achieved by the models on both TurkishFoods-15 and TurkishFoods-25 datasets. This figure 
emphasizes the weighted average F1-score as it effectively incorporates class imbalance into the performance evaluation, 
providing a more realistic reflection of model capabilities in practical scenarios where certain classes dominate or are 
underrepresented. As illustrated, Aya Vision 32B, Gemma 3 27B, and Qwen2-VL 72B-AWQ consistently demonstrated 
robust performance across datasets of varying complexities. Consequently, these models are deemed sufficiently capable of 
handling broader classification tasks. 
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Figure 4. Weighted Average F1-Scores of Vlms on the Turkishfoods-15 And Turkishfoods-25 Benchmark Datasets 

Table 5 presents detailed performance metrics for each food category among the top three models, ranked by their weighted 
average F1-score on the TurkishFoods-15 dataset. Upon examination, it is clear that all three VLMs achieved F1-scores 
exceeding 0.90 for the hamsi and kebap classes. However, performance notably declined for enginar and çiğ köfte, with F1-
scores below 0.80 for all three models, accompanied by precision scores at or below 0.70 specifically for çiğ köfte. 
Additionally, it is noteworthy that all three models exhibited recall scores exceeding 0.95 for the kuru fasulye class. Aya 
Vision 32B emerges prominently due to its balanced performance across precision and recall metrics. Although Qwen2-VL 
72B-AWQ showed remarkable strengths in specific categories, it faced significant performance drops for categories such as 
çiğ köfte and kısır. Similarly, Gemma 3 27B performed exceptionally in certain classes while demonstrating restricted 
performance in others. 

Table 5. Class-Wise Detailed Performance Metrics of the Top Three Models on the Turkishfoods-15 Dataset 

Class 

Precision Recall F1-score Support 

Aya 
Vision 

32B 

Qwen2-
VL-
72B-
AWQ 

Gemma 
3 27B 

Aya 
Vision 

32B 

Qwen2-
VL-
72B-
AWQ 

Gemma 
3 27B 

Aya 
Vision 

32B 

Qwen2-
VL-
72B-
AWQ 

Gemma 
3 27B 

 

Biber Dolması 0,9691 0,8877 0,9734 0,9691 0,8804 0,8309 0,9691 0,8841 0,8966 485 

Börek 0,8642 0,7731 0,8393 0,8688 0,9659 0,9462 0,8665 0,8588 0,8896 762 

Çiğ Köfte 0,6920 0,5109 0,4056 0,9451 0,9268 0,7073 0,7990 0,6587 0,5156 328 

Enginar 0,9822 0,8571 0,9233 0,6039 0,6171 0,6849 0,7480 0,7176 0,7864 457 

Hamsi 0,9970 0,8986 0,9931 0,9733 0,9199 0,8516 0,9850 0,9091 0,9169 337 

Hünkâr Beğendi 0,7588 0,7053 0,9191 0,4095 0,8508 0,9016 0,5320 0,7712 0,9103 315 

İçli Köfte 0,9279 0,9608 0,6269 0,7984 0,6647 0,9671 0,8583 0,7858 0,7607 516 

Ispanak 0,9702 0,9432 0,9292 0,8382 0,7941 0,7243 0,8994 0,8623 0,8140 272 

Kebap 0,9356 0,9362 0,9266 0,9334 0,8932 0,9564 0,9345 0,9142 0,9412 871 

Kısır 0,8166 0,7186 0,9545 0,8460 0,6640 0,4200 0,8310 0,6902 0,5833 500 

Kuru Fasulye 0,7813 0,8992 0,9301 0,9710 0,9627 0,9668 0,8659 0,9299 0,9481 482 

Lokum 0,9917 0,9930 0,9928 0,8785 0,8360 0,8126 0,9317 0,9078 0,8937 683 

Mantı 0,9756 0,9653 0,9604 0,6635 0,7251 0,6896 0,7898 0,8281 0,8028 422 

Simit 0,7898 0,9259 0,9975 0,9769 0,9434 0,8260 0,8735 0,9346 0,9037 477 

Yaprak Sarma 0,6887 0,8798 0,6794 0,9921 0,9583 0,9881 0,8130 0,9174 0,8052 504 
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Table 6 details the food category-specific performance metrics for the top three models based on the weighted average F1-
score on the TurkishFoods-25 dataset. The Gemma 3 27B model displayed superior performance, obtaining precision values 
above 0.90 for 11 of 25 classes, recall above 0.90 for 8 classes, and F1-score above 0.90 for 7 classes. A comparable 
assessment of Aya Vision 32B reveals that it exceeded a 0.90 threshold in precision for 9 classes, recall for 9 classes, and F1-
score for 6 classes. Conversely, Qwen2-VL 72B-AWQ achieved high precision (>0.90) for 12 classes but only reached this 
threshold for the F1-score in 5 classes, suggesting it is highly precise but less effective in capturing all instances within certain 
classes. Analysis of newly introduced categories in this dataset revealed noticeable fluctuations in model performance; for 
instance, all three models performed exceptionally well in the aşure class (precision and F1-score above 0.90) and similarly 
achieved scores above 0.85 in precision and F1-score for pirinç pilavı. However, performance starkly declined in certain 
categories, with Gemma 3 27B demonstrating notably low recall and F1-scores for gözleme, Aya Vision 32B 
underperforming significantly in İzmir köfte, and Qwen2-VL 72B-AWQ exhibiting diminished recall and F1-scores for 
karnıyarık. 

Table 6. Class-Wise Detailed Performance Metrics of the Top Three Models on the Turkishfoods-25 Dataset 

Class 

Precision Recall F1-score Support 

Gemma 
3 27B 

Aya 
Vision 
32B 

Qwen2-
VL-
72B-
AWQ 

Gemma 
3 27B 

Aya 
Vision 
32B 

Qwen2-
VL-
72B-
AWQ 

Gemma 
3 27B 

Aya 
Vision 
32B 

Qwen2-
VL-
72B-
AWQ 

 

Aşure 0,9359 0,9862 0,9195 0,9563 0,9345 0,9476 0,9460 0,9596 0,9333 229 

Baklava 0,9294 0,6968 0,7375 0,9074 0,9383 0,9891 0,9183 0,7997 0,8450 551 

Biber Dolması 0,7919 0,5445 0,5909 0,9732 0,9835 0,9381 0,8733 0,7010 0,7251 485 

Börek 0,5014 0,6418 0,5776 0,9514 0,8701 0,8990 0,6567 0,7387 0,7033 762 

Çiğ Köfte 0,3340 0,4501 0,4900 0,4756 0,9634 0,8232 0,3925 0,6136 0,6143 328 

Enginar 0,9196 0,9466 0,8241 0,5755 0,5427 0,5230 0,7079 0,6898 0,6399 457 

Et Sote 0,5131 0,4707 0,5585 0,8023 0,8227 0,7705 0,6259 0,5988 0,6476 440 

Gözleme 0,9577 0,8966 0,8727 0,1313 0,7201 0,7278 0,2309 0,7987 0,7937 518 

Hamsi 1,0000 0,9969 0,9699 0,8576 0,9525 0,8605 0,9233 0,9742 0,9119 337 

Hünkâr Beğendi 0,8571 0,8323 0,3694 0,8571 0,4413 0,6603 0,8571 0,5768 0,4738 315 

İçli Köfte 0,6126 0,8485 0,9959 0,9438 0,7054 0,4748 0,7429 0,7704 0,6430 516 

Ispanak 0,9242 0,9312 0,9147 0,7169 0,7463 0,7096 0,8075 0,8286 0,7992 272 

İzmir Köfte 0,6354 0,6981 0,3746 0,5541 0,0817 0,5342 0,5920 0,1462 0,4404 453 

Karnıyarık 0,6172 0,6443 0,7051 0,7651 0,6053 0,2663 0,6832 0,6242 0,3866 413 

Kebap 0,9290 0,9240 0,9296 0,9013 0,8794 0,6670 0,9149 0,9012 0,7767 871 

Kısır 0,8775 0,7055 0,7011 0,3580 0,7760 0,6100 0,5085 0,7390 0,6524 500 

Kuru Fasulye 0,9398 0,8762 0,8791 0,9066 0,9544 0,9357 0,9229 0,9136 0,9065 482 

Lahmacun 0,9330 0,8085 0,9082 0,8590 0,6696 0,8282 0,8945 0,7325 0,8664 227 

Lokum 0,9923 1,0000 0,9962 0,7555 0,6135 0,7584 0,8579 0,7604 0,8612 683 

Mantı 0,9743 0,9916 0,9922 0,6280 0,5569 0,6043 0,7637 0,7132 0,7511 422 

Mücver 0,8912 0,8182 0,8793 0,8772 0,9241 0,7478 0,8841 0,8679 0,8082 448 

Pirinç Pilavı 0,9714 0,9893 0,9551 0,8753 0,7978 0,9140 0,9208 0,8833 0,9341 465 

Simit 1,0000 0,8931 0,9756 0,7233 0,9455 0,9203 0,8394 0,9185 0,9471 477 

Taze Fasulye 0,8953 0,9801 0,9248 0,8660 0,6438 0,6830 0,8804 0,7771 0,7857 306 

Yaprak Sarma 0,8524 0,9515 0,9329 0,9742 0,9722 0,8552 0,9093 0,9617 0,8923 504 

Based on the comprehensive evaluation provided above, the models encountered significant challenges when classifying 
dishes with high visual similarity or those that were inadequately represented in the available training data. Furthermore, 
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potential instability arising from class imbalance in training datasets may have contributed to inconsistent model performance. 
While dishes such as simit—with distinctive visual characteristics—yielded higher scores, performance noticeably declined 
for classes like çiğ köfte, enginer, et sote, and hünkâr beğendi. It is plausible that these performance deficiencies stem from 
insufficient representation of these dishes within global datasets used for training VLMs. A model-specific analysis reveals 
Gemma 3 27B as generally the most consistent performer across classes, while Aya Vision 32B excelled significantly in 
selected categories. In contrast, the Qwen2-VL 72B model exhibited comparatively higher inconsistency. 

Lastly, inference durations of the models on the TurkishFoods-15 and TurkishFoods-25 datasets are summarized in Table 7. 
As indicated, inference times increased significantly for larger parameter-sized or non-quantized models, whereas a more 
compact architecture demonstrated clear advantages in terms of computational efficiency. Aya Vision 32B, with its 
considerable parameter size and lack of quantization, consequently exhibited the longest inference durations. Conversely, 
smaller models such as Cosmos-LLaVA and Phi-4 Multimodal, despite their inferior performance metrics, excelled with 
considerably shorter inference times. These observations underscore the importance of considering practical criteria, such as 
processing time and computational requirements, in addition to performance metrics, when selecting suitable models for 
practical applications. Future research should focus on refining these models with culturally specific culinary data to enhance 
their performance, particularly for dishes that visually resemble one another or are underrepresented in global datasets. 
Additionally, deploying quantization and optimization techniques can mitigate computational burdens in practical 
applications. 

Table 7. Comparison of Inference Durations (In Minutes) For Multimodal Vlms on Turkishfoods-15 And Turkishfoods-25 
Datasets 

Model TurkishFoods-15 (minutes) TurkishFoods-25 (minutes) 

Aya Vision 32B 803 1.290 

InternVL3 38B 408 624 

Gemma 3 27B 251 391 

Qwen2-VL-72B-AWQ 217 376 

Qwen2.5-VL-72B-AWQ 207 360 

Phi-4 Multimodal 35 52 

Cosmos-LLaVA 25 41 

 

The zero-shot capabilities of VLMs are particularly critical in culturally nuanced tasks, such as food classification, where 
effective performance requires the integration of diverse linguistic and cultural data. Findings in this area may further 
highlight significant opportunities for deploying VLMs in practical applications such as the automated identification of 
culturally specific dishes, menu categorization, and chatbot systems tailored for the tourism industry. 

3.2. Discussion 

Our results show that VLMs with a larger number of parameters demonstrate superior zero-shot performance in Turkish food 
classification tasks. Specifically, Aya Vision 32B achieved the highest weighted F1-score on the TurkishFoods-15 dataset, 
while Gemma 3 27B attained the best performance on the TurkishFoods-25 dataset. These results confirm that multimodal 
VLMs can effectively recognize culturally specific food dishes without any task-specific fine-tuning, underscoring their 
strong generalization capabilities and versatility. However, the results also reveal notable trade-offs and constraints that must 
be acknowledged to enhance the interpretability and applicability of these models in real-world scenarios. 

One critical practical consideration is the trade-off between model accuracy and inference speed. The highest-performing 
model, Aya Vision 32B, exhibited the longest inference time among all evaluated models. In contrast, smaller models such 
as Cosmos-LLaVA and Phi-4 Multimodal, which possess significantly fewer parameters, produced results much faster but at 
the expense of reduced accuracy. For instance, the Aya Vision 32B model required more than 20 hours to process the 
TurkishFoods-25 dataset, whereas the Cosmos-LLaVA model with 8B parameters completed the same task in under 1 hour. 
This comparison highlights that model selection for practical deployment should depend on the application context. For some 
scenarios that demand real-time recognition or deployment on hardware-constrained devices, a smaller and faster model may 
be more suitable, despite a marginal loss in accuracy. Conversely, when maximum accuracy is critical and sufficient 
computational resources are available, larger models can be justified even with extended inference times. Our findings 
emphasize that while inference efficiency is a crucial factor, increasing model size inevitably leads to higher computational 
costs and longer processing times, posing practical challenges for large-scale or time-sensitive applications. 

Another notable result is that the models achieving the highest precision were not necessarily those with the highest F1-
scores, revealing the inherent trade-off between precision and recall. For instance, the Qwen2-VL 72B-AWQ model 
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demonstrated exceptionally high precision—exceeding 90% for 12 of the 25 food classes in the TurkishFoods-25 dataset—
but achieved F1-scores above 90% for only 5 of those classes. This outcome indicates that the Qwen2-VL model adopted a 
highly conservative prediction strategy: when it did classify a dish, it was usually correct (high precision), yet it frequently 
failed to detect other valid instances of that dish (lower recall), resulting in a reduced overall F1-score. In contrast, both 
Gemma 3 27B and Aya Vision 32B displayed a more balanced precision–recall profile across the predicted classes. For 
example, Gemma 3 achieved precision above 90% for 11 categories and recall above 90% for 8 of these, indicating a more 
consistent ability to detect diverse examples of each dish. Thus, both Aya Vision and Gemma 3 obtained higher F1-scores 
than Qwen2-VL, despite slightly lower precision in some classes. These findings emphasize the importance of robust recall 
in zero-shot classification tasks. A model that only detects the most obvious examples of a class often misses less distinctive 
or visually varied cases—especially in culturally diverse food images—which lowers recall and overall F1-score. Therefore, 
the most promising VLMs were those that could consistently identify a wide range of examples per class, not just a few 
highly confident ones. 

We also observe that certain underrepresented or visually complex dishes pose greater challenges for all models, providing 
additional insight into the observed precision–recall patterns. Although the overall evaluation incorporated weighted F1-
scores to mitigate the effects of class imbalance, several categories still exhibited notably low recall values. For instance, 
even the top-performing models struggled with dishes such as gözleme and karnıyarık. The Gemma 3 27B model, for 
example, recorded substantially lower recall and F1-scores for the gözleme class, while the Qwen2-VL 72B-AWQ model 
similarly underperformed for karnıyarık. These difficulties can be attributed to the high intra-class variability and visual 
similarity of these dishes to other dishes in Turkish cuisine. In zero-shot classification, where models rely on visual and 
linguistic cues without fine-tuning, such visual overlap leads to confusion and misclassification. Although the models achieve 
strong overall performance, class imbalance and visual complexity persist as significant limitations. While the evaluated 
VLMs demonstrate reliability for well-represented and visually distinctive categories, their performance diminishes for less 
frequent or visually ambiguous classes.  

Overall, this study establishes a strong reference point for culturally aware artificial intelligence, confirming that open-source 
VLMs are capable of classifying Turkish cuisine with remarkable accuracy through zero-shot prompting. Furthermore, the 
discussion above clearly highlights the importance of careful model selection for practical applications and demonstrates that 
there is still considerable room for improvement. In real-world scenarios, larger models are likely to achieve higher accuracy, 
but at the cost of significantly slower inference speeds. Therefore, an optimal balance must be established between the desired 
accuracy threshold and processing efficiency. Techniques that enhance computational efficiency, such as model quantization, 
may also provide considerable benefits. Furthermore, the limited robustness of the models for underrepresented food 
categories could be mitigated by incorporating culturally specific data during the training phase. Although fine-tuning was 
not within the scope of this study, such targeted adaptation could enable models to distinguish visually similar or complex 
dishes better. In summary, this study not only compares the existing capabilities of VLMs in Turkish food classification but 
also emphasizes their key advantages and areas for enhancement. Future research should build upon these insights by focusing 
on optimizing model efficiency and adapting multimodal vision–language systems to cultural nuances, which represents a 
promising direction for improving the real-world applicability of AI in gastronomy and beyond. 

4. Conclusions 

In this study, we comparatively analyzed the performance of publicly accessible, open-source VLMs using two culinary 
datasets specific to Turkish dishes: TurkishFoods-15 and TurkishFoods-25. The VLMs examined—Aya Vision 32B, Gemma 
3 27B, InternVL3 38B, Phi-4 Multimodal, Qwen2-VL 72B-AWQ, Qwen2.5-VL 72B-AWQ, and Cosmos-LLaVA—were 
integrated into the proposed evaluation framework without any supplementary pre-training, fine-tuning, or post-training 
adjustments, aiming to systematically assess and compare their capabilities in recognizing and classifying dishes depicted in 
the datasets. 

The datasets used in this study exhibit a non-uniform distribution among classes, which, while potentially influencing 
artificial intelligence models trained solely on these datasets, provide an ideal context for assessing VLMs. Given the inherent 
class imbalance, we evaluated model outcomes using multiple metrics, with a particular emphasis on the weighted average 
F1-score due to its efficacy in addressing such imbalances. According to this metric, Aya Vision 32B, Gemma 3 27B, Qwen2-
VL 72B-AWQ, and InternVL3 38B emerged as the most successful models, respectively. 

VLMs demonstrated remarkable proficiency when evaluated using the Turkish system and user prompts, particularly in tasks 
such as classifying dishes from Turkish culinary culture, which is richly diverse and culturally significant. Compared to 
traditional single-task models trained through machine learning or deep learning methods, VLMs possess considerable 
versatility, suggesting substantial potential for advancing research in artificial intelligence. Consequently, investigating the 
capabilities of VLMs to perform multiple real-world tasks concurrently may play a critical role in future studies. Nonetheless, 
it is imperative to acknowledge that selecting models with higher parameter counts results in extended inference durations, 
posing practical disadvantages, particularly in real-time applications or deployment on resource-constrained devices. 

One limitation of this study arises from the imbalanced class distributions in the datasets used. Future research employing 
more balanced and extensive datasets could facilitate broader generalization of results. Additionally, the scope of this 
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research, restricted exclusively to Turkish dishes, limits the direct applicability of model rankings and scores to other cultural 
contexts. Considering potential differences in visual similarity and class separability among datasets representing various 
culinary traditions, it remains uncertain whether models identified as superior in this study would achieve comparable success 
across other food-related datasets. 

The comparative performance evaluation conducted in this research highlights the importance of model selection, the 
identification of VLMs' classification capabilities across various food categories, and the practical significance of analyzing 
model complexity and inference times. Consequently, this study contributes to understanding the scalability, robustness, and 
applicability of VLMs in addressing real-world challenges. In this respect, it holds promise as a valuable guide for selecting 
appropriate models and methodologies in future applications concerning Turkish culinary contexts. Future research, applying 
the proposed framework and evaluation protocol to additional cultural and culinary datasets and systematically exploring 
models' responses to cross-cultural visual diversity, will prove particularly beneficial in conducting cultural bias analyses. 
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