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ABSTRACT
The analysis of students’ learning traces in digital environments enables a better understanding of the factors 
influencing their academic performance. This paper proposes a hybrid predictive model combining Machine 
Learning (ML), Deep Learning (DL), and Generative Artificial Intelligence (GenAI) to predict students’ 
academic performance (GPA) by leveraging traces from six dimensions: demographic, cognitive, social, 
emotional, contextual, and normative. First, the Random Forest algorithm is used to select the most relevant 
features. Then, a combined model based on MLP, LSTM, and XGBoost is trained to optimize prediction 
accuracy. Generative AI (DeepSeek) is integrated to enrich contextual data and provide personalized 
recommendations. Model decisions are interpreted using SHAP, allowing for explainability of the predictions. 
The model is evaluated on a real dataset of 1,002,393 records, built from learning traces collected from student 
interactions with courses hosted on a Moodle platform. The results highlight a significant improvement in 
predictive performance (a coefficient of determination of 87%, an average precision of 89.2%, an overall 
recall of 87.5%, an F1-score of 88.3%, and an accuracy of 90.4%) compared to traditional approaches. 
This work underscores the value of hybrid techniques for advanced educational data analysis. The results 
open promising perspectives for integrating intelligent learning support systems, as well as for adapting and 
extending the model to other educational contexts, learning platforms, and academic levels. 

Keywords:	 Online learning, academic performance prediction, hybrid machine learning, explainable 
generative AI, SHAP.

INTRODUCTION
The maturation of digital learning environments has facilitated gathering an ever greater amount of data 
on learners’ behavior, interaction, and experience data. The investigation of such traces provides a unique 
opportunity to gain insight into the causes of academic success and to predict personal educational needs 
(Noroozi et al., 2020, Rafiq et al., 2023). From the indicators, one of the most commonly used ones to assess 
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the academic performance is the (GPA) Grade Point Average, this being a composite measurement largely 
recognized in educational systems. But predict GPA reliably is challenging, since learners’ personal, social, 
emotional, cognitive, normative, and contextual functions have a complex interaction system (Rafiq et al., 
2025; Malini & Kalpana, 2021). Classic analysis methods using only static data or linear models soon reach 
their limits confronted with the multi-facetted and temporal character of learning traces. To overcome this 
limitations, in this work we suggest Hybrid architecture that integrates Machine Learning, Deep Learning 
and Generative Artificial Intelligence methods, for modeling predictive factors of student’s GPA. Based on 
this objective, the study addresses the following research questions:

RQ1:	 What are the most influential features in predicting academic performance in digital learning 
environments?

RQ2:	 How does the proposed hybrid architecture perform compared to traditional predictive 
models?

RQ3:	 How can model interpretability and generative AI contribute to pedagogical personalization 
and educational decision-making?

The model uses six dimensions of data: demographic, cognitive, social, emotional, contextual and normative. 
The first method used is the Random Forest algorithm, based on the work of Iranzad and Liu (2024) who 
demonstrated its benefit with regards to features selection in complex leanring scenarios. Then a combination 
model between a MLP and LSTM neural networks model, and the XGBoost algorithm is built to leverage 
the complementarity of static and sequential data. In addition, the predictions of the model are explained 
with the use of a SHAP (SHapley Additive exPlanations) which provides the importance of each feature for 
the prediction. Finally, we integrate the DeepSeek model, built on top of GenAI, to interpret the results in a 
user-friendly language and offer personalized recommendations to each learner. The assessment is performed 
using a mixed set of techniques: traditional regression based metrics (Mean Squared Error, Mean Absolute 
Error, Coefficient of Determination), and classification based metrics (Precision, Recall, F1score, Accuracy). 
The experimental results show that our approach can improve the prediction accuracy significantly over the 
baseline methods and keeps the interpretability of the model’s decisions. Finally, this research paves the way 
for the adaptation of predictive models to other educational settings, the inclusion of more data sources 
(e.g., multimodal data), and the creation of more individualized and dynamic pedagogic decision supports.

RELATED WORK
Predicting students’ academic performance is an interdisciplinary field that draws on education sciences, 
artificial intelligence, and learning analytics. Early approaches relied on traditional statistical models such 
as linear or logistic regression, primarily using demographic, socio-economic, or academic variables (age, 
gender, parents’ education level, prior GPA) to predict academic success (Xuan Lam et al., 2024; Rodriguez-
Hernandez et al., 2021). Despite their ease of implementation, these models have proven unsuitable for 
understanding the increasing complexity of digital learning environments. With the rise of Machine Learning, 
the field took a major leap forward, opening up new possibilities that traditional methods couldn’t offer. 
Models such as Support Vector Machines (SVM), k-Nearest Neighbors (k-NN), Random Forests (RF), and 
Gradient Boosting Trees (XGBoost) have been widely used to identify nonlinear patterns between learner 
features and academic performance (Albreiki et al., 2021; Al-tameemi, 2024; Rafiq, Zakrani, et al., 2025). 
Several studies have highlighted the effectiveness of the Random Forest algorithm in selecting relevant features 
within multidimensional educational data contexts (Iranzad & Liu, 2024; Genuer et al., 2010; Al-Zawqari 
et al., 2022). This method offers robustness to outliers, handles both categorical and continuous variables 
well, and provides partial interpretability via feature importance. Meanwhile, Deep Learning approaches 
have become prominent for analyzing temporal and sequential data generated by interactions in digital 
environments. Deep neural networks like Multi-Layer Perceptrons (MLP) have been used to model complex 
relationships in static or vector data (Zulfiker et al., 2020; Rachburee & Punlumjeak, 2021), while recurrent 
neural networks such as Long Short-Term Memory (LSTM) have demonstrated effectiveness in modeling 
sequences of actions, emotions, or activities on online learning platforms (Rathi et al., 2023; Zahidi et al., 
2023). More recently, the integration of Generative AI models, such as generative transformers (GPT-like) or 
specialized models like DeepSeek, has opened new perspectives for enriching students’ contextual traces and 
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automatically generating personalized feedback or pedagogical recommendations (Yan et al., 2024; Chen 
et al., 2024). These models also enable data augmentation from simulated or generated contexts, thereby 
improving the robustness of predictive models (Majeed et al., 2025). Finally, the interpretability of models 
remains a central issue, especially in educational contexts where algorithmic decisions can directly impact 
student guidance and support. Approaches like LIME (Local Interpretable Model-Agnostic Explanations) 
and SHAP (SHapley Additive exPlanations) have been developed to provide transparent explanations of 
predictions made by complex models (Schneider, 2024). SHAP, in particular, relies on cooperative game 
theory to assign an exact contribution of each variable to the prediction, facilitating understanding by teachers 
and intelligent system designers. In summary, the current literature highlights the growing effectiveness of 
hybrid models combining ML, DL, and GenAI, while emphasizing the importance of interpretability and 
pedagogical personalization. Our work positions itself within this continuum by proposing an integrated 
architecture that leverages these advances to improve GPA prediction and support pedagogical analysis of 
results.

METHODOLOGY
As such, the present study employs a dataset that has been gathered from interactions of learners, specifically 
pre-service computer science teachers undergoing their training at a Regional Center for Education and 
Training Professions in Morocco, within a digital learning environment and it offers a valuable empirical 
basis for examining pedagogical interactions in a digital context. It contains more than 1M records and fifty 
indicators using explicit and implicit learning traces. All the data is ordered according to six dimensions 
of analysis that overlap each other and represent various aspects of the learning process. Demographic 
information provides brief characteristic information, such as age, sex, and parents’ education level. Cognitive 
traces cover interactions with educational content, including time spent on resources, number of attempts, 
and progression pace within modules. Social traces account for peer interactions, forum discussions, and 
collaborative group exchanges. Emotional traces are extracted from written messages and help estimate the 
learner’s affective state. Contextual data incorporate information about the location, timing, and learning 
conditions, such as the type of device used or interruptions during sessions. Finally, normative elements, 
such as pedagogical rules, assignment deadlines, or compliance rates, help to assess the learner’s relationship 
with the educational system’s structure. The first step involved cleaning, normalizing, and properly encoding 
the data, as illustrated in Figure 1. Missing values were handled using imputation or exclusion techniques, 
depending on their frequency and potential impact.

Figure 1. Dataset Preparation Steps

To ensure methodological rigor, several procedures were implemented to guarantee the validity and reliability 
of the dataset. Regarding validity, the six analytical dimensions (demographic, cognitive, social, emotional, 
contextual, and normative) were selected based on well-established learning analytics frameworks, ensuring 
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strong construct validity and alignment with the factors known to influence academic performance. Internal 
validity was reinforced through the standardized collection of learning traces automatically generated by 
the Moodle digital learning platform, which minimizes measurement inconsistencies and manual bias. 
External validity remains bounded by the specific context of the study: the data were collected from pre-
service computer science teachers enrolled in initial training at a Regional Center for Education and Training 
Professions in Morocco. While this group provides a coherent and relevant sample for studying digital 
learning behaviors, the particularities of this population may limit generalization to other educational levels 
or national contexts. Reliability was ensured through several steps: verification of data consistency, removal 
of duplicated events, normalization of timestamps and log formats, and systematic handling of missing 
values through imputation or controlled exclusion. The extraction of emotional indicators was conducted 
using a stable and reproducible text-analysis pipeline, applied uniformly across all learners’ messages. All 
preprocessing steps were performed using the same scripts to guarantee reproducibility. Overall, these 
procedures strengthen the robustness of the analytical process and provide a solid empirical foundation for 
the predictive modeling stage.
As shown in Figure 2, once the data were preprocessed, feature selection was performed using the Random 
Forest algorithm. This method was chosen due to its proven effectiveness in the literature for identifying the 
most significant features in complex educational systems. The selection was based on the average importance 
of the variables, measured through impurity reduction, which allowed for the identification of the most 
influential factors while reducing redundancy and noise. This method evaluates each variable’s contribution 
to the model’s predictive performance, particularly through the Mean Decrease in Impurity.

Figure 2. Relevant Feature Selection Model

The suggested hybrid model consists of three main parts (see Figure 3), where each one processes a different 
data type. First, static data from the demographic, contextual, and normative domains is processed using a 
Multi-Layer Perceptron (MLP) network. A complex non-linear transformation on these variables is realised 
by this network. Meanwhile, a Long Short-Term Memory (LSTM) based network is used to model the 
temporal process of cognitive actions, social interactions and emotional expression to capture the temporal 
dynamics of learning. These representations of MLP and LSTM are concatenated and sent to XGBoost 
model as the final prediction layer. This module exploits the wealth of integrity of the collective information 
to predict the learners’ GPA. This architecture is built on the already-proven performance of XGBoost for 
regression and the capability to handle complex interaction of variables without the risk of overfitting.
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Figure 3. Architecture of the Hybrid Predictive Model

To reinforce the context aspect and offset some lack of data in realistic context, a Generative AI model 
(namely DeepSeek) was leveraged in the architecture. DeepSeek was employed for completion of incomplete 
or partial information, possible additional traces generation out of the existing sequences, and automatically 
generating more comprehensive text descriptions. Additionally, such an approach supported the creation 
of individualized recommendations for the learning pathways recommended to individual learners. The 
predictive model’s results were interpreted by the SHAP (SHapley Additive exPlanations) technique, a 
game theoretic method. SHAP gives a precise contribution to each predictor on the final prediction, so the 
contribution of each factor to the positive or negative prediction in the estimated GPA can be visualized. This 
degree of interpretability is important for transparency of the system and for helping decisions to be made 
by teachers or academic advisors. Ultimately, the model performance was assessed by two complementary 
methods. The first is based on traditional regression measures (i.e., RMSE, MAE, R²) for continuous GPA 
prediction. The other approach treats the problem as a classification problem, categorizes GPA into three 
classes (low, medium and high), and evaluates the supervised classification (precision, recall, F1-score, 
accuracy and confusion matrix). This double assessment assessment gives us a well-rounded look at the 
quality of the model, as well as the fact that it’s able to pick out at-risk students.

RESULTS AND DISCUSSION
To evaluate the most influential features in predicting academic performance, we applied a Random Forest 
(RF) model to compute feature importance scores. The most relevant variables were selected, effectively 
reducing the dataset’s dimensionality. This technique has become widely established in numerous research 
studies, thanks to its robustness, which is often considered superior to that of other methods. Iranzad et 
al. (Iranzad & Liu, 2024), through a literature review, concluded that Random Forest remains the most 
effective method. Several recent studies (Ali, 2022; Al-Zawqari et al., 2022; Dunne et al., 2023) support 
this finding. This approach helps highlight the key factors influencing academic performance and provides 
a solid foundation for further analysis. The Random Forest model was used to compute variable importance 
scores. An empirical threshold of 0.5 was adopted to select only the variables that had a notable impact on 
GPA prediction. This threshold, validated by analyzing the score distribution and comparative tests with 
alternative values (0.3 and 0.7), offers a good balance between dimensionality reduction and model accuracy.
This strategy is in line with recent studies, such as the RFlocalfdr method, which promotes optimal 
interpretability while controlling the false discovery rate. The results obtained, presented in Figure 4, 
highlight the key factors influencing academic performance and serve as a foundation for the subsequent 
analyses.
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Figure 4. Most Relevant Features (Importance Score ≥ 0.5)

Model testing was based on big data, 1 million records. It is found that the proposed hybrid framework with 
MLP, LSTM, XGBoost and GenAI (DeepSeek) achieves both higher accuracy and better robustness than 
conventional approaches. Its RMSE value is 0.42, MAE is 0.29, and R² 0.87 validating the model to have 
a strong explanatory power. These results are a clear improvement with respect to standard models such as 
linear regression (R² = 0.61), MLP alone (R² = 0.73), or a stand-alone LSTM (R² = 0.78), validating the 
benefit of the proposed hybrid multi-level realization.

Figure 5. Evaluation of Predictive Model Performance

The classification analysis of GPA, segmented into three categories (low, medium, high), enables the evaluation 
of model performance from a more operational perspective, particularly for identifying at-risk students. The 
model achieves an average precision of 89.2%, an overall recall of 87.5%, an F1-score of 88.3%, and an 
accuracy of 90.4% (see Table 1). As shown in Table 2, the confusion matrix indicates excellent detection of 
students in the extreme categories (low and high), with a false positive rate below 5% (average FP rate across 
extreme classes ≈ 4.9%). This ability to accurately classify students enables early identification of those who 
require personalized support and confirms the system’s effectiveness as a pedagogical decision-support tool.
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Table 1. GPA Classification Performance

Indicator Value Observation

Average Precision 89.2% Overall average performance of the model in GPA classification

Overall Recall 87.5% Ability to correctly detect students in each category

F1-Score 88.3% Balance between precision and recall

Accuracy 90.4% Overall correct classification rate

False Positive Rate < 5% Low, especially in the extreme classes (low and high)

Table 2. Confusion Matrix

Actual / predicted Low Medium High

Low 49 2 1

Medium 1 86 3

High 0 4 48

To ensure rigorous and accessible interpretation of predictions, our hybrid model integrates SHAP (SHapley 
Additive exPlanations) and DeepSeek to provide explanations that are precise, visual, and narrative. 
SHAP helped highlight the most influential variables in GPA prediction, notably nplay_video (number 
of video views), nforum_posts (number of forum posts), and EmoState (learners’ emotional state), while 
also revealing non-linear relationships and significant interactions (Figure 6). The SHAP plot for nplay_
video shows that low video engagement (<10 views) negatively impacts the prediction, whereas intensive 
usage (>30 views) becomes a positive factor, especially when combined with high message consultation 
(viewed). For nforum_posts, moderate participation (5 to 10 posts) is beneficial, while over-participation 
(>15–20 posts) loses that effect, potentially reinforced by quiz activity. Finally, a positive emotional state 
(EmoState) strongly contributes to the prediction, particularly when associated with good cumulative grades 
(CUGrade). These findings are consistent with the conclusions of Azizah et al. (2024), who emphasized 
the importance of identifying at-risk students through behavioral and emotional indicators, and align with 
recent research on local interpretability in education (Sivakumar et al., 2016; Polyzou & Karypis, 2016). 
In addition, DeepSeek leverages SHAP values to automatically generate contextualized textual explanations 
such as: “Low emotional engagement during collaborative activities appears to have negatively impacted 
your predicted performance” thus enhancing end-user understanding of the results. This approach is directly 
inspired by the recommendations of Schneider et al. (2024) on Explainable Generative AI (GenAI) and by 
the work of Smith et al. (Martens et al., 2023) on XAIstories, highlighting the value of interpretive narratives 
to improve clarity and user trust in predictive systems in higher education. In short, our system not only 
delivers accurate predictions but also provides pedagogically meaningful explanations, thereby enhancing 
transparency, trust, and the decision-making value of the analysis.
From an educational perspective, the model’s results provide concrete action points for teachers, instructional 
designers, and academic leaders. By identifying the most influential determinants of academic performance, 
it becomes possible to design targeted and differentiated support systems. For example, a learner showing 
signs of recurring negative emotions or low engagement consistency could benefit from individualized 
monitoring, supportive resources, or motivational coaching. Detailed analysis of social and emotional traces 
also helps highlight transversal skills such as collaboration, perseverance, and self-regulation. The SHAP-
based interpretation, which is accessible and visual, can be shared with students themselves in a spirit of 
co-interpretation of the results. This contributes to developing their autonomy, metacognitive awareness, 
and active involvement in their learning process. Moreover, the results underscore the value of data-driven 
pedagogical personalization. Generative AI, exemplified here by DeepSeek, could serve as the foundation for 
designing individualized learning pathways by automatically enriching learning contexts, suggesting suitable 
activities, or detecting learners’ latent needs. In this perspective, the proposed model goes beyond prediction 
and opens the way for proactive, intelligent, and ethical pedagogical management. 
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Figure 6. SHAP Dependence Plots for Variables: nplay_video, nforum_posts, and EmoState

Beyond predictive accuracy and pedagogical insights, the ethical implications of deploying AI in educational 
contexts must be carefully considered. Key issues include transparency, fairness, bias mitigation, privacy 
protection, and the explainability of AI-generated recommendations. For instance, algorithmic decisions 
should be interpretable not only by system designers but also by teachers and learners, to foster trust and 
responsible use. Moreover, human actors—teachers, students, and institutional administrators—play a 
crucial role in supervising AI outputs, validating recommendations, and ensuring that automated suggestions 
complement rather than replace professional judgment. Promoting the ethical adoption of AI involves 
continuous monitoring, clear guidelines for data management, and training stakeholders to critically interpret 
AI feedback. By integrating these ethical principles, the proposed hybrid model can support pedagogical 
decision-making while respecting learners’ rights and maintaining human-centered educational practices. 
Although the results are promising, they should be interpreted with caution. The dataset used concerns pre-
service teacher students in Morocco, and the specific characteristics of this educational context may influence 
model performance and limit the generalizability of the findings to other populations, educational levels, 
or systems. Future studies could test the model in diverse contexts (primary, secondary, higher education, 
vocational, or continuing education) to confirm its robustness and broader applicability.

CONCLUSION
This work proposes a hybrid predictive model integrating Machine Learning, Deep Learning, and Generative 
Artificial Intelligence to predict learners’ GPA based on six dimensions of learning traces. The multi-level 
approach, combining MLP, LSTM, XGBoost, and DeepSeek, achieved high performance in both regression 
(R² = 0.87) and classification (accuracy = 90.4%), while ensuring interpretability transparency through 
SHAP. The results confirm that academic performance results from the complex interaction of cognitive, 
social, emotional, demographic, normative, and contextual factors, and that AI can play a key role in better 
understanding and leveraging these factors. Beyond prediction, the model offers promising prospects for 
developing intelligent educational systems capable of anticipating learners’ needs, adapting learning pathways 
in real time, and supporting teachers in their pedagogical decisions. However, further research is needed on 
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AI ethics in education, the quality of generated data, and the ways human actors in the educational system 
appropriate these tools. Future directions include integrating multimodal data (voice, gestures, video), 
experimenting in diverse educational contexts (primary, secondary, higher education, vocational training, 
continuing education), and developing pedagogical interfaces co-designed with users. Ultimately, the goal is 
to build a truly learner-centered, adaptive, explainable, and inclusive learning environment.
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