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Research Article ABSTRACT

Objectives: To compare the accuracy of four large language model (LLM) platforms in answering Turkish Restorative
History Dentistry questions from the Dentistry Specialization Examination (DUS).

Materials and Methods: A total of 127 text-based multiple-choice questions from 13 DUS examinations (2012—2021) were
Received: 01/10/2025 evaluated using ChatGPT-4.5, Gemini Advanced 1.5 Pro, DeepSeek-V3, and Perplexity. The final dataset comprised 112
Accepted: 07/09/2026 theoretical and 15 clinical/interpretation-based questions. Overall and subgroup differences were assessed using Cochran’s

Qtest, followed by exact McNemar tests with Bonferroni correction for six pairwise comparisons (adjusted a = 0.0083).
Results: Overall accuracy was 93.70% for ChatGPT-4.5, 88.19% for Gemini, 85.04% for DeepSeek, and 83.46% for Perplexity
(Cochran’s Q = 10.30, p = 0.016). When applying the Bonferroni correction to pairwise comparisons, only the difference
between ChatGPT-4.5 and Perplexity retained statistical significance (unadjusted p = 0.004). For theoretical questions,
accuracies were 93.75%, 86.61%, 83.93%, and 83.93%, respectively (Q =9.53, p =0.023); no pairwise comparison remained
significant after correction. For clinical questions, accuracies were 93.33%, 100.00%, 93.33%, and 80.00%, respectively (Q =
4.38,p=0.223).

Conclusions: The models showed high but unequal overall accuracy. ChatGPT-4.5 had the highest overall accuracy, although
the corrected pairwise evidence supported a difference only between ChatGPT-4.5 and Perplexity. Interestingly, model

Copyright performance was not consistently higher on theoretical questions; Gemini showed the highest descriptive accuracy in the
clinical subgroup, Perplexity showed higher descriptive accuracy for theoretical than clinical questions, and ChatGPT-4.5 and

DeepSeek showed similar accuracy across both question types. LLM outputs should therefore be interpreted with human
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Introduction process and generate textual, visual, and auditory content.*
Equipped with a conversational interface, ChatGPT enables
users to perform a wide range of text-based tasks, including
answering questions on an unprecedented scale, generating
code, translating texts, and producing customized content.
ChatGPT and other artificial intelligence programs are poised
to influence academia in multiple ways, and healthcare
education is no exception. In this context, a primary concern
is the ability of ChatGPT to generate content and respond to
queries, which may potentially facilitate dishonest practices
in academic assighments and evaluations.” These systems
are trained on extensive collections of dialogue data,
enabling them to understand and generate natural language;
by accurately interpreting the context and underlying intent
of the discourse, they rely on preceding text to predict the
most probable subsequent response or sequence of
responses and thus produce human-like outputs.®
Accordingly, when trained on sufficiently vast textual
datasets, LLMs can produce entirely new word sequences
that were not explicitly encountered during training, yet

Artificial intelligence has found wide application in
educational systems, rapidly bringing about a transformative
shift and attracting significant global attention. Al-powered
chatbots possess advanced capabilities such as generating
text, creating various forms of creative content, providing
informative answers to questions, and offering explanations.
In addition to these abilities, they are specifically designed to
convey information conversationally.%? The history of Al-
powered chatbots dates back to the 1960s, and their usage
has been steadily increasing over time in parallel with
advancements in technology.*

The earliest developed artificial intelligence models were
deep learning (DL) models, designed to learn and recognize
patterns within data. Subsequently, with the advancement of
these models, large language models (LLMs) emerged as a
new type of Al algorithm trained to predict the probability of
a given sequence of words based on the context of preceding
words.3 LLMs are sophisticated algorithms designed to
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remain linguistically coherent and plausible within the
patterns of natural human language.?

Users have started to use LLMs to write essays and
speeches, summarise literature, prepare and develop
articles, and write computer code, including statistical
analyses.”®  Recently, ChatGPT, developed by OpenAl
(OpenAl, San Francisco, USA), has attracted considerable
attention for its ability to perform a variety of natural
language tasks. ChatGPT has quickly become one of the most
popular LLMs due to its ability to be trained on a large
amount of text and to provide human-like text responses.
ChatGPT was first announced and made publicly available in
November 2022.° As one of the first models capable of
engaging in persuasive and coherent conversations with
users on a wide range of topics in English and other
languages, it has sparked both excitement and debate.’%!!

Gemini (Google DeepMind, Mountain View & London,
USA/UK) has demonstrated high performance in tasks such
as multimodal reasoning, understanding long-text contexts,
and summarizing medical texts. Due to its capacity to
generate human-like responses, it has shown remarkable
potential in various clinical applications.”> The design of
Gemini is centered around its capability to process and learn
from multiple data types simultaneously, such as text, audio,
and video, making it a “naturally multimodal” model.!3*
DeepSeek (DeepSeek Al, Beijing, China) draws attention,
especially with its open-source LLM DeepSeek-R1 as of 2025.
This model has been trained at a lower cost and using less
advanced hardware compared to the models of large
companies such as OpenAl and Google, and shows
impressive performance.’® Perplexity (Perplexity Al, San
Francisco, USA) is an artificial intelligence platform based on
LLMs. Utilizing advanced models such as GPT-4 and Claude 3,
Perplexity Al understands questions in natural language and
generates contextually appropriate and accurate responses.
In addition, Perplexity combines these language models with
web search integration to provide real-time, referenced, and
summarised answers.®

These models are part of a wide range of natural
language processing techniques, and these capabilities make
them highly valuable in fields such as healthcare and
education. However, there are also several challenges and
limitations that must be considered when using these Al
systems. The lack of human-like deep understanding can
sometimes lead to the generation of off-topic content or
ideas and concepts lacking originality, which may result in the
model producing responses without adequately considering
the provided data. Such situations are called ‘hallucinations’
in artificial intelligence research. Therefore, although these
models give attractive and suggestive answers, they should
not always be considered as a reliable source of
information.”18

Research conducted in various academic fields assessing
the exam performance of large language models has shown
that these systems are capable of accurately answering
knowledge-based questions.Revilla-Ledn et al. reported that
ChatGPT successfully passed the 2022 European Association
for Osseointegration (EAO) Certification in Implant Dentistry
examination and that the 4.0 version achieved significantly
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higher scores than both the 3.5 version and licensed dentists,
thereby demonstrating the rapid advancement of LLM
performance  in  text-based dental examination
assessments.® Similarly, Morishita et al. demonstrated that
GPT-4V achieved an overall accuracy of 35% on image-based
questions in the Japanese National Dental Examination.
Additionally, performance declined markedly in clinically
more complex and image-intensive questions, highlighting
the ongoing limitations in multimodal medical assessment
tasks.?’ In another study, Rokhshad et al. (2024) reported
that chatbots demonstrated significantly lower accuracy
than pediatric dentists in answering pediatric dentistry
questions, with ChatGPT achieving the highest performance
among the evaluated models, yet still remaining inferior to
clinicians, indicating that LLMs are not yet suitable
substitutes for clinical decision-making.?! These findings
highlight the potential of large language models (LLMs) as
consultation tools in medicine; however, more detailed and
rigorous analyses are required to evaluate their performance
across different medical specialties.?

The Dentistry Specialization Examination (DUS) is a
multiple-choice, standardized test conducted annually in
Turkiye since 2012. It covers topics such as basic sciences,
clinical reasoning, medical management, and bioethics,
encompassing all subjects taught during the dental
undergraduate education and the training received by
practitioners throughout their educational process. Dentists
who successfully pass this examination, having completed
their undergraduate degree, are eligible to pursue
specialization.?? The difficulty and complexity of the
guestions are highly standardised and regulated, making DUS
an ideal model for Al testing. Dentists typically dedicate
around 500-1000 hours of private study time to prepare for
this examination.?>%3

This study aimed to compare the response accuracy and
knowledge performance of four non-domain-specific
systems—ChatGPT-4.5, Gemini Advanced 1.5 Pro,
DeepSeek-V3, and Perplexity—on Restorative Dentistry
questions from the DUS and to examine whether their
performance differed overall and between theoretical and
clinical question types.

The first null hypothesis was that there would be no
significant difference in overall accuracy among ChatGPT-4.5,
Gemini Advanced 1.5 Pro, DeepSeek-V3, and Perplexity.

The second null hypothesis of the study is that there is no
significant difference among the evaluated LLMs in their
performance on interpretation-based (clinical) questions.

Materials and Methods

This study evaluated ChatGPT-4.5, Gemini Advanced 1.5
Pro, DeepSeek-V3, and the Perplexity answer platform using
Restorative Dentistry questions from DUS examinations
administered between 2012 and 2021. The dataset was
retrieved from the official open-access repository of the
Student Selection and Placement Center (OSYM)
(https://www.osym.gov.tr/TR,15070/dus-cikmis-
sorular.html). All 130 available questions were screened.
Three questions containing images or graphics were
excluded because DeepSeek-V3 could not process visual
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content during data collection. The final dataset therefore
comprised 127 text-based questions categorized into 19
subject areas (Figure 1).

Selection of dental knowledge questions

The DUS is administered by the OSYM and consists of a
total of 120 questions, including 40 questions from basic
sciences and 80 questions from clinical sciences. The
questions are multiple-choice with five options each. In every
exam, 10 questions are specifically related to Restorative
Dentistry. A total of 130 questions from 13 DUS examinations
administered between 2012 and 2021 were included in the
study. All test questions were reviewed, and three questions
containing visual elements—such as clinical images, dental
photography, and graphics—were excluded from the study,
as the DeepSeek-V3 Al model was unable to process visual

content. Thus, the study proceeded with 127 questions (see
Figure 1 for the flow chart). The questions were categorized
into 19 groups based on their subject areas. The percentage
distribution of questions by subject area in the study is
presented in Figure 2.

Data collection was conducted during March—April 2025
under matched conditions by two operators. Questions were
grouped by subject and submitted to each system in the
same fixed order, using the original Turkish wording and the
same standardized instruction. A maximum of 10 questions
(or 4,000 characters) was included in each prompt. Fresh
chat sessions were used between prompt batches, and a 30-
second interval was maintained between submissions to
reduce carry-over and rate-limit effects. Responses were
archived and scored against the official answer key.

[ Flow Chart For Question Analysis ]
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Perplexty and
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Figure 1. Flow chart for question analysis

Number of Questions

Figure 2. Subject distribution of those included

Analysis of Al Performance

The following systems, identified from the labels
preserved in the source dataset and archived response files,
were evaluated:

1. ChatGPT-4.5 (OpenAl, San Francisco, CA, USA)

2. Gemini Advanced 1.5 Pro (Google DeepMind, Mountain
View, CA, USA/London, UK)

DeepSeek-V3 (DeepSeek Al, Hangzhou, China)

4. Perplexity answer platform (Perplexity Al, San Francisco,

CA, USA; underlying model not recorded)

The questions were submitted in Turkish. Before each
batch, the following standardized prompt was used: ‘You are
a student taking the Entrance Examination for Speciality
Training in Dentistry. Please answer the questions according
to the question text. First, indicate the correct answer

w

choices. Then state your reasoning for the correct answer
and explain why the other choices are incorrect.” No follow-
up prompting or answer revision was permitted. The
Perplexity interface label was recorded, but the underlying
model selected by that platform was not preserved; this is
reported as a reproducibility limitation.

The answers given by LLMs were evaluated as ‘1’: correct
answer and ‘0’ incorrect answer. In case the LLM was unable
to answer a question, the wrong answer would be accepted.
The accuracy rate of each LLM was calculated by taking the
percentage of correct answers according to the total number
of questions. Figure 3 shows a screenshot of Perplexity at the
time of this study, showing the way a DUS question is asked
and the answer it gives.
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Kompozitlerde polimerizasyon baslaticisi olarak kullamilan kamforokinonun, 1s1§1 coguniukla absorbe
ettigi dalga boyu asagidakilerden hangisidir?

A) 274 nm
B) 374 nm
C) 474 nm
D) 574 nm

E) 674 nm

Show less

Dodgru cevap: C) 474 nm

Dogru cevab) segme gerekgesi:

Kamforokinon (CQ), kompozitlerde polimerizasyon baslaticisi olarak kullarmilan en yaygin
fotoinitatdrierden biridir ve 1sig mavi dalga boyu arahginda absorbe eder. Arastirmalar ve literatar
taramalarninmna goére, kamforokinonmnun maksimum absorbsivon pikinin yvaklasik 468-47< nm civannda
oldugu belirtilmektedir. Bu dalga boyu, goranar isigin mavi bolgesine denk gelir ve LED isik

kaynaklarn bu dalga boyunda 1sik yayarak CQ'yvu aktive eder. Ormnegin, istanbul Universitesi Dis
Hekimligi Fakldltesi kaynaklannda kamforokinonmnun pik hassasiyvetinin 470 nm civarnnda oldugu,
optimum dalga boyunun 468 nm oldudgu acikca belirtilmistir = 2 5 _

Diger segeneklerin hatalari:

=  A) 274 nm: Bu dalga boyu ultraviyvole (UV) bélges

indedir ve kamforokinonun absorbsiyon

spektrumuna uymaz. Kamforokinon UV isig ded
absorbe eder 1 2 .

1L g&ranir isigin mavi bélgesindeki 1si18y

- B) 374 nm: Mor-UV simninna yvakin bir dalga boyudur. Kamforokinonun absorbsiyvon spektrumu
bu arahkta dedildir: bu arahikta genellikle TPO gibi diger fotoinitatdrier aktif olur 1 .
- D) 574 nm: Bu dalga boyu sari-yvesil isik arahdicdir ve kamforokinonun absorbsivon
spektrumundan gok uzaktir. Kamforokinon bu dalga boyunda 1sik absorbe etmez 1 .
- E) 674 nm: Kirmazi 1sik bdlgesidir ve kamforokinonun absorbsiyvon spektrumunun ok disinda
kahr. Bu dalga boyunda aktivasyon olmaz 1 .
Ozetle, kamforokinonun polimerizasyonu baslatmak igin en gcok absorbe ettidi isik dalga boyu
gorandr aisigin mavi bdlgesinde, yaklasik 470 nm civanndadir. Bu nedenle dogru cevap C sikkidir
@74 nm).

£ Share [ Export 5 Rewrite i=1] a P e ]

Figure 3. A screenshot of any DUS question asked to Perplexity and the correct answer it gave at the time the study
was conducted.

Statistical Analysis

Statistical analysis was performed on paired question-
level binary outcomes (correct = 1; incorrect or no answer
= 0). Overall differences among the four systems were
tested with Cochran’s Q test. Six pairwise exact McNemar
tests were calculated for the overall and subgroup analyses.
To control the family-wise error rate, Bonferroni correction
was applied across the six comparisons (adjusted a =0.05/6
= 0.0083). Exact, unadjusted p-values are reported in the
tables, and statistical significance is interpreted using the
adjusted threshold. Wilson 95% confidence intervals were
calculated for accuracy estimates. The same framework
was applied separately to the theoretical and clinical
subgroups. Analyses were based on the same 127 questions
for all four systems.

Topic-level inferential comparisons across the 19
subject categories were not performed because most
categories contained too few questions for meaningful
testing. Fifteen topics contained fewer than 10 questions,
and six contained fewer than five. Accordingly, topic-level
accuracy is presented descriptively in Table 2, whereas
inferential analyses were limited to the overall dataset and
the prespecified theoretical and clinical subgroups. The
clinical subgroup results are interpreted cautiously because
it contained only 15 questions.

Declaration of generative Al and Al-assisted
technologies in the writing process: We utilized ChatGPT
and Grammarly solely to refine language clarity during draft
preparation. As authors, we carefully edited all final text
and assume complete accountability for the content
presented.
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Results

The analysis included 127 questions. The final
classification comprised 112 theoretical and 15
clinical/interpretation-based questions. Overall correct-
answer counts were 119 for ChatGPT-4.5, 112 for Gemini,
108 for DeepSeek, and 106 for Perplexity (Table 1).

Topic-specific descriptive accuracy is presented in Table
2. Topic-level performance varied across the 19 subject
areas. All systems achieved 100% accuracy in several
knowledge-focused topics, whereas larger descriptive
differences appeared in cavity preparations and tooth
discoloration and whitening. Because most topic groups
contained few questions, these topic-level percentages
were not subjected to inferential testing and should not be
interpreted as proof that one type of question was
uniformly easier. Overall accuracy was highest for ChatGPT-
4.5 (93.70%; 95% Cl, 88.1%—96.8%), followed by Gemini
(88.19%; 95% Cl, 81.4%—92.7%), DeepSeek (85.04%; 95% Cl,
77.8%-90.2%), and Perplexity (83.46%; 95% Cl, 76.0%—
88.9%). The overall Cochran’s Q test was significant (Q =
10.30, df =3, p = 0.016).

Pairwise exact McNemar results are shown in Table 3.
The unadjusted p-values were 0.118 for ChatGPT-4.5 versus
Gemini, 0.027 for ChatGPT-4.5 versus DeepSeek, 0.004 for
ChatGPT-4.5 versus Perplexity, 0.454 for Gemini versus
DeepSeek, 0.238 for Gemini versus Perplexity, and 0.845 for
DeepSeek versus Perplexity. Using the Bonferroni-adjusted
threshold of p < 0.0083, only the ChatGPT-4.5 versus
Perplexity comparison remained statistically significant.
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When stratified by question type, theoretical accuracies
were 93.75% (105/112) for ChatGPT-4.5, 86.61% (97/112)
for Gemini, 83.93% (94/112) for DeepSeek, and 83.93%
(94/112) for Perplexity. The global difference was
significant (Cochran’s Q = 9.53, df = 3, p = 0.023) (Table 4).
Clinical accuracies were 93.33% (14/15) for ChatGPT-4.5,
100.00% (15/15) for Gemini, 93.33% (14/15) for DeepSeek,
and 80.00% (12/15) for Perplexity. The global difference
was not significant (Cochran’s Q = 4.38, df = 3, p = 0.223).
Thus, the data do not support the earlier statement that all
four systems performed better on theoretical questions.

In the theoretical subgroup, two exact McNemar
comparisons had unadjusted p-values below 0.05
(ChatGPT-4.5 vs Perplexity, p = 0.013; ChatGPT-4.5 vs
DeepSeek, p = 0.019), whereas ChatGPT-4.5 versus Gemini
yielded p = 0.057. None met the Bonferroni-adjusted
threshold of 0.0083. All clinical pairwise comparisons were
non-significant (Table 5). The corrected subgroup counts
sum to the overall correct-answer totals for every system,
including Gemini (97 theoretical + 15 clinical = 112 overall).

Table 1. Number of correct-incorrect answers and the success rate of the language models used

LLMs Correct Incorrect Total Success rate (%) 95% confidence interval
ChatGPT-4.5 119 8 127 93.70% 88.1%-96.8%
Gemini Advanced 1.5 Pro 112 15 127 88.19% 81.4%92.7%
DeepSeek-V3 108 19 127 85.04% 77.8%90.2%
Perplexity 106 21 127 83.46% 76.0%—-88.9%

Table 2. Success rates (%) of the four LLMs for each topic and the number of relevant questions
Topic Number of questions ~ ChatGPT-4.5  Gemini Advanced 1.5Pro  DeepSeek-V3  Perplexity
Dentin hypersensitivity 5 80.00% 100.00% 100.00% 80.00%
Dental amalgam 9 88.89% 77.78% 77.78% 77.78%
Cavity preparations 6 83.33% 33.33% 50.00% 33.33%
Dental caries 16 87.50% 81.25% 75.00% 81.25%
Aesthetic dentistry 5 100.00% 100.00% 100.00% 100.00%
Composite resins 11 100.00% 100.00% 81.82% 100.00%
Microbial dental plaque 6 83.33% 83.33% 100.00% 100.00%
Instruments and devices used by RDH 6 100.00% 100.00% 100.00% 100.00%
Adhesion in dentistry 12 100.00% 100.00% 91.67% 75.00%
Dental hard tissues 11 90.91% 81.82% 72.73% 81.82%
Other restorative materials 8 100.00% 75.00% 75.00% 62.50%
Preventive dentistry 6 100.00% 100.00% 100.00% 100.00%
Indirect restorations 1 100.00% 100.00% 100.00% 100.00%
Saliva 8 100.00% 100.00% 100.00% 100.00%
Developmental anomalies of the teeth 1 100.00% 100.00% 100.00% 100.00%
Tooth discolorations and whitening 4 100.00% 75.00% 50.00% 75.00%
Patient examination by rdh 4 75.00% 100.00% 100.00% 75.00%
Glass ionomer-based restorative 3 100.00% 100.00% 100.00% 66.67%
Non-carious lesions of the teeth 5 100.00% 100.00% 100.00% 100.00%
Total 127 93.70% 88.19% 85.04% 83.46%

Table 3. Pairwise exact McNemar test results for overall performance
LLMs b (10) c(01) p-value
ChatGPT-4.5 vs Gemini 11 4 0.118
ChatGPT-4.5 vs DeepSeek 16 5 0.027
ChatGPT-4.5 vs Perplexity 16 3 0.004
Gemini vs Deepseek 10 6 0.454
Gemini vs Perplexity 12 6 0.238
Deepseek vs Perplexity 14 12 0.845

Table 4. Accuracy of the four LLMs stratified by question type (theoretical vs. clinical)

Model Correct (n) Theoretical (n = 112) Accuracy % (95% Cl) Correct (n) Clinical (n = 15) Accuracy % (95% Cl)
Gemini 97 86.61% (79.1%—91.7%) 15 100.00% (79.6%—100.0%)
Perplexity 9 83.93% (76.0%—89.6%) 12 80.00% (54.8%—-93.0%)
DeepSeek 9 83.93% (76.0%—89.6%) 14 93.33% (70.2%—-98.8%)
ChatGPT-4.5 105 93.75% (87.7%—96.9%) 14 93.33% (70.2%—98.8%)
Cochran’s Q Q=9.53,df =3, p=0.023* Q=4.38,df=3,p=0.223

95% Cl: Wilson confidence interval. *Global Cochran’s Q p < 0.05.
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Table 5. Pairwise exact McNemar's test results stratified by question type

Comparison b C p-value (Theoretical) b c p-value (Clinical)
Gemini vs Perplexity 9 6 0.607 3 0 0.250
Gemini vs DeepSeek 9 6 0.607 1 0 1.000
Gemini vs ChatGPT-4.5 3 11 0.057 1 0 1.000
Perplexity vs DeepSeek 11 11 1.000 1 3 0.625
Perplexity vs ChatGPT-4.5 3 14 0.013 0 2 0.500
DeepSeek vs ChatGPT-4.5 4 15 0.019 1 1 1.000

b = Model 1 correct/Model 2 incorrect; ¢ = Model 1 incorrect/Model 2 correct. Exact unadjusted p-values are shown. Bonferroni-adjusted
threshold for six comparisons: p < 0.0083; no subgroup pairwise comparison reached this threshold.

Discussion

This study compared four systems—ChatGPT-4.5, Gemini
Advanced 1.5 Pro, DeepSeek-V3, and Perplexity—on
Restorative Dentistry questions from the DUS. The first null
hypothesis was not supported by the significant overall
Cochran’s Q test. However, after correction for six pairwise
comparisons, only ChatGPT-4.5 versus Perplexity remained
significant. The second null hypothesis could not be rejected
because the global clinical-subgroup comparison was not
statistically significant; this finding should be interpreted
cautiously given the small clinical sample.

The corrected subgroup analysis does not show a
uniform theoretical advantage. Gemini answered all 15
clinical questions correctly and showed higher descriptive
accuracy in the clinical than in the theoretical subgroup;
ChatGPT-4.5 and DeepSeek showed nearly identical accuracy
across the two question types; and Perplexity showed higher
descriptive accuracy for theoretical than clinical questions.
Although the theoretical global test was significant, none of
its pairwise comparisons met the Bonferroni-adjusted
threshold. The wide clinical confidence intervals reflect the
limited precision associated with only 15 clinical questions
and do not establish equivalence among systems.

LLMs have been a significant source of power in the field
of health, as in every field. However, today, the accuracy of
LLMs in disease diagnosis, clinical decision-making, and
guiding the treatment process is still a matter of concern and
remains to be proven. There has been a lot of research in the
literature that looked at how LLMs answer medical issues.?*?>
In one investigation, ChatGPT only got half of the clinical
decision-making exam questions right. The study also found
that the answers weren't always the same and that they
changed from question to question.?® In the study by Doddi
et al., ChatGPT and Bard both did the same job on the
questions asked, but it was noted that neither chatbot was
always accurate.?’ In another study conducted by Sarangi et
al., it was reported that Perplexity showed superior
performance, but ChatGPT 3.5 gave less accurate answers to
questions about a systemic disease.?®

In addition to the studies on the clinical use of LLMs, it is
noteworthy that they are also used in educational systems. It
has the potential to change the way we interact with
information by instantly answering the information
questions asked, explaining the answers, and providing
resources. This performance of LLMs suggests that they can
be used in areas that require intensive theoretical
knowledge, such as dentistry education.’®® In a study by
Mohammad-Rahimi et al.,, the most frequently asked
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questions in the field of endodontics were asked to three
different LLMs, and it was emphasized that the accuracy of
the answers in ChatGPT 3.5 was significantly higher than
Google Bard and Bing.*° A study comparing the responses of
dentists and LLMs to frequently asked questions in
Pedodontics revealed that the accuracy of LLM answers was
lower than that of experienced dentists.?! Among the LLMs,
ChatGPT 4.0 provided the highest rate of correct answers.
Chau et al. looked at how well GenAl models could answer
questions on the dental licensure exam in the US and UK.
They found that the newer version, ChatGPT 4.0, was fairly
effective at answering the questions.3!

ChatGPT-4.5 achieved the highest overall accuracy
(93.70%), followed by Gemini (88.19%), DeepSeek (85.04%),
and Perplexity (83.46%). This ranking is broadly consistent
with studies reporting strong examination performance by
recent ChatGPT systems.>3?3> Nevertheless, the present
corrected analysis supports a statistically significant pairwise
difference only between ChatGPT-4.5 and Perplexity after
Bonferroni correction. The difference between ChatGPT-4.5
and DeepSeek (unadjusted p = 0.027) should therefore be
treated as suggestive rather than statistically significant
within the six-comparison family.

The differences observed in model performance cannot
be explained solely by the size of their training data. The LLMs
examined in this study differ in terms of architectural design,
context-processing capacity, and alignment strategies. For
instance, ChatGPT’s strong optimization for instruction-
following and structured response generation may have
provided an advantage in multiple-choice examination
formats that require systematic reasoning. In contrast,
Gemini’s native multimodal architecture and its ability to
process longer contexts offer a framework that may be
advantageous in different types of tasks.’>*3 In LLMs with
more cost-effective architectural approaches like DeepSeek,
the training and alignment processes may be structured
differently.’> Perplexity's retrieval-based approach, which
supports access to information in response generation,
differentiates its model behavior from others.’® These
technical and structural differences may have caused the
performance variability observed, especially in questions
requiring option elimination and clinical scenario
interpretation.

Although a standardized prompt was used for all models
in this study, LLMs may interpret instructions differently.
Each LLM uses distinct alignment and instruction adaptation
during training, so it is unlikely that every model will structure
the same command identically. As a result, performance
differences may stem not only from knowledge or expertise
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but also from model-prompt interaction. In particular, how
the instruction is understood and how the response is
structured for a multiple-choice exam can influence
outcomes.’”3® Therefore, even with a standard prompt,
model-prompt interaction may have contributed to
comparative performance. This should be considered a
methodological limitation of the study.

The topic-level findings show high accuracy in several
knowledge-focused areas and lower descriptive accuracy for
some systems in cavity preparation and tooth
discoloration/whitening. However, topic labels should not be
conflated with the independently audited theoretical/clinical
classification. In the corrected subgroup analysis, theoretical
accuracy was not uniformly higher across systems. Previous
studies have likewise reported task- and model-dependent
variation in dental examination and clinically interpretive
questions. 203940

Limitations

This study has several limitations. It was restricted to
Restorative Dentistry and multiple-choice questions, so the
findings may not generalize to other dental specialties or
open-ended clinical reasoning tasks. The clinical subgroup
contained only 15 questions, resulting in wide confidence
intervals and limited power. Topic-level groups were also too
small for reliable inferential comparisons.

The systems were evaluated as available during March—
April 2025, and rapidly changing software may produce
different results at other times. Model labels were
reconstructed from the source dataset and archived
response records. The Perplexity platform’s underlying
model was not preserved, which limits exact replication.
Visual questions were excluded because DeepSeek-V3 could
not process them during testing. Performance may also have
been influenced by Turkish-language prompting and model-
specific interpretation of the standardized instruction.

Finally, a single standardized prompting protocol was
used, and responses were scored only for correctness against
the official key. The study did not assess response
explanations, repeatability across multiple  runs,
hallucination frequency, or performance under alternative
prompts. Future studies should preregister exact model
identifiers and access dates, archive complete prompts and
outputs, and include larger, multidisciplinary, and
multimodal datasets.

Conclusions

Within the limits of this study,

- ChatGPT-4.5 had the highest overall accuracy (93.70%),
followed by Gemini (88.19%), DeepSeek (85.04%), and
Perplexity (83.46%).

- After Bonferroni correction for six pairwise comparisons,
only ChatGPT-4.5 versus Perplexity remained statistically
significant (unadjusted p = 0.004; adjusted a = 0.0083).

- The corrected classification included 112 theoretical and
15 clinical questions. The subgroup counts were
internally consistent with the overall totals for all four
systems.

- The models did not uniformly perform better on
theoretical questions: Gemini showed higher descriptive

accuracy in the clinical subgroup, ChatGPT-4.5 and
DeepSeek showed similar accuracy across the two
subgroups, and Perplexity showed higher descriptive
accuracy in the theoretical subgroup. No significant
overall difference was detected among systems in the
clinical subgroup (p = 0.223).

- LLMs may support dental education, but their
performance is model- and task-dependent. Exact
version reporting, standardized prompts, correction for
multiple testing, and human oversight are essential when
interpreting or applying their outputs.
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