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ABSTRACT

Phishing attacks are a major cybersecurity threat that aim to steal sensitive information by redirecting users to
fraudulent websites. Traditional blacklist- and rule-based methods often remain insufficient, especially against zero-
day attacks. This study presents a systematic methodological benchmark framework for phishing URL detection,
integrating hybrid feature selection, Bayesian hyperparameter optimization, model comparison, ensemble learning,
explainability analysis, and additional validation strategies. Experiments were conducted on a dataset of 88,647 URLS
with 111 features, evaluating 7 hybrid feature selection methods, 3 Bayesian optimization techniques, and 252
optimized model configurations, complemented by deep learning baselines. The findings show that hybrid feature
selection and optimization provide a clear contribution, particularly for tree-based models. The LightGBM model
optimized on the L1+Boruta feature set with Scikit-Optimize produced the strongest single-model performance (Test
Accuracy: 97.28%, F1: 95.99%, AUC: 99.54%), while the best ensemble (CAT+XGB+LGBM, Soft VVoting) reached
97.34% accuracy, 96.17% F1, and 99.60% AUC — a comparable level of performance. Deep learning models yielded
lower performance, while additional validation experiments demonstrated that the ensemble structure provided a
consistent improvement over the baseline across different data splits.

Keywords: Phishing detection, hybrid feature selection, ensemble learning, Bayesian optimization, machine
learning

OZET

Phishing saldirilari, kullanicilar1 sahte web sitelerine yonlendirerek hassas bilgileri ele ge¢irmeyi amaglayan dnemli
bir siber guvenlik tehdididir. Kara liste ve kural tabanli geleneksel yontemler, 6zellikle sifir-giin saldirilarinda
yetersiz kalabilmektedir. Bu ¢alismada, phishing URL tespiti i¢in hibrit 6zellik se¢imi, Bayesian hiperparametre
optimizasyonu, model karsilastirmalari, topluluk 6grenmesi, aciklanabilirlik analizi ve ek dogrulama stratejilerini
kapsayan sistematik bir metodolojik kiyaslama (benchmark) ¢ercevesi sunulmustur. Deneyler, 88.647 URL ve 111
6zellige sahip bir veri seti lizerinde yiiriitiilmiis; 7 hibrit 6zellik se¢cimi yontemi, 3 Bayesian optimizasyon teknigi ve
252 optimize edilmis model yapilandirmasi, derin 6grenme temel modelleriyle birlikte degerlendirilmistir. Bulgular,
hibrit 6zellik se¢imi ve optimizasyonun aga¢ tabanli modeller iizerinde belirgin katki sagladigin1 gostermistir.
L1+Boruta 6zellik seti ve Scikit-Optimize ile optimize edilen LightGBM modeli en giiglii tek model performansini
sergilerken (Test Dogruluk: %97,28, F1: %95,99, AUC: %99,54), en iyi topluluk modeli (CAT+XGB+LGBM, Soft
Voting) %97,34 dogruluk, %96,17 F1 ve %99,60 AUC ile benzer bir performans seviyesine ulagmistir. Derin
6grenme modelleri daha diisiik performans gostermis, ek dogrulama deneyleri ise topluluk yapisinin temel modele
kiyasla farkli veri boliinmelerinde de tutarh bir iyilestirme sagladigini ortaya koymustur.

Anahtar Kelimeler: Phishing tespiti, hibrit 6zellik se¢imi, topluluk 6grenmesi, Bayesian optimizasyonu, makine
O0grenmesi
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INTRODUCTION

The rapid proliferation of internet-based services has made phishing attacks one of the most significant cybersecurity
threats for both individual users and organizations. These attacks aim to steal credentials, financial data, and other
sensitive information by directing users to fraudulent websites or deceptive URL structures. Although traditional
blacklist- and heuristic-based approaches offer some protection against known threats, they often fall short in
detecting new and rapidly evolving phishing URLs. Consequently, interest in data-driven and generalizable machine
learning approaches for URL-based phishing detection has been steadily increasing (Mohammad et al., 2014,
Sahingoz et al., 2019; Rao & Pais, 2019). At the national level, cyberspace crime typologies analyzed through DNS
guery monitoring have also emphasized that malware and phishing content constitute one of the highest-volume
categories of illicit online activity, further underlining the need for automated, data-driven detection mechanisms
(Aydemir, 2024).

The effectiveness of machine learning-based phishing detection systems depends not only on the selected classifier.
The discriminative power of features, elimination of irrelevant attributes, appropriate determination of model
hyperparameters, and the way different models are combined all directly influence performance. In high-dimensional
datasets, using all features without selection increases computational cost and may negatively affect generalization.
Therefore, feature selection is regarded not merely as dimensionality reduction, but as a critical step for obtaining
stronger and more stable models. The complementary strengths of filter, wrapper, and embedded methods make their
hybrid combination meaningful (Kursa & Rudnicki, 2010; Saeys et al., 2008; Seijo-Pardo et al., 2017). Similarly,
hyperparameter optimization is a fundamental component that directly affects classification performance. While
traditional search strategies incur high computational costs in large hyperparameter spaces, Bayesian optimization
learns from prior evaluations to conduct more efficient searches. Although Optuna, HyperOpt, and Scikit-Optimize
are widely used, systematic comparisons remain limited in the context of phishing URL detection (Akiba et al., 2019;
Bergstra et al., 2013; Mienye & Sun, 2022).

Three fundamental research gaps are evident in the literature. First, most phishing URL detection studies focus on
single feature selection methods; systematic evaluation of hybrid approaches combining filter, wrapper, and
embedded methods remains limited. Second, the comparative performance of Bayesian optimization techniques in
this specific context has not been thoroughly examined. Third, comprehensive experimental studies that jointly
evaluate interactions among feature selection, optimization strategies, and ensemble configurations are scarce.

In this study, a systematic methodological framework is presented that integrates hybrid feature selection, Bayesian
hyperparameter optimization, multi-classifier evaluation, ensemble configurations, explainability analysis, and
additional validation strategies under the same experimental protocol for phishing URL detection. The study presents
a holistic and comparative evaluation that makes visible how different components jointly produce performance,
rather than proposing a new base classification algorithm.

It is important to clarify the nature of the contribution presented in this study. The proposed framework is not a new
base classification algorithm; rather, it constitutes a systematic experimental methodology — a structured protocol
that makes explicit the joint configuration space formed by hybrid feature selection, Bayesian hyperparameter
optimization, and ensemble strategies, and evaluates this space under a unified experimental protocol. The novelty
lies not in the individual components, which are well-established in the literature, but in three specific aspects: (i) the
formal definition of a joint configuration space (F x O x E) that treats component interactions as first-class
experimental variables rather than independent design choices; (ii) the systematic empirical evidence demonstrating
that component interactions produce non-trivial performance differences of more than 2 percentage points across
configurations; and (iii) the integrated evaluation pipeline that simultaneously benchmarks feature selection methods,
optimizers, ensemble strategies, deep learning baselines, explainability, and robustness within a single reproducible
protocol. This framing positions the work as a methodological benchmark contribution — a category increasingly
recognized in the machine learning literature as distinct from, and complementary to, algorithmic novelty.

The main contributions of this study are:

i) Hybrid feature selection structures based on the intersection of filter, wrapper, and embedded approaches were
defined and systematically compared;
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i) The interactions of Optuna, HyperOpt, and Scikit-Optimize with different tree-based classifiers were
evaluated under the same experimental protocol;

iii) Finalist single models and different ensemble strategies were jointly analyzed to reveal which components
the performance gain originates from;

iv) The proposed ML framework was directly compared with deep learning models trained on the same dataset;

v) The contribution of selected features was supported by explainability analysis, and findings were tested under
different data splits via additional validation experiments.

The remainder of this paper is organized as follows: Section 2 reviews related work on phishing detection, feature
selection, and hyperparameter optimization. Section 3 describes the materials and methods. Section 4 presents the
experimental results. Section 5 provides a discussion. Finally, Section 6 concludes with future research directions.

RELATED WORK
Machine Learning Approaches in Phishing Detection

Mohammad et al. (2014) proposed a self-structuring neural network (SSNN) approach for URL-based phishing
detection, achieving 92.18% accuracy using 17 features on 1,400 URL samples (800 phishing and 600 legitimate).
SSNN differs from traditional artificial neural networks in its ability to automatically determine the network structure.
However, the limited number of features used and the small dataset size restricted the model's generalization capacity.

Sahingoz et al. (2019) compared seven machine learning algorithms (Decision Tree, AdaBoost, K-star, KNN,
Random Forest, SMO, and Naive Bayes) on a dataset containing 73,575 URLs (36,400 legitimate and 37,175
phishing) and reported that Random Forest with NLP-based features achieved the best performance with 97.98%
accuracy.

Rao and Pais (2019) proposed a feature-based machine learning framework combining URL obfuscation features,
third-party service features, and hyperlink-based features for phishing website detection. Evaluating eight machine
learning classifiers on a dataset of 3,526 URLSs (2,119 phishing and 1,407 legitimate), they achieved 99.31% accuracy
with Random Forest and 99.55% with PCA-based Oblique Random Forest. Jain and Gupta (2019) proposed a client-
side phishing detection approach based on hyperlink analysis, dividing hyperlink-specific features into 12 categories
and achieving over 98.4% accuracy with logistic regression without requiring any third-party services. Batur Dinler
et al. (2021) conducted a comprehensive benchmark of twelve DeepLearning4j (DL4J) configurations—including
two- and three-layer LSTM, GravesLSTM, Dense, and their hybrid combinations—for phishing website detection
on a 1,353-sample dataset, evaluating each configuration under four validation scenarios (66/33, 70/30, 80/20
percentage splits and 10-fold cross-validation). The best-performing hybrid (LSTM + GravesLSTM, three layers)
reached 91.08% accuracy with an F-measure of 0.911, while the Dense two-layer model achieved 90.77% accuracy
at a substantially lower computational cost (59.22 s). In an earlier study, Batur Dinler and Batur Sahin (2021)
compared five classifiers (RF, SVM, MLP, k-NN, and LSTM-based deep learning) on the same UCI phishing dataset
using the WEKA environment, achieving up to 90.03% accuracy with the deep learning model in the 80/20 split
scenario. Collectively, these results are consistent with the present study's finding that hybrid architectural choices
meaningfully affect the accuracy—efficiency tradeoff, and they further motivate our decision to benchmark
MLP/ResidualMLP deep baselines against optimized gradient boosting ensembles under a unified experimental
protocol.

Vrbancic et al. (2020) created a comprehensive phishing URL dataset containing 88,647 samples with 111 features,
which has become a benchmark dataset in the field. The dataset includes URL-based features extracted from different
sub-strings of the URL (whole URL, domain, directory, file name, and parameters) together with URL resolving and
external service features, enabling reproducible research and fair comparison between different approaches.

Feature Selection Methods

Feature selection is a critical step to improve the performance of machine learning models and reduce computational
cost. Three main approaches exist in the literature: filter-based, wrapper-based, and embedded methods.
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Filter-based methods evaluate feature subsets independently of the classifier using statistical measures. Mutual
Information (M) is a popular filter method that measures the information-theoretic relationship between features and
the target variable. The main advantage of filter methods is computational efficiency and scalability.

Wrapper-based methods evaluate feature subsets using a classifier. Kursa and Rudnicki (2010) developed the Boruta
algorithm, combining Random Forest-based feature importance ranking with a wrapper approach. Boruta statistically
tests whether features are significantly different from random variables by creating shadow features.

Embedded methods perform feature selection simultaneously with model construction. L1 regularization (Lasso)
performs automatic feature selection by setting some coefficients to zero, producing sparse and interpretable models.
Hybrid approaches aim to achieve more effective results by combining the strengths of different methods. Ensemble
feature selection techniques have been shown to produce more robust feature subsets than single methods (Saeys et
al., 2008; Seijo-Pardo et al., 2017). However, systematic evaluation of hybrid feature selection methods for phishing
detection remains limited in the literature. In a related medical classification study, Uzun Arslan et al. (2024)
combined a Chi-square-based SelectKBest filter with SMOTE and Near-Miss resampling strategies across five
classifiers (KNN, Ridge, XGBoost, Extra Tree, and Gradient Boosting), demonstrating that the joint configuration
of feature selection, class balancing, and model choice substantially influences overall performance. This finding
reinforces the motivation of the present study to treat feature selection and model optimization as jointly interacting
components rather than independent pipeline stages.

Ensemble Learning and Gradient Boosting

Ensemble learning aims to create stronger models by combining the predictions of multiple models. This approach
is based on the principle that combining diverse models can compensate for individual weaknesses and produce more
stable predictions.

XGBoost (eXtreme Gradient Boosting) was developed by Chen and Guestrin (2016) as a scalable and efficient
implementation of gradient boosting. It features L1 and L2 regularization terms, parallel processing support, and
missing value handling capability. XGBoost has formed the basis of winning solutions in many machine learning
competitions.

LightGBM was developed by Microsoft Research (Ke et al., 2017) and provides faster training time and lower
memory usage with histogram-based learning and a leaf-wise tree growth strategy. The gradient-based one-sided
sampling (GOSS) technique enables efficient processing of large-scale datasets.

CatBoost was developed by Yandex (Prokhorenkova et al., 2018) and features the ability to directly process
categorical features and an ordered boosting approach that prevents target leakage.

Recent studies have shown that combining multiple gradient boosting algorithms through voting or stacking can
achieve superior performance compared to individual models (Mienye & Sun, 2022). Hybrid architectures that
integrate deep feature extractors with conventional classifiers have also been reported to outperform single-paradigm
models in domains such as medical image classification, where a CNN-LSTM hybrid structure reached 97.15%
accuracy against ANN, KNN, SVM, and Random Forest baselines (Giines et al., 2025). This supports the more
general observation that the interaction between feature representation and the downstream classifier family, rather
than the choice of a single strong model, often determines the upper-bound performance of a detection pipeline.

Hyperparameter Optimization

Hyperparameter optimization is a critical step to maximize model performance. Traditional grid search evaluates all
specified hyperparameter combinations, but computational cost increases exponentially with the number of
hyperparameters. Random search offers a more efficient alternative by testing sampled combinations (Bergstra &
Bengio, 2012) randomly.

Bayesian optimization offers smarter search strategies by learning from previous evaluations. The surrogate model
approximately models the objective function, and the acquisition function determines the next point to be evaluated.
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Optuna was developed in 2019 with Tree-structured Parzen Estimator (TPE) and dynamic search space definition
features (Akiba et al., 2019). The efficient pruning mechanisms make Optuna particularly suitable for deep learning
applications.

HyperOpt offers TPE algorithms with support for distributed optimization (Bergstra et al., 2013).

Scikit-Optimize provides Gaussian Process-based Bayesian optimization with multiple acquisition functions,
including Expected Improvement (EI) and Lower Confidence Bound (LCB).

However, systematic comparisons of these optimization techniques for phishing URL detection are lacking in the
literature. In a recent study on tabular medical data, Lale (2025) coupled a Tabular Transformer architecture with the
Optuna TPE algorithm to automatically tune model depth, attention-head count, feedforward size, dropout, learning
rate, and L2 regularization, reporting 94.65% accuracy and 92.41% F1-score for early Alzheimer’s disease diagnosis.
Such evidence indicates that Bayesian, TPE-driven optimization is effective for tabular, heterogeneous feature spaces
comparable to the URL-derived feature vectors used in the present study, and motivates its adoption as a central
component of the proposed methodological benchmark.

Research Gaps

Despite significant advances in phishing detection, feature selection, and hyperparameter optimization, several
critical gaps remain in the existing literature:

First, most studies employ single-feature selection methods rather than hybrid approaches that combine multiple
paradigms. The synergistic effects of combining filter, wrapper, and embedded methods have not been systematically
evaluated for phishing detection.

Second, systematic comparisons of Bayesian optimization techniques (Optuna, HyperOpt, Scikit-Optimize) for
phishing URL detection are lacking. Although these optimizers have been individually applied in various domains,
their relative performance in the context of phishing detection remains unexplored.

Third, interaction effects between feature selection methods, optimization techniques, and ensemble configurations
have not been thoroughly investigated. Understanding these interactions is crucial for practitioners seeking to develop
optimal phishing detection systems.

This study addresses these gaps by presenting a comprehensive experimental framework that systematically evaluates
the interactions among these components.

MATERIALS AND METHODS

Dataset

This study uses the comprehensive phishing URL dataset created and publicly shared by Vrbanci¢ et al. (2020),
published in the Data in Brief journal (DOI: 10.1016/j.dib.2020.106438). The dataset contains a total of 88,647 URL
samples with 111 features. According to the original dataset description (Vrbanéi¢ et al., 2020), these features are
organized into six groups based on URL sub-strings (whole URL, domain, directory, file name, parameters) and URL
resolving with external services; for clarity, Table 1 aggregates these into two summary categories.

Table 1. Dataset Characteristics

Characteristic Value
Total URL count 88,647
Legitimate URL count 58,000 (65.4%)
Phishing URL count 30,647 (34.6%)
Total feature count 111

URL-based features 9%
(URL, domain, directory, file, parameters)
URL resolving & external service features 15
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URL-based features include the lengths and counts of special characters (e.g., dots, slashes, question marks, hyphens)
computed on the entire URL string and on its sub-strings obtained by splitting the URL into domain, directory, file
name, and parameter components, together with the top-level domain character length and an indicator of whether
an email address is embedded in the URL. The URL resolving and external service features include the domain
lookup response time, ASN number, domain activation and expiration times, the number of resolved IPs, name
servers and MX servers, TTL value of the hostname, validity of the TLS/SSL certificate, number of redirects, Google
indexing status of the URL and the domain, and whether the URL is shortened.

The dataset was split into three subsets using stratified sampling to maintain class distribution: 68% training set
(60,279 samples), 12% validation set (10,638 samples), and 20% test set (17,730 samples). This distribution provides
sufficient data for model training, hyperparameter tuning, and final evaluation.

Synthetic Minority Over-sampling Technique (SMOTE) was applied to the training set to address class imbalance,

expanding it from 60,279 to 78,880 samples (Chawla et al., 2002). SMOTE addresses class imbalance by creating
artificial instances through k-nearest neighbor interpolation within the underrepresented class, thereby reducing the
classifier's tendency to favor the dominant category.

In the hyperparameter optimization phase, random seed 42, 5-fold cross-validation, and 15 trials per optimizer were
used consistently. Deep learning models (MLP and ResidualMLP) were trained with AdamW optimizer, learning
rate 0.001, weight decay 0.0001, 30 epochs, and batch size 1024. For robustness analysis, repeated stratified holdout
scenarios were applied using five different random seeds: 42, 52, 62, 72, and 82.

Proposed Framework

The proposed framework presents a systematic approach consisting of five main stages for phishing URL detection:
(1) Input processing, (2) Hybrid feature selection, (3) Hyperparameter optimization, (4) Ensemble model
construction, and (5) Classification output. Figure 1 illustrates the overall architecture of the proposed framework.

STAGE 1 STAGE 2 STAGE 3 STAGE 4 STAGE 5
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Figure 1. Overall Architecture of the Proposed Framework

As shown in Figure 1, the framework begins with the input stage (Stage 1), where the dataset containing 88,647
URLs with 111 features is loaded. The dataset includes 58,000 legitimate URLs and 30,647 phishing URLSs,
representing a realistic class distribution encountered in real-world scenarios. In Stage 2, the hybrid feature selection
module applies a combination of filter methods (Mutual Information, Correlation Analysis), embedded methods (L1
Regularization, Tree Importance, LassoCV), and wrapper methods (Boruta, RFE, SelectFromModel). Seven different
hybrid combinations are formed from these methods, resulting in selected feature subsets ranging from 16 to 56
features. This stage significantly reduces dimensionality while preserving the most discriminative features. Stage 3
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performs hyperparameter optimization using three Bayesian optimization techniques: Optuna (TPE Sampler with
Pruning Strategy), HyperOpt (Tree Parzen Estimator with Adaptive Search), and Scikit-Optimize (Gaussian Process-
based Bayesian Optimization). Each optimizer searches for optimal hyperparameter configurations to maximize
model performance. In Stage 4, the ensemble model construction module combines five base gradient boosting
models (XGBoost, LightGBM, CatBoost, Gradient Boosting, Random Forest) using ensemble learning strategies.
Two ensemble approaches were examined: soft voting and stacking with a Logistic Regression meta-learner. Multiple
ensemble configurations are evaluated, including pairwise combinations (LGBM+XGB, CAT+XGB) and
comprehensive combinations (CAT+XGB+LGBM, RF+GB+XGB+LGBM). Although Figure 1 illustrates the
stacking ensemble block for completeness, preliminary experiments showed that soft voting yielded comparable
performance to stacking under the proposed configuration space; therefore, the soft voting strategy was retained for
the main reported configurations. Finally, Stage 5 produces the classification output, categorizing each URL as either
legitimate or phishing based on the ensemble predictions.

The framework addresses a fundamental limitation in existing approaches: the treatment of pipeline components as
independent modules. Traditional machine learning pipelines sequentially apply feature selection, followed by
hyperparameter tuning and model training, assuming that optimal choices at each stage remain optimal when
combined. However, this assumption ignores the complex interdependencies among components, potentially leading
to suboptimal overall performance. The framework overcomes this limitation by jointly exploring the configuration
space to identify globally optimal combinations rather than locally optimal individual components.

The framework operates on a formally defined configuration space that captures all possible combinations of pipeline
components. Let F = {fi, f3, ..., f7} denote the set of hybrid feature selection methods, O = {o1, 02, 03} denote the set
of Bayesian optimizers, and E = {ei, e, ..., ez} denote the set of ensemble configurations. The configuration space
C is defined as the Cartesian product C = F x O x E, yielding |C| = 7 x 3 x 12 = 252 possible configurations. For each
configuration c, the performance function P(c) = (Accuracy(c), Time(c), Features(c)) simultaneously considers
classification accuracy, computational time, and the number of selected features. This multi-objective formulation
enables practitioners to identify configurations that achieve optimal tradeoffs based on their specific deployment
constraints. Table 2 presents the pseudocode of the systematic procedure through which the framework explores the
configuration space.

Table 2. Pseudocode of the Systematic Optimization Framework
Input: Dataset D, Feature selection methods F, Optimizers O, Ensembles E
Output: Optimal configuration ¢* and trained model M*

1: C « GenerateConfigurations(F, O, E)

: R « PrioritizeByExpectedPerformance(C)

: for each configuration ¢ € R do

: features «— ApplyHybridSelection(D_train, c.f)

: params «— BayesianOptimization(D _train, features, c.o, c.e)

: model « TrainEnsemble(D _train, features, params, c.e)
: score[c] «— Evaluate(model, D_validation)
> end for

© 00 N O U hWN

: ¢* «— argmax(score)
10: M* «— FinalTrain(D_train U D_validation, c*)
11: return c*, M*

Hybrid Feature Selection

The proposed hybrid feature selection approach combines filter, wrapper, and embedded methods using set
intersection to identify robust feature subsets. This approach is grounded in established ensemble feature selection
principles (Saeys et al., 2008; Seijo-Pardo et al., 2017). Traditional hybrid feature selection methods employ union-
based strategies that combine all features selected by any of the individual methods. While this approach ensures
comprehensive coverage, it tends to include features that may be artifacts of individual selection methods, potentially
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introducing noise and redundancy. In contrast, the set intersection strategy retains only features that are validated by
multiple selection paradigms, ensuring that only the most robust and consistently important features are selected.
Consider a feature x; selected by method M; with probability p;. Under the assumption of independent selection
errors, the probability of a spurious feature being selected by k methods simultaneously decreases exponentially as k
increases. This theoretical property ensures that set intersection yields more robust feature subsets than union-based
alternatives.

The hybrid feature selection combinations were designed based on three fundamental principles: (1) Combination of
different paradigms by combining the strengths of filter-based (MI, Correlation Analysis), wrapper-based (Boruta,
RFE, SelectFromModel), and embedded methods (L1, LassoCV, Treelmportance) to leverage their complementary
characteristics. (2) Capturing linear and non-linear relationships where L1 regularization captures linear relationships
between features and the target variable, while Boruta and Treelmportance detect non-linear interactions through
Random Forest-based importance measures. (3) Complexity gradient providing a spectrum ranging from simple two-
component combinations to complex four-component combinations to systematically investigate the optimal balance
between feature count and model performance.

The hybrid selection process works by taking the intersection of features selected by each component method. For
example, L1+Boruta selects features that are identified as important by both L1 regularization and the Boruta
algorithm. This intersection approach ensures that only the most robust features, validated by multiple methods, are
retained. Table 3 presents the hybrid methods, their components, and the number of features they select.

Table 3. Hybrid Feature Selection Methods and Components

# Hybrid Method Features Components Paradigms
1 L1+Boruta 47 L1 regularization + Boruta algorithm Embedded + Wrapper
2 Boruta+Treelmportance 56 Boruta + RF tree importance ranking Wrapper + Embedded
3 L1+MI+LassoCV 28 L1 + Mutual Information + LassoCV Embedded + Filter +
Embedded
4 Boruta+MI+LassoCV 27 Boruta + Mutual Information + Wrapper + Filter + Embedded
LassoCV
L1 + RFE + LassoCV + Embedded + Wrapper +
5 LI+RFE+LassoCV+Treelmp 19 Treelmportance Embedded + Embedded
6 L1+RFE+MI 18 L1 + RFE + Mutual Information Embedded + Wrapper + Filter
7 L1+RFE+Ml+LassoCV 16 L1 + RFE + Ml + LassoCV Embedded + Wrapper + Filter
+ Embedded

As shown in Table 3, the number of selected features ranges from 16 to 56, providing a comprehensive evaluation of
different dimensionality levels. Methods combining more components tend to select fewer features due to the
intersection-based approach. From the broader set of feature selection methods evaluated during framework design
(depicted in Figure 1), the seven hybrid combinations listed in Table 3 represent those that produced robust feature
subsets through set intersection; combinations that yielded empty or unstable subsets were excluded from the final
evaluation.

Hyperparameter Optimization

Three Bayesian optimization techniques were compared for hyperparameter optimization, as depicted in Stage 3 of
Figure 1.

Optuna uses Tree-structured Parzen Estimator (TPE) as its default sampler with a define-by-run API that enables
dynamic search space construction. The median pruner was employed to terminate unpromising trials early (Akiba
et al., 2019). Optuna’s pruning strategy significantly reduces computation time by stopping trials that show poor
intermediate results.

HyperOpt also implements TPE but with an adaptive search strategy. It supports distributed optimization and
provides adaptive TPE algorithms that adjust the search based on previous evaluations (Bergstra et al., 2013).
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Scikit-Optimize uses Gaussian Process-based Bayesian optimization with Expected Improvement (El) as the
acquisition function. The Gaussian Process surrogate model provides uncertainty estimates that guide the
exploration-exploitation tradeoff, making it particularly effective for smooth objective functions.

For each optimization technique, 15 trials were performed with 5-fold stratified cross-validation to ensure robust
hyperparameter selection. Table 4 presents the optimized hyperparameters and their search ranges.

Table 4. Optimized Hyperparameter Ranges

Hyperparameter Description Range Best Value (LightGBM)
n_estimators Number of boosting rounds [100, 1000] 450
learning_rate Step size shrinkage [0.01, 0.3] 0.14

max_depth Maximum tree depth [3, 15] 11
num_leaves Maximum number of leaves [20, 200] 175
subsample Row sampling ratio [0.5, 1.0] 0.75
colsample_bytree Column sampling ratio [0.5, 1.0] 0.83
reg_alpha L1 regularization term [0.0, 1.0] 0.42
reg_lambda L2 regularization term [0.0, 2.0] 0.81

The hyperparameter ranges were determined based on common practices in the literature and preliminary
experiments. The optimization objective was to minimize the validation set error using the negative log-loss as the
scoring metric.

Ensemble Classifiers

As illustrated in Stage 4 of Figure 1, five base gradient boosting models were used to construct ensemble classifiers:
o XGBoost: Extreme Gradient Boosting with L1/L2 regularization (Chen & Guestrin, 2016)

LightGBM: Light Gradient Boosting Machine with histogram-based learning (Ke et al., 2017)

CatBoost: Categorical Boosting with ordered boosting (Prokhorenkova et al., 2018)

Gradient Boosting: Scikit-learn's gradient boosting implementation

Random Forest: Ensemble of decision trees using bagging

Twelve different ensemble configurations were tested by combining these base models. Table 5 presents the ensemble
configurations evaluated in this study.

Table 5. Ensemble Configurations

# Configuration Base Models

1 LGBM+XGB LightGBM, XGBoost

2 XGB+CAT XGBoost, CatBoost

3 LGBM+CAT LightGBM, CatBoost

4 RF+LGBM Random Forest, LightGBM

5 GB+XGB Gradient Boosting, XGBoost

6 GB+XGB+LGBM GB, XGBoost, LightGBM

7 CAT+XGB+LGBM CatBoost, XGBoost, LightGBM

8 RF+GB+XGB RF, GB, XGBoost

9 RF+GB+XGB+LGBM RF, GB, XGBoost, LightGBM

10 RF+XGB+CAT+LGBM RF, XGBoost, CatBoost, LightGBM

11 LGBM+XGB+CAT+GB LightGBM, XGBoost, _CatBoost, Gradient
Boosting

12 RF+GB+XGB+CAT+LGBM RF, GB, XGBoost, CatBoost, LightGBM

Two ensemble strategies were examined: soft voting and stacking. The soft voting strategy was used to construct the
ensemble configurations reported in this study, as detailed below. Soft voting averages the probability predictions of
each model and selects the class with the highest average probability as the final prediction:

y = argmax. YL, wi - Pi(y = ©) 1)
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where w; is the weight of model i, P,(y = c) is the predicted probability for class ¢ by model i, and n is the number of
models in the ensemble. In this study, equal weights (w; = 1/n) were used for all models. In addition to soft voting, a
stacking ensemble was also investigated using a Logistic Regression meta-learner with 5-fold cross-validation, where
the predictions of the base classifiers served as inputs to the meta-learner. Across preliminary configurations, the
stacking approach yielded comparable performance to soft voting while introducing additional computational
overhead. Considering the lower complexity and easier interpretability of soft voting, the latter was adopted as the
primary ensemble strategy for the configurations reported in Tables 6, 8, and 11.

Evaluation Metrics and Experimental Setup

Model performance was evaluated using five standard classification metrics: Accuracy, Precision, Recall, F1-Score,
and AUC-ROC. Accuracy represents the ratio of correctly predicted samples to total samples. Precision represents
the ratio of true positives among samples predicted as positive. Recall (Sensitivity) represents how many of the actual
positive samples were correctly detected. F1-Score represents the harmonic mean of Precision and Recall, providing
a balanced measure. AUC-ROC (Area Under the Receiver Operating Characteristic Curve) summarizes model
performance across all classification thresholds, with values ranging from 0.5 (random classifier) to 1.0 (perfect
classifier).

McNemar's test was applied to assess whether the performance differences between models were statistically
significant. McNemar's test is appropriate for paired nominal data and compares the disagreements between two
classifiers. When the p-value falls below the 0.05 threshold, the performance difference is considered statistically
meaningful. Bootstrap-based difference analysis was also conducted to evaluate the stability of differences between
the best single model and the best ensemble, computing mean differences and 95% confidence intervals for F1, AUC,
and AP.

All experiments were conducted using Python 3.9 with scikit-learn 1.2.0, XGBoost 1.7.0, LightGBM 3.3.5, CatBoost
1.1.1, Optuna 3.1.0, HyperOpt 0.2.7, and Scikit-Optimize 0.9.0. The experiments were performed on a laptop
equipped with an Intel Core i7-14700HX processor and 16 GB RAM. A total of 252 optimized model configurations
were evaluated, in addition to baseline models, ensemble configurations, deep learning comparisons, explainability
analysis, and additional validation experiments. To ensure reproducibility, random seeds were fixed at 42 for all
experiments.

RESULTS

Overall Performance Results

A total of 252 optimized model configurations were evaluated using combinations of 7 hybrid feature selection
methods, 3 Bayesian optimization techniques, and 12 ensemble configurations. In addition, baseline models,
ensemble configurations, deep learning comparisons, and additional validation experiments were conducted. Table
6 presents the performance results of the top ten configurations.

Table 6. Performance Results of the Top Ten Configurations

# Optimizer Feature Selection Ensemble Accuracy  F1 AUC Time
(seconds)
1  Scikit-Optimize L1+Boruta CAT+XGB+LGBM 0.9734 0.9617  0.996 4,843
2 Scikit-Optimize L1+Boruta LGBM+XGB 0.9734 0.9616  0.996 1,695
3 Scikit-Optimize L1+Boruta GB+XGB 0.9732 0.9610  0.996 8,827
4 HyperOpt Boruta+Treelmp RF+GB+XGB+LGBM 0.9731 0.9612  0.996 21,468
5 HyperOpt Boruta+Treelmp GB+XGB+LGBM 0.9729 0.9608  0.996 12,112
6  Scikit-Optimize L1+Boruta XGB+CAT 0.9729 0.9605 0.996 4,333
7 Optuna L1+Boruta CAT+XGB+LGBM 0.9717 0.9592  0.995 3,500
8  Scikit-Optimize L1+MIl+LassoCV CAT+XGB+LGBM 0.9694 0.9565 0.995 3,209
9 Optuna Boruta+Treelmp GB+XGB+LGBM 0.9670 0.9531  0.994 4,200
10 HyperOpt Boruta+MI+LassoCV RF+LGBM 0.9645 0.9485  0.993 2,500
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The best performance was achieved by the combination of Scikit-Optimize, L1+Boruta feature selection, and
CAT+XGB+LGBM ensemble, reaching 97.34% accuracy, 96.17% F1-score, and 0.996 AUC-ROC. The top six
configurations all achieved at least 97.29% accuracy, demonstrating the robustness of the proposed framework.

Scikit-Optimize dominated the top rankings, occupying four of the top seven positions, while L1+Boruta was the
most successful feature selection method, appearing in five of the top seven configurations. It should be noted that
Table 6 presents ensemble-based configurations only. The best optimized single model — LightGBM trained on the
L1+Boruta feature subset using Scikit-Optimize — achieved 97.28% accuracy and a Test F1-score of 0.9599, with
detailed results reported in Table 11 and Table 15.

Optimizer and Feature Selection Comparison

Figure 2 presents the performance comparison of three Bayesian hyperparameter optimization methods. Scikit-
Optimize achieved the highest accuracy (97.34%) due to its Gaussian Process-based surrogate model, which manages
the exploration-exploitation balance more effectively. HyperOpt achieved 97.31% accuracy but required
substantially longer computation times, ranging from approximately 12,000 to over 21,000 seconds across
configurations. Optuna offered the fastest optimization (approximately 3,500 seconds) with competitive performance
(97.17% accuracy), making it suitable for time-constrained applications.

101

mmm Accuracy (%)
= Fl-Score (%)

s AUC-ROC (%)
100

99.60 99.59 99.53

Performance (%)

Scikit-Optimize HyperOpt Optuna
Hyperparameter Optimization Method

Figure 2. Performance Comparison of Hyperparameter Optimization Methods.

Figure 3 illustrates the relationship between selected feature count and classification accuracy. The L1+Boruta
combination achieved the highest accuracy (97.34%) with 47 features, representing a 58% dimensionality reduction
from the original 111 features. Methods selecting fewer features (16-19 features) achieved slightly lower performance
(95.6%-96.2% accuracy), suggesting that aggressive dimensionality reduction below ~20 features begins to discard
discriminative information, while methods selecting more features (56 features) included redundant features that
slightly degraded performance. This finding indicates that 47 features constitute an optimal balance between
information preservation and noise reduction. Table 7 summarizes the feature selection method comparison results.

Ensemble Configuration and Confusion Matrix Analysis

Table 8 presents the accuracy comparison of the six best-performing ensemble configurations from the twelve
evaluated (Table 5), while corresponding training times are reported in Table 6. The remaining configurations did
not exceed the top-six performance and are omitted for brevity. The LGBM+XGB combination offers the best time-
performance balance, achieving 97.34% accuracy in only 1,695 seconds (Table 6). Triple ensemble configurations
(CAT+XGB+LGBM, GB+XGB+LGBM) achieved the highest absolute accuracy, while dual configurations
achieved similar results in significantly shorter time. Quadruple configurations did not provide substantial accuracy
improvements but increased computation time significantly.
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Figure 3. Relationship Between Selected Feature Count and Accuracy

Table 7. Feature Selection Method Performance Comparison

# Hybrid Method Features Best Accuracy Best F1 Best AUC
1 L1+Boruta 47 0.9734 0.9617 0.996
2 Boruta+Treelmportance 56 0.9731 0.9612 0.996
3 L1+MI+LassoCV 28 0.9694 0.9565 0.995
4 Boruta+MI+LassoCV 27 0.9645 0.9485 0.993
5 L1+RFE+LassoCV+Treelmp 19 0.9621 0.9452 0.992
6 L1+RFE+MI 18 0.9587 0.9418 0.991
7 L1+RFE+MI+LassoCV 16 0.9562 0.9385 0.990

Table 8. Performance Comparison of Top-6 Ensemble Configurations

# Configuration Best Accuracy Best F1 Best AUC Time
(seconds)
1 CAT+XGB+LGBM 0.9734 0.9617 0.996 4,843
2 LGBM+XGB 0.9734 0.9616 0.996 1,695
3 GB+XGB 0.9732 0.9610 0.996 8,827
4 RF+GB+XGB+LGBM 0.9731 0.9612 0.996 21,468
5 GB+XGB+LGBM 0.9729 0.9608 0.996 12,112
6 XGB+CAT 0.9729 0.9605 0.996 4,333

Figure 4 presents the confusion matrix of the best-performing model on the test set containing 17,730 samples. The
model correctly classified 11,349 legitimate URLs (True Negative) and 5,910 phishing URLs (True Positive). The
false positive count of 251 (legitimate URLS incorrectly flagged as phishing) represents a 2.16% false positive rate,
which is acceptable for practical applications. The false negative count of 220 (phishing URLS that escaped detection)
indicates that 96.41% of phishing URLs were successfully detected. The high recall (96.41%) demonstrates the
model's effectiveness in identifying phishing threats, while the high precision (95.93%) ensures that legitimate
websites are not unnecessarily blocked.

Statistical Significance and Time-Performance Analysis

McNemar's test was applied to assess whether the performance improvements were statistically significant. Table 9
presents the results. The proposed ensemble approach significantly outperforms most individual baseline models.
The improvements over Gradient Boosting (¥? = 18.23, p < 0.001), LightGBM (y*> = 20.74, p < 0.001), and CatBoost
(x* = 15.32, p < 0.001) are highly significant. The comparison with XGBoost (¥*> = 6.86, p = 0.0088) shows
significance at the p < 0.01 level. Interestingly, the comparison with Random Forest did not reach statistical
significance (p = 0.5959), suggesting comparable performance despite longer computation time.
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Figure 4. Confusion Matrix Results of the Best Model

Table 9. McNemar Test Results: Best Ensemble vs. Baseline Models

Comparison ¥ Statistic p-value Significance
Ensemble vs Random Forest 0.2812 0.5959 NS
Ensemble vs Gradient Boosting 18.2326 <0.001 faleie
Ensemble vs XGBoost 6.8571 0.0088 **
Ensemble vs LightGBM 20.7424 <0.001 folaiel
Ensemble vs CatBoost 15.3218 <0.001 el

*NS: Not significant (p>0.05), **: p<0.01, ***: p<0.001

It should be noted that the LightGBM, XGBoost, CatBoost, Gradient Boosting, and Random Forest models
referenced in Table 9 correspond to baseline configurations trained with default hyperparameters and the full feature
set, serving as reference points for assessing the contribution of the proposed framework. In contrast, the "Best Single
(LGBM)" model reported in Tables 13 and 15, and evaluated statistically in Table 14 represents the LightGBM
classifier trained on the L1+Boruta feature subset with hyperparameters optimized via Scikit-Optimize. Therefore,
the McNemar results in Table 9 (Ensemble vs. baseline LightGBM) and Table 14 (Best Ensemble vs. optimized Best
Single LGBM) are not directly comparable, as they evaluate fundamentally different pairs of models.

Figure 5 presents the relationship between training time and accuracy across representative configurations. Three
distinct clusters can be observed based on training time: a high-efficiency cluster (<5,000 seconds), a moderate-
efficiency cluster (5,000-10,000 seconds), and a low-efficiency cluster (>10,000 seconds). Within the high-efficiency
cluster, the best configuration (LGBM+XGB with Scikit-Optimize) achieves 97.34% accuracy in only 1,695 seconds.
Configurations in the moderate- and low-efficiency clusters do not provide accuracy improvements that justify their
substantially higher computational cost. For real-world deployment, configurations from the high-efficiency cluster
are therefore recommended.
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Figure 5. Relationship Between Training Time and Accuracy
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The performance of the proposed approach is compared with existing studies in the phishing URL detection literature,
as summarized in Table 10.
Table 10. Performance Comparison with Existing Studies

Study Year Method Dataset Size Accuracy AUC
Mohammad et al. 2014 SSNN 1,400 92.18% -
Jain & Gupta 2019 Logistic Regression 2,544 98.42% 0.996
Sahingoz et al. 2019 Ra”‘zﬁl”ﬂpF)oreSt 73,575 97.98% i
Rao & Pais 2019 PCA-Random Forest 3,526 99.55%

This study 2026 Hybrid+Ensemble 88,647 97.34% 0.996

The proposed approach achieves an AUC-ROC of 0.996 on a benchmark dataset of 88,647 URLs. While Jain &
Gupta (2019) reported an identical AUC value (0.996) on a smaller dataset of 2,544 URLs, direct cross-study
comparisons should be interpreted with caution due to differences in dataset composition, class balance, and feature
spaces. Although Rao and Pais (2019) reported a higher absolute accuracy of 99.55% using a PCA-based Oblique
Random Forest, their evaluation was conducted on a substantially smaller dataset of 3,526 URLs (2,119 phishing and
1,407 legitimate), which is approximately 25 times smaller than the dataset used in the present study. Larger datasets
typically present greater classification challenges due to higher diversity in URL patterns, making absolute-accuracy
comparisons across studies of different scales inherently limited. Sahingoz et al. (2019) reported 97.98% accuracy
on a comparably large dataset (73,575 URLs) using NLP-enhanced Random Forest, which is closer in scale to our
setting. Furthermore, the direct comparison conducted in this study on the same dataset and split reveals that
optimized ML structures remain competitive against deep learning baselines (MLP/ResidualMLP).

Deep Learning Comparison

To assess the relative superiority of machine learning-based models, MLP and ResidualMLP deep learning models
were trained on the same dataset, training/validation/test split, and feature space. For this benchmark, we used the
best ensemble configuration identified through Bayesian optimization on the validation set (CAT+XGB+LGBM,
Soft Voting; see Table 6). Table 11 presents the comparative results.

As shown in Table 11 and Figure 6, MLP and ResidualMLP deep learning models remained below the optimized
ML and ensemble structures on the same dataset. This finding suggests that for tabular phishing URL data with hand-
engineered features, tree-based models supported by strong feature selection and appropriate optimization offer a
more suitable solution.

Table 11. Performance Comparison of ML and Deep Learning Models

Model Method Val Val Test Test
Type F1 AUC F1 AUC
Optimized Single Model 0.9954

ML (LGBM + L1+Boruta | Scikit-Optimize) 0.9602 0.9957 0.9599
Optimized Ensemble 0.9960

ML (CAT+XGB+LGBM | Soft) 0.9601  0.9959 0.9617
ML Baseline (RF) 0.9553  0.9946 0.9555 0.9950
DL MLP 0.9420 0.9914 0.9419 0.9918
DL Residual MLP 0.9360  0.9906 0.9358 0.9908

Explainability Analysis

To evaluate the contribution of features obtained after hybrid feature selection to the model decision mechanism,
permutation importance and SHAP-based explainability analysis were performed on the best single model
(Lundberg & Lee, 2017). The top 10 most influential features are summarized in Table 12.
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Figure 6. Test F1 Comparison of the Best ML and DL Models.

Table 12. Top 10 Most Influential Features (Ranked by Mean SHAP value; Permutation Importance)

Rank Feature Permutation Importance Mean |SHAP|
1 time_domain_activation 0.0696 2.0070
2 qty_asterisk_directory 0.0253 1.8412
3 directory_length 0.0149 1.1930
4 gty_comma_directory 0.0066 1.1650
5 length_url 0.0128 0.7742
6 gty_dot_domain 0.0112 0.7331
7 ttl_hostname 0.0128 0.4439
8 asn_ip 0.0144 0.4382
9 qty_slash_url 0.0026 0.4137
10 file_length 0.0046 0.3861

As shown in Table 12 and Figure 7, model decisions are concentrated on a limited number of high-contribution
features. Notably, time_domain_activation and qty_asterisk_directory stand out prominently in both permutation
importance and SHAP scores. The close alignment between the permutation importance and SHAP values confirms
that the hybrid feature selection stage retained genuinely effective variables, not only reducing dimensionality but
also creating a cleaner representation space that supports model interpretability.

Additional Validation and Robustness Analysis

To assess whether results obtained on the main data split are specific to a single partition, the best baseline, the best
single ML model, and the best ensemble were re-evaluated under five different random seeds (42, 52, 62, 72, 82)
using repeated stratified holdout scenarios. The average results are presented in Table 13. Figure 8 shows the Test
F1 distribution across different data splits.

Table 13 shows that the best ensemble maintained the highest average test performance across all repeated holdout
scenarios. The low standard deviation values confirm that performance did not fluctuate significantly across different
data splits. The consistent directional advantage of the ensemble across repeated experiments suggests that this
improvement is systematic rather than coincidental. The statistical test results are summarized in Table 14.

The uniform p-value of 0.0625 observed across all Wilcoxon signed-rank test comparisons is a direct consequence
of the small sample size (n = 5 repeated holdout scenarios). The Wilcoxon signed-rank test applied to five paired
observations yields a discrete, limited set of possible p-values, with 0.0625 representing the minimum achievable p-
value under this configuration — corresponding to the case where one model consistently outperforms the other
across all five comparisons. Accordingly, p = 0.0625 should be interpreted as the strongest directional consistency
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attainable with n = 5, rather than as a coincidental result. This interpretation is further supported by the Bootstrap
confidence intervals reported in Table 14, which provide continuous uncertainty estimates independent of sample

size constraints.
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Table 13. Model Performance Under Repeated Stratified Holdout Validation

Model Test Accuracy Test F1 Test AUC
(mean * std) (mean = std) (mean * std)
Baseline (RF) 0.9699 + 0.0013 0.9565 + 0.0019 0.9950 + 0.0004
Best Single (LGBM) 0.9728 = 0.0016 0.9607 £ 0.0023 0.9956 + 0.0002
Best Ensemble 0.9735 + 0.0014 0.9617 + 0.0020 0.9959 + 0.0002
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Figure 8. Test F1 Score Distribution Across Five Stratified Holdout Scenarios
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Table 14. Summary Results from McNemar, Bootstrap, and Wilcoxon Tests

Comparison Test Type Statistical Result
Baseline vs. Best Single Significant (p = 0.0008)
Baseline vs. Best Ensemble McNemar Significant (p <0.001)
Best Single vs. Best Ensemble Not significant (p = 0.4351)
. . Favors best single; 95% CI [0.0017,
Baseline vs. Best Single 0.0068]
. Bootstrap Favors ensemble; 95% CI [0.0026,
Baseline vs. Best Ensemble (Test F1) 0.0072]

Limited; 95% CI
[-0.0009, 0.0024]
Consistent trend favoring best single

Best Single vs. Best Ensemble

Baseline vs. Best Single

(p = 0.0625)
Baseline vs. Best Ensemble Wilcoxon (Repeated) Consistent tren_d favoring ensemble
(p = 0.0625)
. Small trend favoring ensemble
Best Single vs. Best Ensemble (b = 0.0625)

Component-Based Ablation Evaluation

The multi-level comparisons conducted in this study serve as a component-based ablation evaluation. Table 15
summarizes the relative effect of the main experimental components

Table 15. Summary of Component-Based Ablation Evaluation

Comparison Model Representative Model Test F1 Interpretation
Baseline RF 0.9555 Reference without FS or
optimization
Hybrid FS + LGBM + L1+Boruta + Scikit-Optimize ~ 09599  C'ear gain from hybrid FS
Bayesian HPO and optimizer
Hybrid FS + HPO + CAT+XGB+LGBM + Soft 09617 Limited but cons_lstent
Ensemble ensemble gain
DL comparison MLP 0.9419 ML outperforms DL on

tabular data

The largest performance jump occurs in the transition from the baseline to the best single model incorporating hybrid
FS and Bayesian HPO. The ensemble component provides a more limited but consistent additional contribution. This
finding indicates that the main performance gain originates primarily from more discriminative feature representation
and appropriate model-optimizer matching, rather than from model combination alone.

DISCUSSION

The experimental results demonstrate the effectiveness of the proposed hybrid feature selection and ensemble
learning framework for phishing URL detection. The hybrid L1+Boruta combination achieved 97.34% accuracy,
surpassing standalone methods and demonstrating the benefit of combining embedded and wrapper approaches. This
finding aligns with recent studies emphasizing the superiority of hybrid feature selection approaches (Pudjihartono
etal., 2022).

The relationship between feature count and model accuracy exhibits a non-monotonic pattern. Methods selecting
fewer than 20 features achieved accuracy below 96%, indicating underfitting due to insufficient discriminative
information. Conversely, methods selecting between 27-47 features consistently achieved accuracy above 96%,
suggesting an optimal feature range. This observation is consistent with the bias-variance tradeoff principle in
machine learning.

Among the three Bayesian optimization frameworks evaluated, Scikit-Optimize achieved the highest accuracy, while
Optuna provided the fastest optimization time. Scikit-Optimize therefore offers the best accuracy when
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computational budget is sufficient, whereas Optuna is preferable for time-constrained scenarios. The significant
speedup of both Scikit-Optimize and Optuna over HyperOpt has practical implications for resource-constrained
deployment, particularly in real-time phishing detection systems where response time is critical.

The ensemble configuration analysis revealed that simpler two-model ensembles (LGBM+XGB) matched the
performance of more complex configurations. This finding suggests that ensemble diversity, rather than model
quantity, is the critical factor for achieving high performance (Mienye & Sun, 2022). From a practical perspective,
this supports the recommendation of employing simpler ensemble architectures when computational efficiency is a
priority. A similar pattern has been reported in tabular time-series forecasting, where XGBoost substantially
outperformed LSTM and Random Forest on a nine-year Turkish electricity consumption dataset, reaching a markedly
lower MAPE than its deep-learning counterpart (Ttmse, 2025). The consistency between that finding and the present
results—where gradient-boosted models also outperformed MLP and ResidualMLP baselines—indicates that, for
moderately sized, feature-engineered tabular data, carefully optimized gradient boosting ensembles remain a highly
competitive alternative to deep neural architectures.

The findings have several practical implications for machine learning system design. The performance difference
between the best and worst configurations exceeds 2 percentage points in Fl-score (96.17% vs. 93.85%),
demonstrating that configuration selection has a substantial practical impact. The analysis also reveals diminishing
returns in ensemble complexity, as quadruple configurations did not outperform well-chosen dual configurations.
This suggests that computational resources are better invested in optimization quality rather than model quantity.
Furthermore, the success of set intersection-based feature selection in reducing dimensionality by 58% while
maintaining accuracy supports its applicability to other high-dimensional classification problems in cybersecurity,
medical diagnosis, and fraud detection domains.

The deep learning comparison conducted on the same dataset and split revealed that MLP and ResidualMLP models
underperformed compared to optimized ML and ensemble structures (Table 11, Figure 6). This finding indicates that
for tabular phishing URL data with hand-engineered features, tree-based models remain more competitive. The
explainability analysis further demonstrated that model decisions are concentrated on a limited number of high-
contribution features, confirming that the hybrid feature selection stage retained genuinely effective variables (Table
12, Figure 7). The additional validation experiments across five different random seeds confirmed that performance
advantages are not specific to a single data split, providing stronger evidence for the generalizability of the proposed
framework (Table 13, Figure 8).

The high performance metrics obtained in this study (Test AUC: 0.9960, Test F1: 0.9617) warrant a careful
examination of potential overfitting and data leakage risks. Several methodological safeguards were implemented to
address these concerns. First, SMOTE oversampling was applied exclusively to the training set after the
train/validation/test split, ensuring that no synthetic samples influenced the validation or test evaluations. Second, all
hyperparameter optimization was conducted on the validation set, with the test set reserved solely for final
performance reporting — it was never used to guide any modeling decision. Third, the low standard deviation values
observed across five different random seeds (Test F1: 0.9617 + 0.0020, Table 13) confirm that results are not specific
to a single favorable data partition. Fourth, the consistent gap between training and test performance remained within
acceptable bounds across all 252 configurations, with no configuration exhibiting test performance substantially
exceeding validation performance. Collectively, these controls indicate that the reported results reflect genuine
generalization rather than overfitting or data contamination.

This study has several limitations that should be acknowledged. The dataset, although comprehensive, may not fully
represent the continuously evolving nature of phishing attacks and novel evasion techniques. The study focused
exclusively on URL-based features and did not incorporate content-based, visual, or behavioral features that could
potentially improve detection accuracy. Additionally, temporal aspects of phishing detection, including concept drift
and model degradation over time, were not addressed. Future research should implement continuous learning
frameworks with periodic model retraining to address temporal drift challenges. The adversarial robustness of the
proposed framework was also not explicitly evaluated, and future work should incorporate adversarial training
techniques to enhance robustness against sophisticated evasion attacks.

CONCLUSION
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This study presented a systematic framework for phishing URL detection that evaluates hybrid feature selection
methods, Bayesian hyperparameter optimization strategies, and ensemble learning configurations. The framework
was extended with deep learning comparisons, explainability analysis, and additional validation experiments to
provide a more comprehensive evaluation. Through 252 optimized model configurations evaluated on 88,647 URLS,
the research provides empirical evidence for the effectiveness of integrated machine learning approaches in
cybersecurity applications.

The experimental results demonstrate that the hybrid L1+Boruta feature selection method achieves superior
performance by selecting 47 informative features from the original 111 features, representing a 58% dimensionality
reduction. Among Bayesian optimization frameworks, Scikit-Optimize delivers the highest accuracy and Optuna
delivers the fastest optimization time; together they bracket the practical accuracy-time tradeoff space. The ensemble
analysis reveals that the LGBM+XGB two-model configuration achieves equivalent accuracy to more complex
configurations, indicating that careful model selection is more important than ensemble size.

The optimal configuration achieved 97.34% accuracy, 96.17% F1-Score, and 0.996 AUC-ROC. These results
demonstrate the potential of systematic, multi-component optimization approaches for developing robust phishing
detection systems. Deep learning-based models (MLP and ResidualMLP) yielded lower performance on the same
dataset and split, confirming that optimized tree-based ML structures remain competitive for tabular phishing URL
data (Table 11). SHAP and permutation importance analyses validated that the hybrid feature selection stage retained
genuinely effective variables (Table 12, Figure 7), while repeated holdout experiments demonstrated the robustness
of the proposed framework across different data splits (Table 13, Figure 8). Beyond the specific application to
phishing detection, the systematic optimization methodology presented in this study can be effectively applied to
other cybersecurity classification tasks, including malware detection, intrusion detection, and fraud identification.

Future research directions include incorporating deep learning-based feature extraction to capture complex URL
patterns, developing real-time detection systems capable of processing streaming data, cross-dataset validation across
multiple phishing datasets, exploring adversarial robustness against sophisticated evasion attacks, and extending the
framework to detect other web-based threats.

Artificial Intelligence Contribution Statement

Grammarly was used to correct grammatical and spelling errors, while Claude was employed to enhance the fluency
of the text. All content, including text, data analysis, and figures, was solely generated by the authors.

Data and Code Availability

The datasets used in this study are publicly available (Vrbanci¢ et al., 2020). All methodological details required to
reproduce the experimental pipeline are explicitly documented within the article and its tables. Further inquiries can
be directed to the corresponding author.
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