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Abstract

The neoclassical paradigm rests on the assumption that economic 
agents possess the cognitive capacity to instantaneously identify and 
adopt best-response strategies, thereby driving markets toward Nash 
Equilibrium. However, this assumption of hyper-rationality becomes 
untenable in environments characterized by high-frequency stochastic 
shocks, where the cost of calculation is non-trivial. This paper investigates 
the evolutionary stability of two distinct cognitive phenotypes—rational 
optimizers (who pay a cognitive cost to maximize expected utility) and 
imitators (who costlessly adopt the prevailing strategy of successful peers) 
within a stochastic evolutionary game framework. By coupling replicator 
dynamics with a regime-switching payoff matrix, the paper demonstrates 
a counterintuitive volatility paradox. While rational optimizers dominate 
in static or low-variance environments, volatility above a critical threshold 
destabilizes the rational equilibrium. In high-turbulence regimes, the speed 
of heuristic adaptation (imitation) yields a higher survival probability 
than the precision of calculation, effectively rendering herd behavior an 
evolutionarily stable strategy (ESS). The paper further analyzes bifurcation 
points at which the population transitions from a monomorphic rational 
state to a polymorphic equilibrium, providing a theoretical foundation 
for the persistence of bounded rationality in complex financial markets.
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Introduction

The canonical framework of microeconomic theory posits that 
equilibrium outcomes emerge from the interaction of agents who, if 
not perfectly rational, act as if they were maximizing utility functions 
under clear constraints (Friedman, 1953, p. 31-33). In this standard 
view, deviations from the Nash Equilibrium are transient frictions 
that are rapidly corrected by arbitrage and optimization. However, 
a growing body of literature in Evolutionary Game Theory (EGT) 
challenges this teleological view, suggesting that equilibrium selection 
is not a function of foresight, but of historical survival (Smith, 1982; 
Weibull, 1995).

While EGT has successfully modeled how boundedly rational agents 
converge to equilibrium through trial and error, a critical theoretical 
tension remains unresolved: the trade-off between the  precision  of 
decision-making and the  cost  of information processing. Standard 
replicator dynamics models often assume fixed payoff matrices, 

Öz

Neoklasik paradigma, iktisadi ajanların en iyi tepki stratejilerini anında tanımlayıp 
benimseyecek bilişsel kapasiteye sahip olduğunu ve böylece piyasaları Nash Dengesine 
doğru ittiğini varsayar. Ancak bu aşırı-rasyonalite varsayımı, hesaplama maliyetinin 
kayda değer olduğu yüksek frekanslı stokastik şoklarla karakterize edilen ortamlarda 
sürdürülemez hâle gelir. Bu çalışma, stokastik bir evrimsel oyun çerçevesinde iki 
farklı bilişsel fenotipin—beklenen faydayı maksimize etmek için bilişsel maliyet 
ödeyen rasyonel ajanlar ile başarılı akranların stratejilerini maliyetsiz biçimde taklit 
eden imitasyoncuların—evrimsel kararlılığını incelemektedir. Çalışma, replikatör 
dinamiklerini rejim-değiştiren bir getiri matrisiyle birleştirerek sezgisel olmayan 
bir oynaklık paradoksunu ortaya koymaktadır. Durağan veya düşük varyanslı 
ortamlarda rasyonel optimizatörler baskın olsa da belirli bir kritik eşik üzerindeki 
oynaklık, rasyonel dengeyi istikrarsızlaştırmaktadır. Yüksek türbülanslı rejimlerde, 
hesaplama doğruluğundan çok uyarlanabilir sezgiselliğin (imitasyonun) hızı daha 
yüksek bir başarı olasılığı sunmakta ve sürü davranışını evrimsel olarak istikrarlı bir 
strateji hâline getirmektedir. Makale ayrıca, popülasyonun monomorfik rasyonel bir 
durumdan polimorfik bir dengeye geçtiği çatallanma (bifurcation) noktalarını analiz 
ederek, karmaşık finansal piyasalarda sınırlı rasyonelliğin kalıcılığına ilişkin teorik 
bir temel sunmaktadır.

Anahtar Kelimeler: Evrimsel Oyun Teorisi, İktisat Teorisi, Sınırlı Rasyonalite; Replikatör 
Dinamikleri.
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implying that agents have infinite time to learn the optimal strategy. 
Yet, in real-world economic systems—particularly financial markets 
and competitive oligopolies—the underlying rules of the game (the 
payoff matrix) are subject to exogenous stochastic shocks.

This paper addresses a fundamental question at the intersection of 
game theory and behavioral economics:  Under what environmental 
conditions does the evolutionary cost of rationality exceed its benefits

Literature Review

The theoretical foundation of this paper bridges three distinct 
but interconnected strands of economic literature: the constraints 
imposed by bounded rationality on information-processing costs, 
the mechanics of social learning through imitation, and the selection 
of equilibria under stochastic evolutionary dynamics. The departure 
from the neoclassical assumption of costless optimization traces its 
roots to the seminal work of Simon (1955), who argued that economic 
agents are satisficers constrained by computational limits rather than 
perfect utility maximizers. This concept challenges the standard 
microeconomic paradigm by positing that rationality is not a fixed 
inherent trait, but an economic good in itself; agents invest in calculation 
only when the marginal benefit of precision exceeds the marginal 
cost of computation. Conlisk (1996, p.692) formalized this trade-off, 
demonstrating that when deliberation is costly, full rationality is rarely 
the optimal strategy, and that heuristic behaviors should be viewed 
not as errors, but as efficient adaptations to the cost of cognition.

Building upon this critique of hyper-rationality, EGT offers a 
mechanism to explain how efficient market outcomes can emerge 
without presuming individual omniscience. The classical defense of 
the rational actor model, articulated by Friedman (1953) and Alchian 
(1950), suggests that market forces act as a natural selection mechanism, 
eliminating inefficient agents so that the survivors act as if they were 
rational optimizers. However, this functionalist argument leaves the 
specific mechanism of survival undefined. The literature on replicator 
dynamics fills this void by modeling the propagation of successful 
strategies through population-level learning. The foundational 
contribution by Taylor and Jonker (1978, p.147-149) established the 
replicator dynamic as the canonical equation for frequency-dependent 
selection, demonstrating how growth rates of specific strategies are 
strictly determined by their payoff relative to the population average.
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Within this evolutionary framework, imitation emerges as the 
primary alternative to costly calculation. A distinct stream of literature 
investigates why and when agents choose to copy peers rather than 
compute solutions from scratch. Schlag (1998, p. 152-156) provided the 
rigorous micro-foundations for this behavior, proving that in a multi-
armed bandit setting, the proportional imitation rule is the regret-
minimizing strategy for boundedly rational agents. Similarly, Gale 
and Rosenthal (1999) demonstrated that simple imitation dynamics 
can lead populations to Walrasian equilibria even in the absence of 
explicit optimization. However, a limitation of these earlier models is 
their reliance on static environments; they generally assume that the 
best strategy remains constant long enough for imitators to converge 
upon it. This creates a theoretical gap regarding the efficacy of imitation 
when the underlying payoff matrix is subject to rapid exogenous shifts.

To address the dynamics of unstable environments, we must turn to 
the literature on stochastic stability. The pivotal contribution by Foster 
and Young (1990)  introduced the concept of the stochastically stable 
equilibrium (SSE), fundamentally altering the understanding of 
equilibrium selection. They showed that in evolutionary systems 
subject to continuous noise, the system does not merely settle into any 
Nash equilibrium, but spends almost all its time in a specific subset of 
equilibria that are robust to perturbations. This was further developed 
by Kandori et al., (1993) —often referred to as the KMR model—which 
analyzed how mutation-driven noise allows populations to escape local 
optima and jump between basins of attraction. In the KMR framework, 
the noise is internal to the agent (experimentation or error).

Our research diverges from the KMR and Foster and Young tradition 
in a critical way. While those models typically utilize noise to refine 
equilibrium selection in a fixed game (helping agents find the global 
maximum), we model noise as  environmental volatility  (shifting 
the global maximum itself). By synthesizing the cost of cognition 
arguments of Conlisk with the stochastic stability tools of Foster and 
Young, we argue that high-variance environments create a selection 
pressure that actively penalizes the slow precision of the rational agent, 
thereby favoring the agile heuristics of the imitator.

The Model

The paper consider an infinite population of risk-neutral agents 
normalizing to mass 1. Time is continuous, indexed by t∈[0,∞). At any 
given instance, agents must adopt one of two cognitive strategies to 
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determine their economic action at ∈ R. The state of the population is 
described by xt ∈ [0,1], representing the fraction of  imitators, while  
(1 - xt ) represents the fraction of Rational Optimizers.

The Stochastic Environment

The fundamental economic problem is to align one’s action at     with 
an exogenous, stochastically moving target θt (the optimal market 
position). The environment is characterized by a regime-switching 
process.   The target θt follows a driftless Brownian motion with 
volatility parameter σ 

Where Wt is a standard Wiener process. The payoff function π (at, θt )  
for an agent taking action at is quadratic loss, representing the penalty 
for deviating from the market optimum

Where β > 0 is the maximum potential yield and γ > 0 is the sensitivity 
of payoffs to error.

Cognitive Strategies and Payoffs

The population is bifurcated into two distinct cognitive phenotypes, 
defined by their approach to information acquisition and processing. 
The first strategy, the rational optimizer (R) embodies the neoclassical 
ideal of the informed agent who actively invests in observing the state 
of the world θt. However, the paper relaxes the assumption of costless 
omniscience; information acquisition incurs a strictly positive cognitive 
flow cost, denoted as c > 0.

Furthermore, the quality of this information is endogenous to the 
market environment. We posit that in high-volatility regimes, the 
signal extracted by agents becomes increasingly corrupted by noise. 
Accordingly, the Rational agent observes a signal

Where the error term is normally distributed as ηt   ∼N(0,ασ2 ). The 
parameter α scales the noise variance relative to environmental 
volatility, reflecting the fundamental difficulty of forecasting in 
turbulent markets. Acting as a Bayesian updater, the rational agent 
plays the best response to the observed signal, setting 
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Consequently, their expected payoff is determined by the precision of 
their signal relative to the cost incurred, formalized as

This equation highlights a critical trade-off: the rational agent pays a 
fixed cost to minimize, but not eliminate, the variance of their error.

Conversely, the  Imitator (I)  phenotype operates under a regime of 
bounded rationality and informational parsimony. This agent avoids 
the cognitive cost entirely by forgoing direct observation of the 
stochastic variable θt . Instead, the Imitator relies on a social learning 
heuristic, determining their strategy by replicating the action of a 
randomly sampled peer from the preceding period. In the continuous-
time limit, this implies that the Imitator’s action aI is a lagged variable 
of the population average. While this strategy allows Imitators to 
effectively free-ride on the information embedded in the population’s 
aggregate behavior, it introduces two distinct sources of inefficiency: 
information latency and signal dilution. 

Because the target θt is a diffusion process, copying a past action—
even an optimal one—incurs a penalty due to the movement of the 
target during the imitation lag. Moreover, the quality of the social 
signal depends on the composition of the population; if the frequency 
of rational agents (1 - x) is high, the pool of observable actions is 
information-rich. However, as the frequency of imitators xt increases, 
the population average becomes increasingly decoupled from the 
fundamental θt creating a feedback loop of error.

The paper models the imitators expected payoff as a function of this 
volatility-induced lag and the prevalence of non-optimizing agents, 
given by

Where τσ2 represents the composite lag penalty that monotonically 
increases with environmental volatility.

The Volatility Paradox

The central tension of the model arises when we equate the fitness 
functions of the two strategies to analyze the evolutionary trajectory of 
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the population. The direction of selection is determined by the sign of 
the fitness differential, defined as

Simplifying this expression reveals the structural determinants of 
survival

This equation allows us to decompose the relative advantage of the 
Imitator into two components

•	 the saved cost of cognition (c)
•	 the avoided signal noise γασ2, net of the penalty incurred by the 

imitation lag γτσ2xt.
In a static environment where σ → 0 the terms involving volatility 
vanish, and the fitness differential becomes

confirming that costly rationality is evolutionarily disadvantageous 
when there is no new information to process. However, the dynamics 
become non-trivial as volatility is introduced.

Here, the paper observes the condition for what rationality in 
retreat.  The rational strategy is evolutionarily strictly dominated—
meaning it yields a lower payoff than imitation regardless of the 
population distribution—if the combined burden of cognitive costs 
and signal noise exceeds the maximum penalty of imitation lag. 

Mathematically, imitation becomes the global ESS when the inequality

holds.  This inequality formalizes the central hypothesis regarding 
the relationship between environmental turbulence and cognitive 
adaptation. The term on the left represents the cost of accuracy (both 
fixed and variable), while the term on the right represents the cost of 
delay.

If the environmental noise ασ2 scales faster than the lag penalty τσ2, a 
critical tipping point emerges. The paper defines this as the volatility 
threshold. For any environmental volatility the market enters a regime 
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where ignorance (imitation) strictly outperforms calculation. In this 
hyper-volatile state, the effort to track the fundamental value via 
calculation is rendered futile by the noise, whereas the herd benefits 
from a form of inertia that, while inaccurate, is statistically safer than 
the error-prone pursuit of a rapidly moving target.

Thus, the paper demonstrates that herding behavior is not necessarily 
an aberration of rationality, but the mathematically inevitable outcome 
of an evolutionary process where the speed of environmental change 
outpaces the precision of individual cognition.

Analysis and Results

The paper proceeds by characterizing the asymptotic behavior of the 
population dynamics defined in Section 3, specifically analyzing the 
stability of the stationary points as a strictly monotonic function of 
environmental volatility σ. Evolution of the imitator frequency xt is

Where ∆π represents the payoff differences.

By substituting the derived payoff functions into this canonical 
equation of motion, the explicit autonomous differential equation 
governing the system is obtained

This cubic polynomial admits three potential equilibria: the two 
boundary states x = 0 (monomorphic rationality) and x = 1(monomorphic 
imitation), and a potential interior equilibrium x*.

Stability Analysis

To rigorously establish the robustness of the equilibrium results 
derived in the preceding section, the paper formally characterizes the 
local asymptotic stability of the system’s fixed points through linear 
stability analysis. The evolutionary trajectory of the population is 
described by the nonlinear ordinary differential equation

The stability of any fixed point x̂ ∈ {0,1,x*} is determined by the sign of 
the Jacobian eigenvalue  evaluated at that point; specifically, a 
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fixed point is locally asymptotically stable (a sink) if λ < 0 and unstable 
(a source) if λ > 0.

The paper begins by analyzing the boundary equilibrium corresponding 
to a monomorphic population of Rational Optimizers. Differentiating 
the growth function with respect to  yields the general expression

Evaluating this at the origin   the second term vanishes, and the 
expression simplifies to

Since the parameters are strictly positive , it follows that λ0 > 0. This 
positive eigenvalue confirms that the state of pure rationality is a 
hyperbolic repeller. In evolutionary terms, this implies that the pure 
strategy R is not an ESS; any infinitesimal invasion by a mutant Imitator 
will initially grow exponentially, as the free-riding fitness advantage is 
strictly positive when the population is fully informed. Consequently, 
the dynamical system is permanently ejected from the boundary  x = 0, 
forcing the population into the interior of the simplex (0,1). 

The paper next turns attention to the interior polymorphic equilibrium, 
defined by the condition

This condition implies that the fitness of calculation equals the 
fitness of imitation, or mathematically, that the bracketed term in the 
replicator equation vanishes. To assess the stability of x* the derivative 
g' (x)  should be interpreted at the interior point. . Because ∆π(x*) = 0 by 
the definition the first term of the product rule expansion (1-2x)∆π(x) 
is zero. The stability thus depends entirely on the second term  x(1-
x)∆π'(x).

Calculating the derivative of the fitness differential function yields

Substituting this back into the eigenvalue equation
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For any non-trivial volatility σ > 0, the lag penalty term γτ(σ2) is strictly 
positive. Furthermore, since the equilibrium lies in the interior (0,1)  the 
product is also strictly positive. Therefore, the eigenvalue λ* is strictly 
negative. This result provides the sufficient condition for Lyapunov 
stability: the interior equilibrium  is a globally asymptotically stable 
attractor within the open interval (0,1). his mathematical result reflects 
the fundamental negative feedback loop inherent in the model: as the 
density of Imitators increases, the quality of the aggregate social signal 
degrades (due to the lag effect), which reduces the payoff to imitation 
relative to calculation, thereby generating a restoring force that pulls 
the population back to x*.

Finally, the paper considers the high-volatility regime where the 
interior equilibrium collides with the boundary x = 1. Evaluating the 
general derivative at x = 1

This expression is negative if and only if 

Thus, a transcritical bifurcation occurs at the volatility threshold σcrit. 
Below this threshold, x = 1 is unstable (rational agents can invade 
because the signal is good enough relative to cost); above this threshold, 
x = 1 becomes a stable sink.

Further strengthen this analysis can be achieved by constructing a 
Lyapunov function

for the interior case, or by appealing to the theorem of Dulac to rule 
out limit cycles in this one-dimensional phase space. Since the phase 
space is the compact line segment [0,1] and the vector field does 
not change sign except at the fixed points, the Poincaré-Bendixson 
theorem guarantees that all trajectories must converge to the stable 
equilibrium. Therefore, the volatility paradox is not merely a transient 
phenomenon but the mathematically inevitable long-run outcome of 
the evolutionary process.



523

Rationality in Retreat: Imitation Dynamics vs. Best-Response in 
Volatile Markets

Aras YOLUSEVER /

TESAM

Simulation

To empirically corroborate the analytical findings derived in Section 
4 and to explore the transient dynamics of the population toward 
equilibrium, the paper conducts a series of numerical simulations.

The dynamical system defined by the differential equation 10.1 is 
solved using the Python programming language, utilizing the scipy.
integrate.odeint library for high-precision integration of the ordinary 
differential equations. The simulation strategy is twofold: first, it 
examines the time-evolution of the population vector from varying 
initial conditions to visualize the convergence properties of the system; 
second, constructs a bifurcation diagram to systematically map the 
location of the ESS as a continuous function of the environmental 
volatility parameter σ.

The baseline parameters for the simulation are calibrated to represent 
a standard market environment where information is costly (c = 0.5)  
and agents are risk-neutral with respect to variance scaling (y = 1.0)  
while the noise sensitivity (a = 2.0), and lag penalty (τ = 3.0) are set to 
ensure a non-trivial trade-off between the two strategies.

The first phase of the simulation analysis investigates the trajectory 
of the system under two distinct volatility regimes: a low volatility 
scenario (σ = 0.1) and a high volatility scenario (σ = 0.3). In the low-
volatility regime, the numerical results confirm the existence of a stable 
interior equilibrium. Regardless of the initial population distribution—
whether the market starts dominated by Rational Optimizers (x0 = 
0.1)  or dominated by Imitators (x0 = 0.9) all trajectories asymptotically 
converge to a strictly interior fixed point x* < 1. This confirms the 
theoretical prediction that when noise is manageable, the market 
supports a polymorphic population where informed agents provide the 
price discovery signal that sustains a parasitic margin of uninformed 
imitators. Crucially, the system does not collapse to pure imitation; the 
restoring force generated by the negative frequency dependence (the 
degradation of the social signal as x increases) effectively curbs the 
growth of the heuristic strategy.

However, the dynamics exhibit a fundamental qualitative shift in the 
high-volatility regime σ = 0.3, offering strong numerical evidence for 
the volatility paradox. As predicted, the increase in exogenous noise 
destabilizes the interior equilibrium. The simulation reveals that the 
cost of accuracy (composed of the fixed cost c plus the amplified signal 
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noise ασ2) overwhelms the penalty of lag. Consequently, the selection 
gradient becomes strictly positive for all x ∈ [0,1]. The numerical 
trajectories for this scenario show a rapid, monotonic convergence 
toward the boundary x = 1.

Even when the simulation is initialized with a robust majority of rational 
optimizers, the population inevitably drifts toward the monomorphic 
state of total imitation. This result is significant as it demonstrates 
that high volatility does not merely degrade the performance of all 
agents equally; rather, it disproportionately penalizes the strategy that 
relies on precision (rationality), thereby conferring a relative fitness 
advantage to the strategy that relies on rough heuristics (imitation).

To rigorously define the transition between these regimes, the second 
phase of the simulation generates a bifurcation diagram plotting the 
stable equilibrium against a continuous range of volatility σ ∈ [0,0.4].  
The resulting curve visualizes the equilibrium rate of ignorance. 
The paper observes a strictly positive, convex relationship between 
volatility and the share of imitators. As σ increases from zero, the 
equilibrium share x* rises, reflecting the diminishing marginal utility 
of costly information. The diagram identifies a precise critical threshold 
σcrit ≈ 0.22, which marks the transcritical bifurcation point.

For all σ < σcrit the system is stable in the interior; for all σ < σcrit  the 
attractor is fixed at the boundary x = 1. This visualization provides a 
robust confirmation of the analytical derivation, demonstrating that the 
extinction of rationality is not a stochastic accident but a deterministic 
outcome of the structural parameters. The bifurcation diagram 
effectively maps the survival zone of the rational agent, showing that 
homo economicus is an endangered species that can only thrive in 
environments of relative tranquility, whereas the herd mentality is the 
evolutionarily robust response to chaos.
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Figure 1. 

Low and High Volatily

Source: Prepared by the Author.

Figure 2. 

The Volatility Paradox

Source: Prepared by the Author.
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Parameter Calibration and Justification

While the primary contribution of this paper is analytical, the validity 
of the numerical simulations relies on the selection of parameter values 
that are both theoretically consistent and representative of empirically 
plausible economic environments. The specific values utilized in the 
baseline simulation -c = 0.05,γ = 1.0,α = 2.0 and τ = 3.0- are not arbitrary 
artifacts; rather, they are calibrated to isolate the structural mechanics 
of the volatility paradox while adhering to standard conventions in the 
behavioral economics and information theory literature.

First, regarding the cognitive cost parameter c = 0.05 the paper draws 
upon the near-rationality literature established by Akerlof and Yellen 
(1985, p.711-712) and further developed by Conlisk (1996, p. 683-685). 
In these frameworks, the cost of optimization is modeled as epsilon-
small relative to the total potential surplus β. If c were set too high 
(e.g., c > 0.5β) the rational strategy would be strictly dominated even 
in static environments, rendering the evolutionary analysis trivial. By 
setting c at a modest 5% of the normalized unit payoff, the simulation 
captures the subtle but decisive friction of information processing. 
This value effectively represents the shadow price of calculation—
sufficiently low to make rationality the dominant strategy in stable 
times, yet sufficiently positive to create vulnerability during periods 
of turbulence.

Second, the sensitivity parameter γ = 1.0 serves as the numeraire for 
the payoff function. Following the standard practice in quadratic loss 
estimation models (Sims, 2003, p.687-689), the paper normalizes the 
loss coefficient to unity without loss of generality. Since the replicator 
dynamics are invariant to affine transformations of the payoff matrix, 
scaling γ would merely rescale the time dimension of convergence 
without altering the topological structure of the equilibrium or the 
location of the bifurcation point. Thus, γ = 1.0 provides the clearest 
baseline for comparing relative payoffs.

The most critical calibration concerns the relationship between the 
noise scaling factor α = 2.0 and the lag penalty factor τ = 3.0. These 
parameters quantify the signal-to-noise ratio and the information 
delay respectively.   The choice of τ = 3.0  is motivated by the sticky 
information models of Mankiw and Reis (2002, p.1295), which suggest 
that information diffuses through populations with a measurable 
lag.  Simulation models the imitator as lagging significantly behind 
the fundamental (a factor of 3 relative to volatility variance) to reflect 
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the compounded delay of observing  peers  rather than the  market. 
The specific inequality τ > α is essential to the model’s non-triviality;  
τ < α  the rational agent would be blinder than the imitator even at low 
volatility, and no bifurcation would occur.

By calibrating τ > α the simulation ensures that the system begins 
in a rational-dominant regime and only transitions to an imitator-
dominant regime when the nonlinear scaling of variance σ2 activates 
the threshold condition derived. These values therefore represent a 
conservative test of the volatility paradox, demonstrating that even 
when imitators suffer a severe informational lag (τ = 3.0) they can still 
displace rational agents if the environmental noise (α) rises sufficiently 
to negate the value of costly precision.

Discussion and Conclusion

The analytical and numerical investigations undertaken in this study 
converge upon a fundamental re-assessment of the evolutionary 
viability of rationality within economic systems. By developing an 
evolutionary game-theoretic framework that explicitly incorporates 
the cost of cognition’ against a backdrop of environmental 
stochasticity, the analysis reveals that the dominance of the rational 
agent—long regarded as the conceptual cornerstone of neoclassical 
microeconomics—constitutes not an invariant principle but a 
contingent outcome critically shaped by environmental stability.

The central result, articulated as the volatility paradox, challenges the 
conventional intuition that increasingly turbulent markets require 
progressively more sophisticated information processing. Instead, 
the model demonstrates that once the variance of exogenous shocks 
surpasses a critical bifurcation threshold, the marginal efficiency of 
cognitive effort deteriorates sharply. In this hyper-volatile regime, 
compounding errors in signal extraction overwhelm the benefits of 
rational optimization, rendering the rational optimizer evolutionarily 
unfit. The system subsequently undergoes a phase transition in 
which the population gravitates toward a monomorphic equilibrium 
characterized by total imitation. This finding implies that the herding 
dynamics frequently observed during episodes of financial distress need 
not be interpreted as psychological anomalies or failures of individual 
agency. Rather, such behavior may represent a mathematically robust 
ESS, emergent from the stringent selection pressures inherent in highly 
noisy environments.
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The theoretical implications of this study extend beyond the mechanics 
of the replicator dynamic and contribute to a refinement of the 
Grossman–Stiglitz paradox concerning the informational efficiency of 
markets (Grossman and Stiglitz, 1980). The classical paradox asserts 
that perfectly efficient markets are infeasible because fully revealing 
prices would eliminate the incentive to acquire information. The 
present framework introduces a volatility-contingent dimension to this 
insight, demonstrating that informational equilibrium is not merely 
static but exhibits a critical threshold structure.

In low-volatility regimes, the evolutionary system supports a stable 
polymorphism in which rational, information-processing agents 
generate the price discovery mechanism that enables a fringe of 
imitators to free-ride. As volatility intensifies, however, the cost of 
precision borne by rational agents increases more rapidly than the 
cost of lag incurred by imitators. This differential scaling produces a 
counterintuitive epistemic outcome: when the environment becomes 
more complex and hazardous, the population’s aggregate level of 
information acquisition declines. The resulting extinction of the rational 
agent in high-volatility simulations indicates that severe turbulence 
erodes the very arbitrage mechanism required for market stabilization. 
Such a collapse opens the possibility of endogenous amplification, 
whereby the disappearance of rational arbitrage feeds back into the 
system and magnifies the initial volatility.

From an empirical standpoint, the results offer a structural account 
of the flight to simplicity frequently observed in asset markets during 
episodes of financial distress. In tranquil periods, fund managers and 
other economic agents devote substantial resources to fundamental 
analysis—an inherently costly form of rational information processing—
aimed at inferring the underlying state θt. When structural breaks or 
high-variance shocks render fundamental signals increasingly noisy 
and unreliable, the evolutionary calculus governing strategic behavior 
undergoes a qualitative shift.

The model indicates that in such environments, the evolutionarily 
optimal response is to abandon private signals in favor of mimicking 
aggregate market flows, effectively substituting value-based trading for 
momentum-driven heuristics. This mechanism provides a theoretical 
justification for the persistence and profitability of heuristic or rule-
based strategies within modern high-frequency trading ecosystems. 
While conventional finance theory tends to classify the retreat from 



529

Rationality in Retreat: Imitation Dynamics vs. Best-Response in 
Volatile Markets

Aras YOLUSEVER /

TESAM

fundamental analysis as irrationality, the evolutionary framework 
reinterprets it as an adaptive response to a deteriorating signal-to-
noise environment. When the informational return to cognitive effort 
falls below its retrieval cost, blind imitation becomes statistically less 
hazardous than misguided calculation.

The policy implications that emerge from this framework call for a 
reconsideration of how regulatory institutions conceptualize market 
stabilization. If high volatility functions as an evolutionary filter that 
selectively eliminates rational, information-processing agents, then 
volatility must be understood not merely as a symptom of market 
dysfunction but as an active driver of informational decay. Under 
this interpretation, interventions designed to suppress excessive 
fluctuations—such as circuit breakers, minimum tick-size requirements, 
or transaction taxes targeting high-frequency speculation—perform 
a role more fundamental than the conventional mandate of price 
smoothing.

By maintaining environmental variance σ below the critical threshold 
σcrit, such regulatory measures effectively preserve the ecological 
conditions necessary for the survival of rational agents. The containment 
of volatility within an acceptable bandwidth becomes a prerequisite for 
sustaining the incentive structure that underpins costly information 
acquisition and, by extension, the informational efficiency of prices. 
In contrast, a laissez-faire posture toward extreme volatility risks 
propelling the system beyond its bifurcation point, potentially trapping 
the market in a state of epistemic collapse in which no participant finds 
it evolutionarily advantageous to engage in fundamental discovery. 
Such a regime threatens to entrench a persistent ignorance equilibrium 
that cannot be reversed through marginal adjustments in individual 
incentives.

Although the model provides a rigorous mechanism for the 
transition between rationality and imitation, it relies on a mean-field 
approximation that presumes a homogeneous interaction topology. 
A natural extension for future research involves relaxing this 
assumption to examine how the dynamics unfold on complex, scale-
free, or otherwise heterogeneous networks. An important unresolved 
question concerns whether particular network configurations—such 
as star-shaped structures dominated by central influencers—might 
sustain localized pockets of rationality in high-volatility environments 
or instead accelerate the diffusion of imitative behavior. Despite these 
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open avenues, the current analysis establishes a robust baseline: 
rationality functions as a costly privilege enabled by environmental 
stability. Under extreme turbulence, the evolutionary objective ceases 
to be the pursuit of higher cognitive precision and shifts toward the 
safer adaptive strategy of herd alignment.
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