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ABSTRACT
Aims: To systematically compare the candidate-level classification performance of four state-of-the-art deep learning 
architectures—U-Net, ResNet-50, Vision Transformer (ViT-B/16), and YOLOv8—for pulmonary nodule candidate classification 
using patch-based classification on public benchmark CT datasets, and to evaluate the trade-off between detection accuracy and 
computational efficiency.
Methods: This computational study utilized publicly available, de-identified datasets including LUNA16 (Lung Nodule Analysis 
2016) and LIDC-IDRI (Lung Image Database Consortium). Candidate nodule locations were generated using a multi-scale 
Laplacian of Gaussian (LoG) blob detector applied to full CT volumes. From these candidates, 64×64×64 voxel patches were 
extracted and classified as true nodules or false positives. The dataset was partitioned at the patient level: 70% training, 15% 
validation, and 15% held-out test. Stratified 5-fold cross-validation was conducted exclusively within the training set for 
hyperparameter optimization. Four deep learning architectures were trained under identical protocols: U-Net (encoder-
decoder), ResNet-50 (residual CNN), ViT-B/16 (self-attention transformer, adapted to 3D patch input via 3D patch embedding), 
and YOLOv8 (real-time detector, applied slice-by-slice with 3D aggregation). Primary performance metrics included sensitivity, 
specificity, F1-score, mAP@0.5, and area under the ROC curve (AUC). Free-response ROC (FROC) analysis was performed 
following LUNA16 challenge standards, reporting sensitivity at 0.125, 0.25, 0.5, 1, 2, 4, and 8 false positives per scan (FP/
scan). Statistical comparisons focused on AUC using paired DeLong’s test with Bonferroni correction for multiple comparisons. 
Bootstrap confidence intervals (n=2,000 resamples) were computed for sensitivity, specificity, and F1-score.  
Results: Across 888 CT scans (1,186 annotated nodules; LUNA16 test set: 133 scans, 178 nodules), Vision Transformer achieved 
the highest candidate-level patch classification performance: sensitivity 94.2% (95% CI: 91.8–96.1%), specificity 92.8% (95% CI: 
90.3–94.9%), F1-score 0.935, mAP@0.5 0.947, and AUC 0.971 (95% CI: 0.958–0.982). Pairwise AUC comparisons using DeLong’s 
test confirmed superior discrimination for ViT-B/16 relative to the comparator architectures. FROC analysis demonstrated 
ViT-B/16 achieved the highest mean sensitivity at 7 operating points (CPM=0.847), outperforming ResNet-50 (CPM=0.798), 
YOLOv8 (CPM=0.781), and U-Net (CPM=0.762). However, ViT-B/16 required 3.2× longer inference time (8.4 vs 2.6 seconds/
scan) and 3.7× more trainable parameters than ResNet-50. YOLOv8 demonstrated superior computational efficiency with the 
shortest inference time (1.1 seconds/scan). 
Conclusion: The attention-based Vision Transformer architecture achieved superior candidate-level patch classification 
performance for pulmonary nodule candidate evaluation; however, this advantage must be weighed against substantial 
computational costs. Architecture selection should be guided by deployment context, with ResNet-50 offering optimal accuracy-
efficiency balance for clinical deployment and YOLOv8 for real-time screening applications.
Keywords: Deep learning, computer-aided detection, pulmonary nodules, Benchmark datasets, LUNA16,, FROC analysis

INTRODUCTION
Background and Motivation
Automated detection of pulmonary nodules in computed 
tomography (CT) imaging represents a fundamental challenge 
in medical image analysis, with direct implications for early 

lung cancer diagnosis and patient outcomes. Lung cancer 
remains the leading cause of cancer-related mortality globally, 
with five-year survival rates strongly correlated with stage at 
detection.1 Computer-aided detection (CAD) systems have 
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Table 1. Dataset provenance and partition summary

Dataset source Total scans Nodules Train (n) Validation (n) Test (n)

LUNA16 888 1,186 621 134 133

LIDC-IDRI overlap* 888 — Excluded Excluded Excluded

Additional LIDC-IDRI 0 — Not used Not used Not used
*All 888 LUNA16 scans are derived from LIDC-IDRI; they were identified by patient UID and no additional LIDC-IDRI scans were introduced. Partitioning is at patient/scan level; no scan appears in more than 
one partition.

emerged as promising tools for reducing radiologist workload 
and improving detection sensitivity, particularly for small 
or subtle nodules. These advances have been driven by the 
broader emergence of deep learning as a dominant paradigm 
in pattern recognition and representation learning.2,3

Recent advances in computer vision have produced four 
dominant architectural families: convolutional encoder-decoder 
networks (e.g., U-Net), residual learning frameworks (ResNet 
family), attention-based transformers (Vision Transformer, ViT), 
and single-stage real-time detectors (YOLO family).4-7  While 
CNN-Transformer comparisons have appeared in the medical 
imaging literature, systematic head-to-head benchmarking of 
all four paradigms under rigorously controlled conditions using 
identical preprocessing, training protocols, and standardized 
evaluation metrics remains limited.8,9

Public benchmark datasets such as LUNA16 and LIDC-
IDRI provide standardized evaluation frameworks, enabling 
reproducible comparison of algorithmic performance 
independent of institutional data variability.10,11

Study Originality and Contribution
The primary contribution of this study is a rigorously 
controlled comparative evaluation of four architecturally 
distinct deep learning paradigms—segmentation (U-Net), 
residual classification (ResNet-50), attention-based 
transformer (ViT-B/16), and real-time detection (YOLOv8)—
applied to pulmonary nodule candidate classification under 
identical experimental conditions. Unlike prior surveys that 
report heterogeneous results from different laboratories, 
we control for preprocessing, augmentation, hardware, and 
hyperparameter optimization, thereby isolating architectural 
differences as the primary experimental variable. 
Additionally, this study provides FROC/CPM analysis 
following official LUNA16 benchmark standards, AUC with 
bootstrap confidence intervals, and explicit characterization 
of computational efficiency, enabling directly actionable 
guidance for clinical deployment decisions.

Study Design and Ethical Considerations
This study constitutes a purely computational investigation 
utilizing exclusively publicly available, de-identified medical 
imaging datasets. No new patient data were collected, no 
clinical interactions occurred, and no human subjects were 
involved in this research. 

The datasets employed (LUNA16, LIDC-IDRI) are 
publicly distributed by their respective consortia following 
comprehensive de-identification procedures and institutional 
review board approvals obtained by the original data 
providers.10-12 Consequently, this algorithmic comparison 

study did not require institutional review board approval or 
informed consent, as it involved no human subjects research 
as defined by 45 C.F.R. §46.101(b)(4) and falls outside the 
purview of human subjects regulations.13

This classification aligns with established precedent for 
computational studies utilizing pre-existing, publicly 
available medical imaging datasets for algorithm development 
and validation.13,14 The purely technical nature of this 
investigation—comparing mathematical models on fixed 
datasets—distinguishes it from clinical research requiring 
regulatory oversight.

Study Objectives
The primary objectives were: 1- to implement and optimize four 
representative deep learning architectures (U-Net, ResNet-50, 
Vision Transformer, YOLOv8) using identical training protocols 
on public benchmark datasets; 2- to provide FROC/CPM analysis 
following LUNA16 challenge standards alongside standard 
classification metrics; 3- to evaluate computational efficiency 
including inference time, GPU memory, and parameter counts; 
and 4- to provide evidence-based guidance for architecture 
selection in different clinical deployment scenarios.

METHODS
Ethics
As a purely computational study utilizing publicly available, 
previously de-identified datasets, this investigation did not 
involve human subjects and therefore required no institutional 
ethical review board oversight.

Public Benchmark Datasets
LUNA16 Dataset: The Lung Nodule Analysis 2016 (LUNA16) 
grand challenge dataset comprises 888 low-dose CT scans 
extracted from the LIDC-IDRI collection.10 This curated 
subset contains 1,186 nodules ≥3 mm annotated by at least 
three of four radiologists. LUNA16 is derived from LIDC-
IDRI; to ensure complete separation, all 888 LUNA16 scans 
were identified by their original LIDC-IDRI patient UIDs and 
excluded from any direct LIDC-IDRI usage in this study.

LIDC-IDRI Dataset (supplementary use): The Lung Image 
Database Consortium and Image Database Resource Initiative 
(LIDC-IDRI) contains 1,018 thoracic CT scans with expert 
annotations from four radiologists.11 In this study, LIDC-
IDRI was referenced only for dataset provenance, as LUNA16 
is a curated subset derived from it. No additional LIDC-IDRI 
scans beyond those already included in LUNA16 were used 
for training, validation, or testing.

Table 1 provides a complete summary of dataset provenance 
and partition assignments.
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Data provenance and leakage control: All dataset splits were 
performed at the patient/scan level to prevent data leakage. 
Patient UIDs were used to ensure that all patches from a 
single CT scan were assigned exclusively to one partition 
(train, validation, or test). No scan appears in more than one 
partition. Overlap between LUNA16 and LIDC-IDRI was 
managed by working exclusively within the LUNA16 subset 
as the primary experimental cohort.

Candidate Detection Pipeline
A critical distinction of this study is that the four deep learning 
architectures perform candidate-level patch classification, 
not end-to-end volumetric detection on full CT scans. The 
pipeline proceeds as follows:

•	 Candidate generation: A multi-scale Laplacian of 
Gaussian (LoG) blob detector was applied to pre-
processed, lung-segmented CT volumes at scales σ ∈ {1.0, 
1.5, 2.0, 2.5, 3.0} mm. Local maxima above a threshold 
determined on the validation set were retained as initial 
candidate locations. This step was applied identically to all 
train, validation, and test volumes.

•	 True positive/negative labeling: Candidates within 3mm 
Euclidean distance of an annotated nodule centroid were 
labeled as true positives. Candidates beyond 6mm from 
any annotation were labeled as hard negatives (false 
positive candidates). Candidates between 3–6 mm were 
excluded from training to avoid ambiguous labels.

•	 Patch extraction: 64×64×64 voxel patches (resampled 
to 1mm³ isotropic) were extracted centered on each 
candidate location. True positive: negative patch ratio was 
balanced at 1:4 using random oversampling of positives in 
training only.

•	 Classification: Each patch was independently classified by 
each architecture as containing a true nodule or not.

•	 Post-processing: The decision threshold was selected on 
the validation set by maximizing the F1-score. Overlapping 
detections within 6 mm were merged using score-weighted 
centroid averaging to reduce duplicate detections around 
the same lesion.

True negatives for specificity computation are defined as LoG-
generated candidate patches confirmed to not contain nodule 
tissue (i.e., hard negative candidates correctly rejected).

Deep Learning Architectures and Detection Heads
Four architectures representing distinct computational 
paradigms were selected and adapted to 3D patch classification:

1. U-Net (encoder-decoder with skip connections): A fully 
convolutional 3D network with symmetric encoder-decoder 
structure and skip connections. The decoder output (segmentation 
map) was globally average-pooled to produce a classification 
score.4 Positive prediction: mean voxel activation in the central 
16×16×16 region ≥0.5. Architecture: 4 encoder/decoder levels, 32-
64-128-256 feature channels, batch normalization. The resulting 
probability map was spatially averaged over the central region to 
produce a binary classification score.

2. ResNet-50 (residual learning framework): A 3D ResNet-50 
with identity shortcut connections. A global average pooling 
layer followed by a fully connected classification head 
(1,024→512→2 neurons with dropout 0.5) produced binary 
classification logits.5 Architecture: 50-layer 3D residual 
network; 64-channel initial convolution.

3. Vision transformer (ViT-B/16)-3D adaptation: ViT-B/16 
was adapted to 3D volumetric patches by replacing the 
standard 2D patch embedding with a 3D convolutional patch 
embedding layer (stride 16×16×16 voxels), dividing each 64³ 
patch into 4×4×4=64 tokens. Multi-head self-attention (12 
heads, 768 embedding dimension) was applied across these 
tokens. A [CLS] token classification head produced binary 
output. Pre-trained 2D ViT-B/16 ImageNet weights were 
not used due to dimensional incompatibility; weights were 
initialized from scratch.6

4. YOLOv8 (real-time detection with slice aggregation): 
YOLOv8 was applied in a slice-by-slice manner on axial, 
coronal, and sagittal reformats of each 64³ patch. Detection 
bounding boxes from all three orientations were projected 
into 3D and merged using non-maximum suppression (IoU 
threshold 0.3). Presence of any detection with confidence >0.5 
across the three planes was taken as a positive classification. 
This hybrid approach allows use of the 2D YOLOv8 
architecture while processing 3D volumetric data.7 This 
strategy approximates volumetric context while preserving 
the original 2D architecture of YOLOv8.

Architectural complexity note: The architectures differ 
substantially in parameter count (U-Net: 31.0M; ResNet-50: 
25.6M; ViT-B/16 3D: 86.6M; YOLOv8: 11.2M) and 
computational complexity. This inherent heterogeneity reflects 
real-world deployment trade-offs and is reported transparently 
in the results. Performance differences should therefore be 
interpreted in context of these computational constraints.

Implementation and Training Protocol
Hardware and software: All experiments were conducted on 
a workstation with a single NVIDIA RTX 3090 GPU (24 GB 
VRAM), Intel Core i9-10900K CPU, and 64 GB system RAM. 
Frameworks: PyTorch 2.0.1 with CUDA 11.8. Batch sizes: 
U-Net=4, ResNet-50=16, ViT-B/16=8, YOLOv8=16. Inference 
time was measured as wall-clock time per full CT volume 
(including candidate generation and patch classification, but 
excluding DICOM loading), averaged over 20 runs.

Preprocessing pipeline: CT volumes underwent standardized 
preprocessing: 1- resampling to isotropic 1mm³ voxel spacing 
using trilinear interpolation; 2- Hounsfield Unit (HU) clipping 
to lung window [−600, +400 HU]; 3- min-max normalization 
to [0,1]; 4- lung parenchyma segmentation using a pre-trained 
2D UNet to restrict candidate search space.

Data augmentation: Training employed stochastic 
augmentation applied to patches only (test-time augmentation 
was not used): random rotation (±15° on all axes), random 
scaling (0.9–1.1×), random translation (±5 voxels), elastic 
deformation (α=3, σ=0.5), and Gaussian noise (μ=0, σ=0.05).

Training configuration: All models trained for 200 
epochs using AdamW optimizer (β₁=0.9, β₂=0.999, weight 
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decay=1×10⁻⁴).15 Learning rate: 1×10⁻³ with cosine annealing 
schedule and 10-epoch linear warmup. Early stopping: 
training halted if validation F1 did not improve for 20 
consecutive epochs.

Evaluation Protocol
Cross-validation strategy: Stratified 5-fold cross-validation 
was performed exclusively within the training set (n=621 
scans) for hyperparameter selection (learning rate, weight 
decay, dropout). The best hyperparameter configuration per 
architecture was selected based on mean validation F1 across 
5 folds. The held-out test set (n=133 scans, 178 nodules, 15% of 
total) was used exclusively for final evaluation and was never 
accessed during model development.

Primary metrics: FROC (free-response receiver operating 
characteristic) analysis was performed following LUNA16 
challenge standards. Sensitivity was computed at the 
following false positive rates: 0.125, 0.25, 0.5, 1, 2, 4, and 8 
FP/scan. The Competition Performance Metric (CPM) was 
defined as the mean sensitivity across these seven operating 
points, consistent with the LUNA16 benchmark.10

Secondary metrics: Sensitivity (recall), specificity, precision, 
F1-score, mAP@0.5, and AUC (area under the ROC curve) 
were also reported. Specificity was computed using true 
negatives defined as LoG-generated hard negative candidate 
patches correctly rejected.

IoU definition: Intersection over Union (IoU) was computed 
in 3D volumetric space. A predicted detection was counted as 
a true positive if its 3D IoU with the nearest annotated nodule 
centroid-sphere (diameter=annotated nodule diameter) 
exceeded 0.5. Non-maximum suppression was applied in 3D 
with IoU threshold 0.3.

Statistical Analysis 
AUC comparisons employed paired DeLong’s test 
with Bonferroni correction for multiple comparisons 
(significance threshold α=0.0083 after correction for 6 
pairwise comparisons).16 Confidence intervals for sensitivity, 
specificity, and F1-score were computed via bootstrap 
resampling (n=2,000 resamples).17 Statistical comparisons 
were aligned with the reported metrics presented in the 
Results. All statistical analyses were performed in Python 
(scipy 1.11, scikit-learn 1.3, lifelines 0.27).

RESULTS
Comparative Performance on LUNA16 Test Set
Table 2 summarizes candidate-level patch classification 
performance and computational efficiency across all 
architectures evaluated on the held-out LUNA16 test set 
(n=133 CT scans, 178 nodules). Final results are reported on 
this single held-out test set; cross-validation results (used for 
hyperparameter selection only) are provided in Table 2.

Values in parentheses are 95% confidence intervals for 
sensitivity, specificity, F1-score, and AUC. †p-values for AUC 
comparisons were obtained using paired DeLong’s test with 
Bonferroni correction. (ViT-B/16 vs all others). Hardware: 
NVIDIA RTX 3090, single GPU, batch size as specified in 
methods.

FROC Analysis
Vision Transformer achieved the highest FROC CPM score 
of 0.847, demonstrating superior sensitivity across all false-
positive rate operating points (0.125–8 FP/scan). At the 
clinically relevant operating point of 1 FP/scan, sensitivities 
were: ViT-B/16=89.1%, ResNet-50=83.6%, YOLOv8=80.4%, 
U-Net=76.9% (Table 3). 

DISCUSSION
Principal Findings and Architectural Insights
This systematic candidate-level comparison on standardized 
public benchmarks reveals that attention-based Vision 
Transformer architecture achieved superior candidate-level 

Table 2. Comparative performance of deep learning architectures on LUNA16 held-out test set (n=133 CT scans, 178 nodules)

Metric U-Net ResNet-50 ViT-B/16 (3D) YOLOv8 p-value* Best AUC 95% CI CPM

Sensitivity (%) 86.4 (83.1–89.2) 90.7 (88.1–92.9) 94.2 (91.8–96.1) 88.3 (85.6–90.7) <0.001 — —

Specificity (%) 84.1 (81.0–86.9) 89.5 (87.0–91.7) 92.8 (90.3–94.9) 87.2 (84.7–89.4) <0.001 — —

F1-score 0.853 (0.832–0.873) 0.901 (0.884–0.917) 0.935 (0.921–0.948) 0.878 (0.861–0.894) <0.001 — —

mAP@0.5 0.861 0.908 0.947 0.884 — — —

AUC 0.918 (0.903–0.932) 0.951 (0.939–0.962) 0.971 (0.958–0.982) 0.934 (0.921–0.947) <0.001† 0.971 (0.958–0.982) —

FROC CPM 0.762 0.798 0.847 0.781 — — 0.847

Params (M) 31.0 25.6 86.6 11.2 — — —

Inference (s/scan) 4.7 2.6 8.4 1.1 — — —

GPU memory (GB) 12.4 8.1 22.3 6.8 — — —
AUC: Area under the curve, CPM: Competition Performance Metric

Table 3. FROC sensitivity at standard operating points (FP/scan)–LUNA16 
test set

FP/scan U-Net ResNet-50 ViT-B/16 (3D) YOLOv8

0.125 52.3% 61.4% 70.2% 58.9%

0.25 61.7% 70.8% 79.1% 67.4%

0.5 69.4% 77.5% 84.7% 73.2%

1 76.9% 83.6% 89.1% 80.4%

2 82.1% 88.3% 92.8% 85.6%

4 86.3% 91.7% 95.1% 88.9%

8 89.8% 94.2% 97.4% 92.3%

CPM (mean) 0.762 0.798 0.847* 0.781
FROC: Free-response receiver operating characteristic, CPM: Competition Performance Metric, 
*Best CPM. FP/scan=false positives per scan.
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patch classification performance (F1: 0.935, AUC: 0.971, FROC 
CPM: 0.847). The ViT advantage was most clearly reflected in 
AUC, the primary inferential metric, and was accompanied 
by strong descriptive performance across F1-score and FROC 
CPM. This pattern likely reflects the architecture’s ability 
to model long-range spatial dependencies within 64³ voxel 
patches through multi-head self-attention, rather than relying 
solely on local receptive fields.

However, this accuracy advantage carries substantial 
computational costs: ViT-B/16 required 86.6 million 
parameters (3.4× more than ResNet-50), 22.3 GB GPU 
memory (2.8× ResNet-50), and 8.4 seconds inference time 
per scan (3.2× ResNet-50). These differences reflect not only 
architectural complexity but also implementation choices (3D 
patch embedding from scratch, no pre-training), and should 
be interpreted accordingly.

YOLOv8, applied via slice-based processing with 3D 
aggregation, demonstrated the fastest inference (1.1 s/scan) 
with the fewest parameters (11.2M), though this approach 
introduces an approximation by decomposing 3D context 
into orthogonal 2D slices. A qualitative inspection of false 
positive detections revealed that the most common sources 
were vascular bifurcations and pleural-based opacities, 
which can closely resemble small pulmonary nodules on CT 
images. These structures may produce blob-like appearances 
and therefore trigger candidate generation or patch-level 
misclassification. Transformer-based models tended to 
produce fewer vascular false positives compared with slice-
based detection approaches, likely reflecting their ability to 
capture broader spatial context within volumetric patches.

Implications for Algorithm Selection
Architecture selection should balance accuracy requirements 
with computational constraints:

•	 Research and benchmarking: Vision Transformer is 
recommended for maximum accuracy, particularly where 
inference latency is not a constraint.

•	 Clinical deployment (batch processing): ResNet-50 
provides optimal accuracy-efficiency balance (AUC: 0.951, 
2.6 s/scan, 8.1 GB GPU) for offline screening programs.

•	 Real-time/high-throughput environments: YOLOv8 is 
suitable where sub-second inference is prioritized (1.1 s/
scan, 6.8 GB GPU).

•	 Small nodule detection: U-Net’s encoder-decoder with 
skip connections may offer superior spatial localization 
for nodules <6mm, warranting further subgroup analysis.

Limitations
Several limitations should be acknowledged. First, this study 
evaluates candidate-level patch classification rather than 
end-to-end detection on full CT volumes; the LoG candidate 
generator is a fixed preprocessing step and its sensitivity 
sets an upper bound on overall system sensitivity. Second, 

ViT-B/16 was trained from scratch without pre-training, 
which may disadvantage this architecture relative to studies 
utilizing domain-adapted pre-trained weights. Third, public 
datasets may not reflect the full variability of clinical CT 
protocols. Fourth, YOLOv8’s slice-based approach, while 
practical, does not fully exploit 3D contextual information. 
Another limitation of the present study is that performance 
was not stratified by nodule size (<6 mm vs ≥6 mm). Because 
smaller nodules are typically more challenging to detect in CT 
imaging, future work should include size-stratified evaluation 
to provide additional clinical insight into model performance.

Future work should include end-to-end volumetric detection 
pipelines, multi-site external validation, and evaluation of 
pre-trained volumetric transformer models. An additional 
limitation of the present study is the absence of explainable 
AI analyses such as saliency maps or attention visualization. 
Although such approaches can provide insight into the 
features prioritized by deep learning models, the current work 
focused primarily on controlled architectural benchmarking. 
Future studies may incorporate explainability techniques to 
further interpret model decision mechanisms and improve 
clinical transparency.

Ethical and Regulatory Considerations
As a purely computational study utilizing publicly available, 
previously de-identified datasets, this investigation did 
not involve human subjects and therefore required no 
institutional review board (IRB) oversight.  The study is 
exempt from IRB review under 45 C.F.R. §46.101(b)(4). This 
classification is consistent with federal regulations defining 
human subjects research and established precedent for 
algorithmic development studies using publicly available 
medical datasets.13,14 Translation of these algorithms to 
clinical practice would require prospective validation studies 
and compliance with applicable regulatory requirements 
governing clinical decision support software.18 More broadly, 
successful integration of machine learning systems into clinical 
medicine depends not only on benchmark performance but 
also on workflow compatibility, interpretability, and real-
world validation.14

CONCLUSION
Systematic candidate-level evaluation on standardized 
public benchmarks demonstrates that Vision Transformer 
architecture achieves superior pulmonary nodule candidate-
level patch classification performance (AUC: 0.971, FROC 
CPM: 0.847, F1: 0.935). FROC analysis at standard LUNA16 
operating points confirms this advantage across the full range 
of false-positive operating points. However, this performance 
must be weighed against substantially higher computational 
requirements. ResNet-50 provides the best accuracy-
efficiency trade-off for clinical deployment, while YOLOv8 
offers advantages for real-time applications. These findings 
provide evidence-based guidance for architecture selection in 
pulmonary CAD system development.
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