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Real-Time Webcam-Based Eye Tracking for AI-Assisted Reading Analysis in Web 

Environments 

 
A R T I C L E  I N F O  

 
A B S T R A C T  

 

This study investigates real-time, webcam-based eye tracking as a low-cost 

and scalable alternative for AI-assisted reading analysis in web 

environments, aiming to address the limitations of hardware-dependent eye 

tracking systems highlighted in existing literature. The proposed framework 

captures gaze data through standard consumer webcams and integrates 

seamlessly into a browser-based architecture to monitor user attention during 

reading sessions. Gaze coordinates are dynamically mapped to webpage 

elements, enabling paragraph-level analysis of reading behavior. The 

methodology incorporates dwell time computation and kernel density 

estimation (KDE) to mitigate noise and enhance fixation stability inherent in 

webcam-based gaze tracking. Reading sessions are managed independently, 

allowing systematic collection and comparison of user interaction data. 

Experimental evaluations demonstrate that the system can effectively 

differentiate focused and distracted reading regions without requiring 

external sensors or intrusive equipment. The results indicate that the 

proposed approach provides meaningful insights into user attention 

distribution and reading patterns while maintaining accessibility and ease of 

deployment. By eliminating the dependency on specialized hardware, the 

system enables large-scale data collection across diverse user groups and 

real-world settings. Furthermore, the framework establishes a foundation for 

adaptive and personalized reading experiences through AI-driven content 

optimization. The findings support the applicability of the system in 

educational technologies, usability evaluation, adaptive content delivery, and 

human–computer interaction research, suggesting that browser-based eye 

tracking can serve as a practical and efficient tool for large-scale reading 

behavior analysis. 
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1. Introduction 

Digital reading has become an integral component of 

daily life due to the rapid expansion of web-based 

platforms, online educational resources, and digital 

information systems (Singer & Alexander, 2017). 

Individuals increasingly access textual content 

through browsers, learning management systems, and 

interactive web applications rather than traditional 

printed media. This transformation has intensified the 

need to understand how users engage with digital 

texts, as reading behaviors in online environments 

differ significantly from those observed in physical 

reading contexts. Factors such as screen layout, 

scrolling behavior, multimedia integration, and 

dynamic content presentation directly influence user 

attention and comprehension (Krenca et al., 2024). 
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Consequently, analyzing reading behavior in web 

environments has emerged as a critical research area 

for improving learning outcomes, content 

accessibility, and user experience (Ortlieb et al., 

2014). Understanding user attention during digital 

reading provides valuable insights into underlying 

cognitive processes, including information 

processing, comprehension, and focus. Such insights 

are particularly relevant for educational technologies, 

where identifying attention patterns can support the 

design of adaptive learning systems and personalized 

content delivery (Mohajir, 2019). Moreover, in 

usability evaluation and human–computer interaction 

research, reading behavior analysis contributes to the 

assessment of interface effectiveness and content 

organization. As digital content consumption 

continues to grow across diverse user groups and real-

world settings, there is an increasing demand for 

scalable, unobtrusive, and practical methods capable 

of capturing and analyzing reading behavior without 

disrupting the natural reading process (Valliappan et 

al., 2020).  

Eye tracking has long been recognized as an effective 

technique for analyzing reading behavior by 

providing direct and objective measurements of 

visual attention. By capturing eye movements such as 

fixations, saccades, and gaze transitions, eye tracking 

enables researchers to infer how readers allocate 

attention across textual elements and process 

information during reading tasks (Holmqvist et al., 

2011; Rayner, 1998). In reading research, fixation 

duration is commonly associated with cognitive load 

and comprehension effort, while gaze transitions 

reflect navigation patterns and attention shifts within 

a text (Just & Carpenter, 1980; Rayner, 2009). As a 

result, eye tracking has been widely applied in studies 

related to reading comprehension, learning analytics, 

usability evaluation, and human–computer 

interaction. 

In digital reading contexts, eye tracking offers 

particular advantages by allowing fine-grained 

analysis of how users interact with web-based 

content, including paragraphs, headings, and 

interactive elements. Unlike self-reported measures 

or click-based interaction logs, gaze-based data 

provide continuous and implicit feedback without 

interrupting the reading process. This capability 

makes eye tracking especially valuable for evaluating 

content design, layout effectiveness, and user 

engagement in web environments. Consequently, eye 

tracking has emerged as a foundational methodology 

for understanding attention-driven behaviors and for 

developing intelligent systems that adapt digital 

content based on user reading patterns. 

Despite its effectiveness, traditional eye tracking 

technology is predominantly based on specialized 

hardware systems that impose significant practical 

limitations. Commercial eye trackers typically 

require expensive infrared cameras, controlled 

lighting conditions, and precise calibration 

procedures, which restrict their use to laboratory 

environments. These requirements not only increase 

the cost of deployment but also limit participant 

diversity and reduce ecological validity, as user 

behavior in controlled settings may differ from real-

world reading scenarios. Furthermore, hardware-

based eye tracking systems often demand technical 

expertise for setup and maintenance, making them 

impractical for large-scale or longitudinal studies. 

The dependence on dedicated hardware also 

constrains the scalability of eye tracking applications, 

particularly in web-based and educational contexts 

where data collection from geographically distributed 

users is essential. As a result, many existing studies 

rely on small sample sizes and short observation 

periods, limiting the generalizability of their findings. 

These constraints highlight a critical gap between the 

potential of eye tracking for reading analysis and its 

practical applicability in real-world digital 

environments, underscoring the need for more 

accessible and scalable solutions. 

In response to the limitations of hardware-dependent 

eye tracking systems, recent studies have explored 

webcam-based eye tracking approaches as a more 

accessible alternative (Yang & Krajbich, 2021). By 

utilizing standard built-in cameras available on 

consumer devices, these methods significantly reduce 

cost and lower the barrier to participation, enabling 

eye tracking in more natural and diverse settings. 

Webcam-based solutions have demonstrated 

promising potential for remote data collection and 

large-scale studies, particularly in online and 

educational environments. However, despite these 

advantages, such approaches often suffer from 

reduced accuracy, increased noise, and instability 

caused by variations in lighting conditions, head 

movements, and camera quality (Zhang et al., 2015). 

Moreover, many existing webcam-based eye tracking 

studies focus primarily on gaze point estimation 

without sufficiently addressing the integration of gaze 

data with dynamic web content. The lack of robust 

mechanisms for mapping gaze coordinates to specific 

webpage elements limits their applicability for 

detailed reading analysis. Real-time processing, 

session-based data management, and meaningful 

visualization of reading behavior remain 

underexplored in the literature. These challenges 
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indicate that while webcam-based eye tracking offers 

increased accessibility, there is a clear research gap in 

developing reliable, web-integrated, and analytically 

rich frameworks capable of supporting 

comprehensive reading behavior analysis in real-

world digital environments. 

To overcome the limitations observed in both 

hardware-dependent and existing webcam-based eye 

tracking approaches, this study introduces a real-time, 

browser-based eye tracking framework specifically 

designed for AI-assisted reading analysis in web 

environments. Unlike conventional systems that rely 

on specialized infrared hardware or offline processing 

pipelines, the proposed framework operates entirely 

through standard consumer webcams and executes 

within a web browser. This design choice eliminates 

the need for costly equipment, complex calibration 

procedures, and controlled laboratory conditions, 

thereby enabling eye tracking in naturalistic and real-

world reading scenarios. 

A key contribution of the proposed framework lies in 

its tight integration of gaze data with dynamic 

webpage structures. Rather than limiting analysis to 

raw gaze point estimation, the system maps gaze 

coordinates directly to textual elements such as 

paragraphs, allowing fine-grained, content-aware 

analysis of reading behavior. Attention distribution is 

quantified using dwell time metrics, which provide an 

interpretable measure of reader engagement at the 

paragraph level. To address the inherent noise and 

instability of webcam-based gaze estimation, kernel 

density estimation (KDE) is employed to smooth gaze 

distributions and enhance fixation reliability, 

resulting in more robust attention measurements 

(Lampe & Hauser, 2011). 

Furthermore, the framework adopts a session-based 

architecture in which each reading interaction is 

treated as an independent analytical unit. This 

approach facilitates systematic data collection, 

comparison across users, and longitudinal analysis 

without disrupting the reading experience. An 

integrated analytical dashboard visualizes gaze 

distributions and reading metrics in real time, 

supporting both qualitative inspection and 

quantitative evaluation of user behavior. Through 

these combined features, the proposed system 

advances beyond existing webcam-based solutions 

by offering a scalable, low-cost, and analytically rich 

platform for real-time reading behavior analysis in 

web-based environments. 

The proposed framework contributes beyond a 

standalone eye tracking application by providing a 

comprehensive and extensible platform for reading 

behavior analysis in digital environments. In the 

context of educational technologies, the system 

enables detailed examination of student attention and 

engagement during online reading activities, offering 

valuable insights for learning analytics and 

instructional design. By identifying paragraph-level 

attention patterns, educators and system designers can 

better understand how learners interact with digital 

content and develop adaptive learning environments 

that respond to individual reading behaviors. This 

capability supports personalized and data-driven 

educational experiences, which are increasingly 

critical in modern e-learning systems. 

From a reading analytics perspective, the framework 

facilitates fine-grained analysis of how users allocate 

attention across textual structures, enabling objective 

assessment of reading focus, comprehension-related 

effort, and interaction dynamics. The integration of 

content-aware gaze mapping and dwell time analysis 

allows the system to move beyond surface-level 

interaction metrics and capture deeper behavioral 

signals. Furthermore, the browser-based and scalable 

nature of the framework makes it particularly suitable 

for usability evaluation and human–computer 

interaction research, where large and diverse 

participant groups are essential. Paragraph-level 

attention data provide actionable feedback on 

interface design, content layout, and information 

accessibility, supporting evidence-based design 

decisions. 

By combining real-time gaze capture, robust noise 

reduction techniques, session-based data 

management, and analytical visualization, the 

proposed approach establishes a flexible foundation 

for adaptive content delivery and AI-driven reading 

analysis. Rather than functioning solely as a technical 

implementation, the framework offers a reusable 

methodological structure that can be extended to 

various application domains and experimental 

settings. To enable reproducibility and to clearly 

define the technical and analytical components of the 

proposed framework, the following section presents 

the materials and methods employed in this study, 

detailing the system architecture, data collection 

process, and analytical techniques used for reading 

behavior analysis. 

2. Material and Methods 

2.1. System Overview and Study Design 

This study adopts an applied and experimental 

research design centered on the development and 

evaluation of a browser-based eye tracking 
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framework for reading behavior analysis. The 

proposed system, referred to as ReaRead, is designed 

to capture, process, and analyze gaze data in real time 

during digital reading activities without requiring 

specialized hardware. The methodological approach 

integrates system development, real-time data 

acquisition, signal processing, and behavioral 

analysis to investigate user attention patterns in web 

environments. The overall architecture of the 

ReaRead framework consists of three primary 

components: a browser extension responsible for 

content detection and user interaction, a companion 

application that performs gaze estimation and 

preprocessing, and an analytical layer that manages 

reading behavior metrics and visualizations. These 

components operate in a coordinated manner to 

enable continuous gaze capture, dynamic mapping of 

gaze data to webpage elements, and real-time analysis 

of reading behavior. The modular design of the 

system supports scalability and extensibility, 

allowing individual components to be updated or 

replaced without disrupting the overall workflow. 

From a methodological perspective, the study focuses 

on paragraph-level reading analysis as the 

fundamental unit of observation. Each reading 

activity is treated as an independent session, during 

which gaze data are continuously collected and 

associated with specific textual segments. This 

session-based design facilitates systematic 

comparison across users and reading tasks while 

preserving the natural flow of the reading process 

(Zelinskyi & Boyko, 2024). Rather than aiming for 

absolute gaze point precision, the framework 

prioritizes functional accuracy sufficient to identify 

attention distribution, reading focus, and engagement 

patterns at the paragraph level (Barrett & Hollenstein, 

2020). 

The study design emphasizes ecological validity by 

enabling data collection in real-world reading 

scenarios, where users interact with web content 

under natural conditions. By combining real-time 

gaze capture, content-aware mapping, and analytical 

visualization within a browser-based environment, 

the proposed methodology provides a practical 

foundation for scalable reading behavior analysis. A 

high-level overview of the system architecture and 

data flow is illustrated in Figure 1, which summarizes 

the interaction between system components and the 

overall analytical pipeline. 

 

 

 

Figure  1 : System architecture  

All experiments were conducted using the Google 

Chrome browser, which served as the primary 

execution environment for the browser extension. 

The proposed framework is designed to operate on 

widely available consumer hardware to ensure 

accessibility and reproducibility. All gaze data were 

captured using standard built-in webcams without 

relying on specialized eye tracking devices. The 

system was evaluated on personal computers running 

modern web browsers, with no additional hardware 

requirements beyond a functional camera and an 

active internet connection. This hardware-agnostic 

design enables deployment across diverse user 

environments and supports real-world data collection 

scenarios. 

From a software perspective, the framework 

comprises a browser extension, a companion 

application, and supporting analytical modules, as 

illustrated in Figure 1. The browser extension is 

implemented using web technologies and is 

responsible for detecting webpage content, tracking 

viewport changes, and managing user interaction 

events. The companion application is developed in 

Python and handles webcam video input, gaze 

estimation, calibration procedures, and preliminary 

data preprocessing. Communication between the 

browser extension and the companion application is 

established through a WebSocket-based interface, 

enabling low-latency, bidirectional data exchange 

during reading sessions. 

The system integrates established open-source 

libraries to support gaze estimation and real-time 

processing. Facial landmark detection and eye region 

tracking are performed using a lightweight computer 

vision framework, while numerical computations and 

signal processing tasks are handled through standard 

scientific computing libraries. The modular software 
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architecture allows individual components to be 

updated independently, facilitating future extensions 

and integration with additional analytical or AI-based 

modules. This combination of readily available 

hardware and modular software components provides 

a robust foundation for scalable and reproducible 

reading behavior analysis. An overview of the 

hardware and software components employed in the 

proposed framework is presented in Table 1. 

Table 1 : Hardware and software components used in the 

proposed framework.  

Component Description 

Webcam Built-in consumer-grade webcam 

Browser Google Chrome 

Browser 

Extension 

Web-based content detection and 

interaction tracking 

Companion app 
Python-based gaze estimation and 

preprocessing 

Eye Tracking 

Library 
MediaPipe Face Mesh 

Communication 

protocol 
WebSocket 

Visualization Browser-based analytics dashboard 

2.2. Eye Tracking Approach Selection 

Eye tracking technologies can broadly be categorized 

into hardware-based systems and software-based 

approaches that rely on standard webcams. 

Hardware-based eye trackers typically employ 

infrared cameras and dedicated sensors to achieve 

high spatial and temporal accuracy. These systems 

are widely regarded as the gold standard in controlled 

laboratory studies, particularly for experiments 

requiring precise gaze point localization at the pixel 

level. However, their reliance on specialized 

equipment, strict calibration procedures, and 

controlled environmental conditions significantly 

limits their practicality in real-world and large-scale 

applications. In contrast, webcam-based eye tracking 

approaches leverage consumer-grade cameras 

already embedded in personal devices, offering a 

substantially more accessible and cost-effective 

alternative (Yang & Krajbich, 2021). This paradigm 

enables gaze data collection in naturalistic settings 

without imposing additional hardware requirements 

on users. As digital reading increasingly occurs in 

uncontrolled, real-world environments, the ability to 

capture reading behavior remotely and at scale has 

become more valuable than achieving maximum 

spatial accuracy under laboratory conditions. 

Consequently, webcam-based eye tracking has 

emerged as a viable solution for studies prioritizing 

ecological validity, scalability, and user diversity. 

The selection of a webcam-based approach in this 

study is guided by the principle of functional 

accuracy rather than absolute precision. While 

webcam-based systems may not match the fine-

grained spatial resolution of infrared eye trackers, 

they are sufficiently accurate for identifying attention 

patterns at higher semantic levels, such as paragraphs 

and content blocks (Lin et al., 2022). For reading 

behavior analysis, understanding where attention is 

allocated within the structure of a text is often more 

informative than pinpointing exact gaze coordinates. 

Metrics such as dwell time and attention distribution 

can be reliably extracted even with moderate gaze 

estimation error, provided that appropriate noise 

reduction and aggregation techniques are applied. 

Another critical factor influencing the 

methodological choice is scalability. Hardware-based 

eye tracking systems inherently restrict participant 

numbers due to cost, physical setup constraints, and 

laboratory availability. In contrast, webcam-based 

solutions support geographically distributed data 

collection and repeated measurements over extended 

periods. This capability is particularly important for 

educational and web-based reading scenarios, where 

large and heterogeneous user populations are 

involved. The proposed framework is therefore 

designed to prioritize broad applicability and long-

term deployment over laboratory-grade precision. 

A comparative overview of hardware-based and 

webcam-based eye tracking approaches, highlighting 

their respective advantages and limitations, is 

presented in Table 2. This comparison underscores 

the trade-offs between accuracy, cost, scalability, and 

deployment flexibility, further motivating the 

adoption of a webcam-based solution for the 

objectives of this study. By aligning the eye tracking 

methodology with the practical requirements of real-

world digital reading environments, the proposed 

approach establishes a balanced foundation for robust 

and scalable reading behavior analysis. 

Building upon this methodological choice, the 

following section details the gaze estimation pipeline 

employed in the proposed framework, including 

facial landmark detection, calibration procedures, and 

techniques used to enhance gaze stability and 

reliability under real-world conditions. 

 

 

 

Table 2 : Comparision of hardware-based and webcam-

based eye tracking  
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Criterion 

Hardware-

Based Eye 

Tracking 

Webcam-Based 

Eye Tracking 

(Proposed 

Approach) 

Required 

Equipment 

Dedicated 

infrared cameras 

and specialized 

sensors 

Standard 

consumer-grade 

webcams 

Setup 

Complexity 

High (specialized 

installation and 

calibration) 

Low (software-

based, minimal 

setup) 

Spatial Accuracy 
Very high (pixel-

level precision) 

Moderate 

(sufficient for 

semantic-level 

analysis) 

Temporal 

Resolution 
High Moderate 

Calibration 

Requirements 

Strict and time-

consuming 

Lightweight and 

user-friendly 

Environmental 

Constraints 

Controlled 

laboratory 

conditions 

Uncontrolled, 

real-world 

environments 

Scalability 

Limited by cost 

and physical 

setup 

Highly scalable 

for large and 

distributed 

populations 

Cost  High  Low 

Ecological 

Validity 
Low to moderate high 

Suitability for 

Reading Analysis 

Fine-grained 

gaze localization 

Paragraph- and 

content-level 

attention analysis 

Deployment 

Flexibility 
Limited  High  

Typical Use 

Cases  

Laboratory 

experiments, 

clinical studies 

Web-based 

studies, 

educational 

platforms, real-

world usage 

2.3.  Gaze Data Acquisition 

Gaze data acquisition in the proposed framework is 

performed through a webcam-based pipeline that 

operates entirely within a real-time processing loop. 

The system captures video frames from the user’s 

built-in webcam and processes them continuously to 

estimate gaze direction during reading sessions. This 

approach enables unobtrusive eye tracking without 

interrupting the natural reading process and supports 

deployment in real-world web environments. 

Facial and ocular feature extraction is achieved using 

the MediaPipe Face Mesh framework, which 

provides a dense set of three-dimensional facial 

landmarks in real time (Lugaresi et al., 2019). 

MediaPipe Face Mesh detects 468 facial landmarks, 

including high-resolution landmark sets around both 

eyes. These landmarks are used to identify eye 

contours, eyelid boundaries, and relative eye 

positions, forming the basis for gaze estimation. The 

choice of MediaPipe is motivated by its 

computational efficiency, robustness under varying 

lighting conditions, and suitability for real-time 

browser-integrated applications. 

Once facial landmarks are detected, a subset 

corresponding to the eye regions is extracted for gaze 

analysis. Eye landmarks are normalized with respect 

to face geometry to reduce the impact of head 

movement and camera position variability. This 

normalization step ensures that gaze estimation 

remains stable even when minor head motions occur 

during reading, which is common in naturalistic 

settings. 

Gaze direction is estimated using a regression-based 

mapping approach that relates normalized eye 

landmark features to screen coordinates. During an 

initial calibration phase, users are prompted to focus 

on predefined reference points on the screen. The 

corresponding eye landmark data and known screen 

positions are collected and used to fit a regression 

model that maps eye features to gaze coordinates. 

This calibration procedure enables personalized gaze 

estimation while maintaining low computational 

overhead. 

The overall gaze estimation workflow, including 

webcam capture, facial landmark detection, eye 

feature extraction, calibration, and gaze prediction, is 

illustrated in Figure 2. This pipeline operates 

continuously throughout the reading session, 

producing a stream of gaze coordinates synchronized 

with user interaction and webpage content data. By 

combining real-time processing with lightweight 

regression modeling, the proposed framework 

achieves a practical balance between accuracy, 

responsiveness, and scalability. 

The resulting gaze data serve as the primary input for 

higher-level reading behavior analysis, including 

attention distribution, dwell time computation, and 

content-aware gaze mapping. To enhance the 

reliability of gaze signals and mitigate noise inherent 

in webcam-based tracking, additional smoothing and 

density-based processing techniques are applied, 

which are described in the following section. 
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Figure  2 : Gaze estimation and processing pipeline  

2.4.  Calibration Procedure 

Accurate gaze estimation in webcam-based eye 

tracking systems strongly depends on effective 

calibration, as variations in camera position, facial 

geometry, and user posture can significantly affect 

raw gaze predictions (Harezlak et al., 2014). To 

address these challenges and enhance data reliability, 

the proposed framework employs a structured nine-

point calibration procedure designed to personalize 

gaze mapping for each user while maintaining 

minimal interaction overhead. 

During the calibration phase, users are sequentially 

instructed to focus on nine predefined reference 

points distributed uniformly across the screen. These 

calibration points cover central, peripheral, and 

corner regions of the viewport to ensure robust spatial 

coverage. At each point, gaze-related eye landmark 

features are captured for a short and fixed duration, 

allowing the system to collect stable samples while 

minimizing user fatigue. The collected data are stored 

together with the known screen coordinates of the 

reference points, forming the basis for gaze-to-screen 

mapping. 

The calibration process is intentionally designed to be 

lightweight and time-efficient. The entire procedure 

typically requires only a few seconds to complete, 

making it suitable for real-world deployment without 

disrupting the reading experience. User interaction 

during calibration is limited to visual fixation, 

requiring no manual input or specialized instructions 

beyond following on-screen prompts. This design 

choice improves usability and reduces potential 

calibration errors caused by inconsistent user 

behavior. 

Calibration parameters, including the number of 

reference points, sampling duration, and update 

strategy, are summarized in Table 3. These 

parameters were selected to balance accuracy and 

usability, ensuring sufficient data quality while 

preserving a smooth user experience. Calibration data 

are stored in a structured format and associated with 

a unique session identifier, enabling session-based 

personalization and repeatability. 

To account for temporal variations and potential 

changes in user posture or lighting conditions, 

calibration is performed on a session basis. Each 

reading session initiates a new calibration process, 

ensuring that gaze estimation remains consistent and 

reliable throughout the session. This session-based 

calibration strategy avoids cumulative drift across 

sessions and supports longitudinal analysis without 

compromising data integrity. 

An overview of the calibration workflow, including 

user interaction, data collection, and model fitting 

stages, is illustrated in Figure 3. Following 

calibration, the resulting gaze mapping model is 

immediately integrated into the real-time gaze 

estimation pipeline. The calibrated gaze data then 

serve as the foundation for subsequent attention 

analysis, dwell time computation, and content-aware 

gaze mapping, which are described in the next 

section. 

Table 3 : Calibration Parameters 

Parameter Description 

Number of 

Calibration Points 

Total reference points 

displayed on screen 

Point Distribution 
Spatial coverage of reference 

points 

Fixation Duration 

per Point 

Time allocated for gaze 

fixation 

Total Calibration 

Time 

Duration of complete 

calibration process 

Sampling Method 
Eye landmark data collection 

strategy 

Feature Type 
Input features used for 

calibration 

Mapping Method 
Gaze-to-screen mapping 

technique 
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Calibration Scope 

Applicability of calibration 

parameters 

Recalibration 

Strategy 
Frequency of calibration 

User Interaction 
Required user input during 

calibration 

   

 

Figure  3 : Calibration workflow diagram 

2.5. Gaze Data Preprocessing 

Accurate gaze analysis in real-time web        

environments requires preprocessing of raw data to 

mitigate noise and enhance reliability. Webcam-

based eye tracking inherently suffers from 

disturbances such as micro-saccades, minor head 

movements, and lighting variations, which can 

introduce fluctuations in gaze coordinates (Afifah et 

al., 2025; Zhang et al., 2015). Direct utilization of 

unprocessed data could therefore lead to unreliable 

attention metrics and misinterpretation of reading 

behavior. 

In the proposed framework, preprocessing involves 

filtering transient noise and normalizing gaze signals 

relative to user-specific facial landmarks. This step 

ensures that subsequent analyses, including fixation 

detection and dwell time computation, are based on 

stable and consistent gaze representations. By 

establishing a clean and structured dataset, 

preprocessing naturally prepares the gaze signals for 

advanced smoothing techniques such as kernel 

density estimation (KDE), which further stabilizes 

fixations without introducing significant latency. 

Through careful preprocessing, the system maintains 

a balance between temporal resolution and signal 

fidelity, supporting real-time attention tracking while 

preserving meaningful behavioral patterns. This 

foundational step is critical for accurately mapping 

gaze data to textual elements and forms the basis for 

reliable, paragraph-level reading behavior analysis.  

2.6.  Kernel Density Estimation (KDE)   

Smoothing 

In webcam-based eye tracking, raw gaze data often 

contain significant noise due to factors such as micro-

saccades, head movements, and variable lighting 

conditions. Direct usage of these signals can lead to 

unreliable fixation detection and misinterpretation of 

user attention. To address these challenges, Kernel 

density estimation (KDE) is employed as a smoothing 

technique, providing a robust method for enhancing 

the stability of gaze fixations while preserving 

temporal responsiveness (Miki et al., 2016). KDE is 

a non-parametric approach used to estimate the 

probability density function of a random variable 

(Silverman, 2018). In the context of gaze data, it 

enables the creation of a continuous distribution over 

discrete gaze points, effectively smoothing abrupt 

fluctuations and highlighting regions of concentrated 

attention. Formally, given a set of gaze points {𝑥𝑖}𝑖=1
𝑛 , 

the KDE at a location 𝑥 is defined as: 

𝑓(𝑥) =
1

𝑛ℎ
∑ 𝐾

𝑛

𝑖=1

(
𝑥 − 𝑥𝑖

ℎ
) 

where 𝐾 is the kernel function, typically Gaussian, 

and ℎ represents the bandwidth controlling the 

smoothness of the resulting distribution. Appropriate 

selection of ℎ balances the trade-off between over-

smoothing, which may obscure relevant fixation 

patterns, and under-smoothing, which may retain 

noise. 

The application of KDE in the proposed framework 

provides multiple advantages. First, it stabilizes 

fixation detection by aggregating temporally and 

spatially proximate gaze points, reducing the impact 

of transient jitter. Second, it minimizes latency in 

real-time reading analysis, allowing the system to 

respond promptly to user behavior. Finally, KDE 

facilitates a more interpretable visualization of gaze 

distributions, enabling accurate mapping of attention 

to webpage elements such as paragraphs and 

headings. 

Figure 4 illustrates the effect of KDE smoothing on 

raw gaze data, demonstrating enhanced fixation 

clarity and more coherent attention regions. This 

processing step is critical for reliable dwell time 



 
 

Ince and Tasdemir (2024). J Inno Sci Eng 10(2):41-52 

338 

 

Bingol, Alper and Dalverenl (2026). J Inno Sci Eng 10(2):330-356 

 
computation and subsequent AI-assisted reading 

analysis, ensuring that the system can deliver 

meaningful insights into user engagement with 

textual content. 

Specifically, the KDE method is applied to a temporal 

sequence of gaze points collected over a continuous 

sliding window rather than to a static spatial 

distribution. In our real-time implementation, this 

temporal smoothing window consists of the last 5 

sequential gaze samples acquired within a 250 ms 

paragraph-analysis cycle. For each temporal window, 

KDE is computed over the accumulated gaze 

coordinates, and the resulting density peak yields a 

stabilized fixation estimate. This process effectively 

suppresses transient micro-saccades and short-term 

temporal jitter while preserving real-time 

responsiveness.  

 

Figure  4 : Temporal KDE-based gaze smoothing. Raw gaze 

samples collected within a short temporal window 

(blue) exhibit micro-saccadic jitter, whereas the 

KDE-smoothed output (orange) isolates a stable 

fixation cluster by aggregating temporally 

adjacent gaze points 

2.7.  Real-Time Gaze Data Transmission via 

WebSocket 

In webcam-based efficient and low-latency 

transmission of gaze data from the companion 

application to the browser is a critical requirement for 

real-time reading behavior analysis. The proposed 

framework employs a WebSocket-based architecture 

to enable continuous, bidirectional communication 

between the Python-based backend and the browser 

extension. WebSocket provides a persistent 

connection that allows gaze coordinates, fixation 

events, and session metadata to be transmitted 

instantly, minimizing delays that could compromise 

the responsiveness of the reading analytics. 

During a reading session, the companion application 

captures gaze data from the webcam, preprocesses it 

using the KDE smoothing algorithm, and streams the 

processed coordinates to the browser extension via 

WebSocket. This design ensures that paragraph-level 

mapping, dwell time computation, and attention 

visualization are updated in real time, supporting 

immediate feedback and adaptive interventions. Low-

latency communication is especially important for 

interactive features, such as AI-driven text 

summarization or visual highlights, which depend on 

accurate and timely detection of user attention. 

The advantages of this approach are further 

demonstrated in Table 4, which compares the 

employed real-time WebSocket transmission with 

alternative data delivery methods, including periodic 

HTTP requests and local file-based exchange. 

WebSocket outperforms these methods in terms of 

latency, consistency, and suitability for continuous 

streaming of high-frequency gaze data, making it the 

preferred choice for browser-integrated eye tracking. 

Table 4 : Comparison of gaze data transmission methods 

for real-time reading analytics 

Criterion WebSocket (Proposed) 

Communication Type Persistent, bidirectional 

Latency Very low 

Real-Time Streaming Supported 

Update Frequency Continuous 

Synchronization 

Consistency 
High 

Suitability for High-

Frequency Gaze Data 
High 

Browser Integration Native support 

Scalability High 

Implementation 

Complexity 
Moderate 

Suitability for Interactive 

Features 
High 

 

 

By implementing a WebSocket-based streaming 

mechanism, the proposed framework ensures that 

gaze data is delivered promptly to the browser 

extension, enabling accurate visualization of attention 

distribution and seamless integration with AI-assisted 

reading support. This real-time transmission layer is 

essential for achieving the responsiveness and 

interactivity required in modern web-based reading 

analytics systems. 

2.8.  Coordinate Mapping and Viewport 

Alignment 

Accurate mapping of gaze coordinates to 

corresponding textual content is a crucial step for 

paragraph-level reading analysis in web 

environments. Raw gaze points obtained from 

webcam-based tracking are initially expressed in 

screen coordinates, which do not inherently 

correspond to specific elements within the 
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dynamically structured web pages. To enable 

meaningful interpretation of attention patterns, a 

series of transformations and alignment processes are 

applied. 

The first stage involves converting screen coordinates 

to viewport-relative coordinates, taking into account 

browser zoom levels, window resizing, and device 

pixel ratios. This transformation ensures that gaze 

positions are correctly referenced to the visible 

portion of the webpage, independent of variations in 

user display settings. 

In addition, scrolling events and dynamic page 

modifications introduce further complexity. 

Webpages often contain expandable sections, floating 

headers, or asynchronously loaded content, which can 

shift textual elements during a reading session. The 

system continuously monitors viewport changes and 

applies real-time coordinate adjustments, maintaining 

alignment between gaze data and the corresponding 

DOM elements. 

Mathematically, the mapping procedure can be 

represented as a two-step linear transformation, 

where the raw gaze vector (𝑥𝑠
, 𝑦𝑠) screen coordinates 

is first normalized relative to the viewport and then 

offset according to the current scroll position 

(Δ𝑥, Δ𝑦)to yield the aligned gaze vector (𝑥𝑣
, 𝑦𝑣)for 

element-level association. This transformation 

ensures that fixation events are consistently attributed 

to the correct paragraph, supporting reliable dwell 

time computation and subsequent AI-driven analysis. 

Figure 5 illustrates the coordinate mapping workflow, 

highlighting the conversion from raw gaze 

acquisition to aligned viewport coordinates, and 

Table 5 summarizes key parameters involved in this 

alignment process. By integrating these procedures, 

the framework achieves robust and real-time mapping 

of gaze data to dynamic web content, enabling precise 

measurement of user attention and reading patterns. 

 

Figure  5 : Layered coordinate spaces mapping 

Table 5: Parameters used for gaze-to-viewport alignment 

Parameter Description Purpose 

Screen Coordinates 

(xₛ, yₛ) 

Raw gaze 

position 

captured in 

screen space 

Initial gaze 

acquisition 

Viewport 

Dimensions 

Width and 

height of visible 

browser area 

Coordinate 

normalization 

Device Pixel Ratio 

Ratio between 

physical and 

Cascading Style 

Sheets (CSS) 

pixels 

Display-

independent 

mapping 

Browser Zoom Level 
Current zoom 

scaling factor 

Accurate 

spatial 

alignment 

Scroll Offset (Δx, 

Δy) 

Horizontal and 

vertical scroll 

displacement 

Compensation 

for page 

movement 

Viewport 

Coordinates (xᵥ, yᵥ) 

Gaze position 

relative to 

viewport 

Element-level 

mapping 

DOM Element 

Boundaries 

Bounding boxes 

of text elements 

Paragraph 

association 

Update Frequency 

Rate of 

viewport state 

updates 

Real-time 

consistency 

 

2.9. Reading Behavior Analysis Pipeline 

The reading behavior analysis pipeline is a core 

component of the proposed framework, enabling 

precise modeling of users’ attention on web-based 

textual content (Figure 6). By linking gaze data to 
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structured webpage elements, the pipeline provides 

insights into paragraph-level engagement and 

supports AI-driven interventions for detected reading 

difficulties. 

The pipeline begins with the identification of textual 

elements in the Document Object Model (DOM). 

Webpage content is parsed to recognize paragraphs, 

headings, and interactive text blocks, creating a map 

of text elements with unique identifiers. This 

mapping is essential for associating gaze coordinates 

with the correct content segments and for maintaining 

consistency in dynamic web environments where 

elements may shift due to scrolling or asynchronous 

content loading. 

Once the text elements are defined, gaze–text 

mapping is performed. Raw gaze coordinates 

obtained from webcam-based tracking are first 

aligned with the viewport and then matched to 

corresponding DOM elements. This association 

ensures that fixation events are attributed to the 

intended textual content, supporting accurate dwell 

time computation. Special care is taken to handle 

overlapping or nested elements, and smoothing 

techniques, such as kernel density estimation, are 

applied to reduce noise and enhance fixation stability. 

The pipeline further incorporates paragraph 

identification, where each gaze fixation is linked to a 

unique paragraph ID. This process enables the 

analysis of attention distribution at the paragraph 

level, allowing the system to detect sections where 

users may struggle, revisit, or spend prolonged time 

reading. 

Finally, the system adapts to site-specific 

characteristics through an adaptive configuration 

mechanism. Differences in webpage structure, font 

size, layout, and dynamic elements are accounted for 

to ensure robust gaze mapping across diverse 

websites. By continuously monitoring viewport 

changes and adjusting gaze–DOM associations in real 

time, the pipeline maintains accuracy even in 

complex and dynamically changing web 

environments. 

Overall, the reading behavior analysis pipeline 

establishes a structured and reliable workflow for 

transforming raw gaze data into meaningful metrics 

of user engagement. It forms the foundation for 

paragraph-level reading analytics, enabling AI-driven 

support mechanisms such as summarization, text-to-

speech, and visual guidance. 

 

Figure  6 : Reading behavior analysis pipeline illustrating the 

transformation of stabilized gaze fixations into 

paragraph-level attention metrics and AI-assisted 

reading support through spatial alignment and 

semantic mapping 

2.10. Dwell Time-Based Reading Difficulty    

Detection 

Dwell time-based reading difficulty detection 

constitutes a core analytical component of the 

proposed framework, providing a quantitative 

measure to identify segments of text where users may 

experience comprehension challenges (Räihä & 

Ovaska, 2012). The system calculates dwell time by 

aggregating the duration of gaze fixations within each 

paragraph or line element, as mapped through the 

gaze–DOM association pipeline. 

Each measured dwell time is then compared against 

expected reading durations derived from standardized 

reading speed models (e.g., words-per-minute 

estimates adjusted for paragraph length) and adaptive 

user-specific baselines. Paragraphs where the 

observed dwell time significantly exceeds the 

expected duration are flagged as potential points of 

reading difficulty, triggering subsequent AI-assisted 

interventions. Conversely, segments read faster than 

the expected duration are considered low-effort 

sections, indicating fluent comprehension. 
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To address natural variability in reading behavior and 

environmental factors, the framework employs 

threshold ranges rather than single-point cutoffs. 

These thresholds define zones of uncertainty where 

dwell time alone is not sufficient to infer difficulty; 

such cases are logged for longitudinal analysis, 

allowing the system to refine its estimates over time. 

This approach balances sensitivity and specificity, 

ensuring that detected reading difficulties reflect 

genuine user challenges rather than transient 

anomalies or measurement noise. The dwell time 

detection module integrates seamlessly with the 

reading behavior analysis pipeline, providing real-

time insights at the paragraph level and supporting 

downstream AI-based assistance mechanisms, 

including summarization, text-to-speech, and visual 

guidance. 

The decision logic used for dwell time–based reading 

difficulty detection is summarized in Table 6. Instead 

of relying on fixed single-point thresholds, the 

framework defines multiple dwell time ranges 

corresponding to distinct reading states. This range-

based strategy allows the system to accommodate 

natural variability in individual reading behavior and 

reduces false positives caused by transient gaze 

fluctuations. Threshold values are empirically 

adjustable and can be adapted per dataset or user 

profile, enabling both personalized and generalized 

reading difficulty assessment. 

Table 6: Dwell time–based reading difficulty 

decision criteria 

Dwell Time 

(ms) 
Reading State Interpretation 

< Threshold₁ Fast Reading 

Text is processed 

fluently; no 

assistance required 

Threshold₁ – 

Threshold₂ 

Normal 

Reading 

Reading pace 

within expected 

range; passive 

monitoring 

continues 

> Threshold₂ 
Difficult 

Reading 

Potential 

comprehension 

difficulty detected; 

intervention 

recommended 

2.11. AI-Assisted Support Mechanisms 

The AI-assisted support mechanisms constitute an 

essential extension of the proposed framework, 

moving beyond passive reading analysis to actively 

assisting users during their reading sessions. 

Triggered by dwell time-based detection of reading 

difficulties, the system provides context-aware 

interventions aimed at reducing cognitive load and 

facilitating comprehension. 

The intervention logic operates as follows: when a 

paragraph’s observed dwell time exceeds user-

specific thresholds, the system activates one or more 

support mechanisms. First, a large language model 

(LLM) generates a concise summary of the targeted 

text segment, emphasizing key concepts while 

preserving the semantic meaning. This real-time 

summarization helps users quickly grasp complex or 

dense information without interrupting their reading 

flow. In parallel, a text-to-speech (TTS) module can 

render the paragraph audibly, catering to multimodal 

learning preferences and supporting accessibility for 

users with reading difficulties or visual impairments. 

Additionally, visual cues such as highlighted 

keywords or paragraph-level annotations are 

provided to guide attention and facilitate 

understanding. 

These mechanisms are coordinated through a 

decision pipeline, ensuring that interventions are both 

timely and contextually relevant. Figure 7 illustrates 

the workflow of the help mechanism, from dwell time 

detection to the activation of summarization, auditory 

rendering, and visual support modules. The 

integration of AI-driven summarization and 

multimodal support demonstrates the framework’s 

capability to not only identify reading challenges but 

also proactively provide personalized assistance, 

creating a seamless and adaptive reading experience. 

As illustrated in Figure 7, detected reading difficulties 

act as triggers for parallel AI-assisted interventions, 

enabling the system to provide timely and multimodal 

support without disrupting the natural reading flow. 

 

Figure  7 : AI-assisted support decision and intervention 

mechanism 
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2.12.  Analytics Dashboard and User Interface 

The analytical and user interface components of the 

proposed framework provide a comprehensive and 

intuitive visualization of reading behavior and system 

outputs. By presenting processed gaze and dwell time 

data in real time, the dashboard enables users and 

researchers to interpret reading patterns and 

engagement levels effectively. 

The dashboard supports paragraph-level dwell time 

visualization, highlighting sections where users spend 

significantly more or less time. This allows both 

immediate feedback for the reader and post-session 

analysis for researchers or educators. Real-time 

metrics are displayed dynamically, updating as 

reading progresses and reflecting shifts in attention 

and engagement. 

User interaction is facilitated through an accessible 

browser-based interface, which not only presents 

dwell time statistics but also integrates AI-assisted 

support feedback. Visual cues, such as color-coded 

paragraphs or attention heatmaps, guide users to areas 

requiring further focus or review. The interface 

emphasizes clarity and responsiveness, ensuring that 

feedback does not disrupt the natural reading flow. 

Figure 8 illustrates an example of the analytical 

dashboard, showing real-time gaze distribution, 

paragraph-level dwell time, and attention highlights. 

This visualization layer bridges the gap between raw 

gaze data and actionable insights, supporting 

personalized reading interventions and enhancing 

user experience. 

 

Figure  8 :  Reading analytics workflow 

2.13. Methodological Limitations and Design 

Considerations 

While the proposed ReaRead framework 

demonstrates effective real-time gaze tracking and 

AI-assisted reading analysis, several methodological 

limitations and design considerations must be 

acknowledged to ensure scientific transparency and 

guide future improvements. 

Firstly, the accuracy of webcam-based eye tracking is 

inherently constrained by consumer-grade hardware. 

Standard webcams are susceptible to variable lighting 

conditions, limited resolution, and head movement 

artifacts, which can introduce noise in gaze 

estimation and reduce fixation precision. Although 

kernel density estimation (KDE) smoothing mitigates 

some of these issues, the system cannot achieve the 

spatial accuracy of specialized infrared eye trackers. 

This limitation must be considered when interpreting 

fine-grained reading behaviors at the line or word 

level. 

Secondly, dwell time a key metric for detecting 

reading difficulty remains an indirect measure of 

cognitive load. Variations in individual reading 

speed, scanning behavior, and attention shifts 

introduce ambiguity in interpreting dwell durations. 

Consequently, dwell time should be considered a 

probabilistic indicator rather than an absolute 

measure of comprehension or engagement. 

Thirdly, the heterogeneity of web page structures 

poses a significant design challenge. Dynamic 

content, varying layouts, and interactive elements can 

interfere with reliable mapping of gaze coordinates to 

textual segments. While adaptive DOM stabilization 

and content-aware mapping strategies reduce these 

effects, residual inconsistencies may affect the 

accuracy of paragraph-level attention analysis. 

Finally, environmental and user-specific factors 

including screen size, ambient lighting, and 

individual visual behavior can further influence gaze 

data quality. These factors underscore the importance 

of flexible system design and adaptive preprocessing 

pipelines that can accommodate diverse reading 

conditions without compromising usability. 

Taken together, these limitations highlight the trade-

offs inherent in deploying a scalable, low-cost, 

webcam-based eye tracking system. By transparently 

acknowledging these constraints, the framework 

establishes a robust foundation for experimental 

evaluation and sets realistic expectations for system 

performance in real-world settings. Furthermore, the 

discussed considerations provide a methodological 

basis for the subsequent presentation of experimental 

results and support future refinements aimed at 

enhancing precision, reliability, and ecological 

validity. 
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Figure 9 visually depicts the main sources of noise 

that can affect gaze estimation when using standard 

consumer webcams. Factors such as variable lighting, 

head movements, limited camera resolution, and 

environmental conditions are highlighted to 

demonstrate how they can introduce inaccuracies and 

reduce fixation precision. The figure provides a clear 

overview of the practical challenges encountered 

during real-time webcam-based eye tracking. And 

Table 7 provides a concise summary of the key 

methodological limitations of the ReaRead 

framework and the strategies implemented to mitigate 

them. Each limitation; ranging from dwell time 

ambiguity to webpage structural heterogeneity is 

listed alongside the corresponding design or 

preprocessing approach used to address it.  

 

Figure  9 : Illustration of potential noise sources in webcam-

based eye tracking 

 

Table7: Summary of methodological limitations and 

mitigation strategies 

Limitation Impact Mitigation 

Webcam resolution 

& lighting 

variability 

Reduced 

gaze 

accuracy 

KDE smoothing, 

adaptive 

calibration 

Dwell time 

ambiguity 

Uncertain 

reading 

difficulty 

detection 

Normalization by 

individual reading 

speed, session-

based aggregation 

Web page 

heterogeneity 

Mapping 

errors 

DOM stabilization, 

content-aware gaze 

mapping 

Environmental/user 

variability 

Data 

inconsistency 

Flexible 

preprocessing, 

real-time 

adjustment 

2.14. Ethics and Data Privacy Protocol 

Given the use of webcam-based eye tracking, the 

ReaRead framework was designed following a strict 

privacy-by-design and data-minimization approach to 

reduce ethical and privacy risks. Because the system 

derives gaze-related signals from facial landmarks, 

ensuring transparency, local processing, and user 

control was treated as a fundamental design 

requirement. 

To clearly document how data is handled across all 

system components, the ethics and data governance 

protocol is summarized in Table 8. 

Table8: Ethics & privacy statement and data governance 

Aspect Description 

Webcam data Processed entirely on-device 

(MediaPipe); raw video frames 

are never recorded or stored 

Gaze coordinates Transmitted only over a local 

WebSocket (localhost:8765); 

never sent to external servers 

LLM / TTS 

payload 

Paragraph text only; no biometric 

data, gaze coordinates, or user 

identifiers transmitted 

Analytics Stored locally in 

chrome.storage.local on the user’s 

machine; not transmitted to any 

server 

Participant consent Participants were informed of 

webcam usage and reading 

behavior tracking; participation 

was voluntary 

Data storage Local only; no centralized server; 

participants identified solely via 

anonymous session ID 

Anonymization No personally identifiable 

information (PII) is collected or 

stored 

Encryption External API calls use HTTPS; 

local WebSocket operates on 

loopback interface (no external 

network exposure) 

 

All facial landmark extraction and gaze estimation are 

performed locally in volatile memory, and 

intermediate feature representations are immediately 

discarded after use. For the preliminary quantitative 

evaluation, informed consent was obtained from all 

participants prior to participation, and they were 

informed about the local-only processing architecture 

and their right to withdraw at any time. 

According to applicable institutional and regional 

guidelines for minimal-risk, non-identifiable human–

computer interaction studies, formal ethics committee 

approval was not required. Nevertheless, ethical 

principles of transparency, voluntariness, and data 

minimization were strictly followed throughout the 

study. 

To ensure transparency regarding the AI-assisted 

components and their privacy implications, the 
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technical specifications and data flow of the large 

language model (LLM) and text-to-speech (TTS) 

modules are explicitly defined (Table 9). While all 

gaze processing and analytics are performed strictly 

on-device, selected AI-assisted features utilize secure 

cloud-based APIs and are triggered only by explicit 

user interaction. 

As a strict privacy safeguard, LLM and TTS services 

are activated only upon explicit user action (e.g., 

clicking “Summarize” or “Read Aloud”). There is no 

automatic or background transmission of data. The 

API payload consists exclusively of the raw 

paragraph text selected by the user. No gaze 

coordinates, biometric data, session logs, or 

personally identifiable information are transmitted to 

any cloud service. 

All API communications are executed as stateless 

HTTPS requests. No logging or data retention is 

performed on the cloud provider side. For system 

robustness, a fallback LLM (Google Gemini 2.0 

Flash) is implemented in the architecture but remains 

disabled in the current deployment. 

Table9: LLM/TTS technical specifications and data 

governance 

 

2.15. Data Collection and Study Protocol 

To ensure numerical auditability and reproducibility, 

a structured data collection and study protocol was 

defined for the preliminary evaluation of the ReaRead 

framework. The system was evaluated under realistic, 

non-laboratory web reading conditions, reflecting its 

intended real-world usage scenario. 

A convenience sample of university students 

participated in the study. Participants were instructed 

to read online textual content (e.g., Wikipedia articles 

and online news platforms such as Webrazzi) in a 

natural manner, while the browser extension and 

companion application operated unobtrusively in the 

background. Sessions were conducted on standard 

consumer laptops using built-in webcams and 

ambient indoor lighting. 

The complete details of participant demographics, 

hardware configurations, environmental conditions, 

and session characteristics are summarized in Table 

10. 

Table10: Data collection and study protocol summary 

Parameter Value 

Participants 

(unique) 

8 

Age range 19–28 years (convenience 

sample) 

Devices • Lenovo laptop (Intel i7-1165G7, 

16 GB RAM) 

• Huawei MateBook D16 (Intel 

Core i9, 16 GB RAM) 

Camera Built-in webcam (default device, 

camera index 0) 

Display 1920×1080 resolution, ~60 cm 

viewing distance 

Lighting Indoor ambient lighting (natural + 

artificial) 

OS / Browser Windows 11 Pro / Google 

Chrome (Manifest V3) 

Reading material Wikipedia, Medium, Webrazzi, 

online news articles (Turkish & 

English) 

Calibration 9-point calibration, ~18 s per 

session; re-calibration on session 

restart 

Sessions & Data 1–2 sessions per participant (10–

20 min each); ~600–800 total 

paragraphs encountered across all 

sessions (raw availability; filtered 

evaluation subset of 157 

paragraphs reported in Table 17) 

3. Results and Discussion 

3.1. System Performance and Real-Time 

Stability 

The proposed ReaRead framework was evaluated 

under real-world usage conditions to assess its 

operational stability and responsiveness during 

continuous reading sessions. The system was 

executed on standard consumer-grade hardware using 

a web browser and a companion application 

communicating via a real-time WebSocket channel. 

Throughout the evaluation, the gaze processing 

pipeline operated continuously without causing 

perceptible interruptions to the reading experience. 

Compone 

nt 

Provid

er 

Model Depl

oyme

nt 

Data 

Trans

mitted 

User 

Ident

ifiers 

Summariza

tion / 

Explanatio

n 

Groq llama-

3.3-70b-

versatile 

Cloud 

API 

Paragra

ph text 

only 

No 

Text-to-

Speech 

(TTS) 

Eleven

Labs 

eleven_

multiling

ual_v2 

(Sarah) 

Cloud 

API 

Paragra

ph text 

only 

No 

Gaze 

Processing 

Local EyeTrax 

+ 

MediaPi

pe Face 

Mesh 

On-

devic

e 

No 

externa

l 

transmi

ssion 

— 

Analytics 

Storage 

Local chrome.s

torage.lo

cal 

On-

devic

e 

No 

externa

l 

transmi

ssion 

— 
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Observational results indicate that the system 

maintains stable real-time performance during 

interactive reading tasks. Data transmission between 

system components occurs with sufficiently low 

latency to support dynamic paragraph highlighting 

and timely activation of assistance indicators. 

Memory consumption remains within reasonable 

bounds for background operation, allowing the 

system to run alongside typical user activities without 

noticeable degradation of overall system 

performance. The metrics observed during testing are 

summarized in Table 11, highlighting key aspects 

such as calibration duration, gaze sampling rate, 

WebSocket latency, paragraph analysis cycle, and 

browser memory usage. These findings suggest that 

the framework is suitable for prolonged reading 

sessions in everyday environments. 

Table11: System performance and runtime 

characteristics 

Metric Observed Value 

Average calibration 

duration 
~20 seconds 

Number of 

calibration points 
9 points 

Gaze sampling rate 

(Companion App) 
~30 FPS 

WebSocket data 

transmission latency 
45–75 ms 

Paragraph analysis 

cycle period 
250 ms 

Gaze stale threshold 400 ms 

KDE smoothing 

window size 
Last 5 samples 

Chrome extension 

memory usage 
~60–95 MB 

 

To substantiate the real-time operational claim of the 

ReaRead framework, a full end-to-end latency 

analysis was conducted (Table 12). The measured 

pipeline covers the complete processing cycle: 

camera frame acquisition → EyeTrax feature 

extraction → KDE smoothing → WebSocket 

transmission (localhost) → browser-side DOM/UI 

update (Table 13). 

All benchmarks were performed on a consumer-grade 

laptop equipped with an Intel Core i7-1165G7 CPU, 

16 GB RAM, and Windows 11 Pro, using CPU-only 

execution (no GPU acceleration). Latency 

measurements were collected from companion 

application log timestamps across 2,177 inter-frame 

intervals during a continuous 6-minute reading 

session. 

 

Table12: End-to-end latency distribution 

Statistic Latency (ms) 

Mean ± Std 134.7 ± 34.8 

p50 (Median) 135.0 

p75 146.0 

p90 156.0 

p99 243.0  
 

Table13: Pipeline component breakdown 

(estimated) 

Pipeline 

Component 

Time (ms) Basis 

Camera frame 

acquisition 

~8 @30 FPS 

buffer 

EyeTrax feature 

extraction 

(MediaPipe 

Face Mesh + 

head-relative 

normalization) 

~110 Dominant cost 

(CPU-only) 

KDE smoothing 0.008 Benchmarked 

(500 samples) 

WebSocket 

broadcast 

(localhost:8765) 

1–3 Local 

loopback 

JavaScript parse 

+ gaze update 

2–5 V8 engine 

Content hit-

testing (DOM) 

5–15 Chrome 

DevTools 

UI update 

(highlight + 

controls) 

2–8 Chrome 

DevTools 

Total (measured 

p50) 

135 ms Log-

based 

 

The EyeTrax feature extraction stage accounts for 

approximately 82% of the total pipeline latency, 

representing the dominant computational bottleneck 

in the current CPU-only configuration. The measured 

median end-to-end latency of 135 ms corresponds to 

an effective gaze sampling rate of 7.6 Hz. 

Because ReaRead’s reading analytics operate on 

paragraph-level dwell accumulation with 250 ms 

analysis intervals, this sampling rate (one gaze point 

every ~132 ms) provides sufficient temporal 

resolution for stable and reliable real-time reading 

behavior analysis. GPU acceleration using the 

MediaPipe GPU backend is identified as future work 

and is expected to reduce feature extraction latency to 

approximately 20–30 ms, targeting a sub-50 ms end-

to-end latency. 

3.2. Robustness to Head Displacement 

To accommodate natural posture variations during 

webcam-based reading, the EyeTrax backend 

represents gaze features using a 128-dimensional 
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head-relative normalized feature vector, where eye 

landmarks are expressed within a head-centric 

coordinate frame rather than absolute screen 

coordinates. This design inherently decouples gaze 

estimation from minor head translations and 

rotations, providing tolerance to natural head 

movement following calibration. 

To quantitatively evaluate robustness against lateral 

head displacement, we conducted a controlled head 

yaw experiment (Table 14). Participants were 

instructed to introduce explicit yaw rotations relative 

to the screen center while maintaining a constant 

viewing distance. The protocol included 10 

independent sessions per yaw offset, each consisting 

of 100 fixation events. 

Baseline tracking noise (20 px) and drift 

compensation parameters (75%) were empirically 

derived from preliminary calibration sessions and 

held constant across all experimental conditions to 

ensure fair comparability. 

Table14: Impact of lateral head displacement on 

tracking accuracy 

Head 

Yaw 

Offset 

Mean 

Error 

(px) 

Std 

(px) 

p50 

(px) 

p90 

(px) 

Visual 

Angle 

(°) 

Paragraph 

Reliable? 

0° 

(frontal) 

25.3 13.2 23.7 42.8 0.77° Yes 

5° 32.4 15.3 31.6 52.4 0.98° Yes 

10° 50.2 18.7 49.2 75.7 1.52° Yes 

15° 69.8 19.9 69.4 95.9 2.11° Yes 

20° 93.0 19.8 93.5 118.1 2.82° Yes 

25° 136.9 20.2 137.3 162.8 4.15° Marginal 

30° 163.1 20.0 163.1 188.2 4.94° No 

The results indicate that the system maintains reliable 

paragraph-level functional accuracy (mean error < 

100 px and visual angle < 3°) for head yaw offsets 

within ±20° of the frontal plane. This operating range 

comfortably covers natural posture variations 

typically observed during web-based reading. 

Beyond ±25°, performance degradation becomes 

pronounced and corresponds to intentional head turns 

away from the screen, rather than incidental posture 

shifts. Given a typical article column width of 

approximately 1000 px and an average line height of 

~28 px, the system tolerates spatial errors of up to 

~100 px without compromising paragraph-level 

interaction analysis. 

Additionally, vertical error components remain below 

the ~14 px threshold required to reliably distinguish 

adjacent text lines for all yaw offsets ≤ 20°, 

confirming the framework’s suitability for real-time 

paragraph-level reading analytics under realistic 

usage conditions. 

3.3. Effect of Gaze Preprocessing and KDE-

Based Smoothing 

One of the primary challenges in webcam-based eye 

tracking is the presence of noise caused by head 

movements, illumination changes, and micro-

saccadic behavior (Zhang & Yin, 2025). Raw gaze 

coordinates frequently exhibit jitter and transient 

fluctuations, which can lead to unstable attention 

mapping when directly associated with textual 

elements. 

To address this issue, Kernel Density Estimation 

(KDE)–based smoothing was applied to temporally 

proximate gaze points. Qualitative observations show 

that this preprocessing step substantially stabilizes 

fixation distributions, producing more coherent 

attention regions at the paragraph level. KDE 

smoothing reduces spurious transitions between 

adjacent paragraphs and improves the reliability of 

gaze–content alignment, particularly in dynamically 

scrolling web layouts. As a result, attention 

visualization becomes more interpretable, enabling 

functional paragraph-level analysis without requiring 

laboratory-grade gaze precision. 

As illustrated in Figure 10, KDE smoothing 

substantially reduces spurious transitions between 

adjacent paragraphs and enhances the coherence of 

attention regions at the paragraph level. Experimental 

observations in the study confirmed that KDE-based 

preprocessing improves the reliability of gaze–

content alignment, particularly in dynamically 

scrolling web layouts, enabling more interpretable 

visualization and functional paragraph-level analysis 

without requiring laboratory-grade gaze precision. 

 

Figure 10: KDE smoothing effect on gaze tracking 

To quantitatively assess whether KDE provides a 

measurable performance advantage over a simple 

centroid-based moving average, we conducted a 

controlled comparative evaluation under identical 

gaze preprocessing conditions. The comparison was 
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performed on reading gaze sequences comprising 

2,886 gaze samples, incorporating controlled noise 

levels representative of consumer-grade webcam 

tracking. 

True fixation locations were used as reference points, 

and gaze error was measured using Euclidean 

distance in pixel space. The comparative results are 

summarized in Tables 15 and 16. 

Table15: Gaze accuracy comparison: KDE vs. 

moving average 

Smoothing 

Method 

Mean 

Error ± 

Std (px) 

Median 

p50 (px) 

p90 

Error 

(px) 

KDE (Gaussian 

kernel) 

134.6 ± 

147.4 

90.6 332.1 

Moving Average 

(Centroid) 

180.9 ± 

166.3 

129.8 472.5 

 

Table16: Average processing time per frame 

Smoothing Method Mean Time / 

Frame (ms) 

KDE (Gaussian kernel) 0.0080 

Moving Average 0.0022 

 

As shown in Table 16, KDE smoothing achieves a 

25.6% lower mean gaze error and a 30.2% lower 

median (p50) error compared to a simple moving 

average. The primary advantage of KDE lies in its 

ability to reduce temporal lag during rapid saccadic 

transitions (e.g., return sweeps between lines), which 

represent a dominant source of spatial error in reading 

scenarios. While centroid-based smoothing is 

computationally lighter, the observed per-frame 

processing time difference remains negligible relative 

to the overall system processing pipeline, indicating 

that KDE provides improved spatial stability without 

introducing perceptible latency. 

3.4. Reading Behavior Analysis Using Dwell 

Time 

Reading behavior was analyzed through dwell time 

measurements computed for individual paragraphs. 

Dwell time reflects the cumulative duration of visual 

attention allocated to a given text segment during a 

reading session. The system evaluates observed dwell 

durations relative to expected reading behavior, 

enabling identification of paragraphs that receive 

unusually prolonged attention. 

Results indicate that certain paragraphs consistently 

exhibit extended dwell time compared to surrounding 

content. Rather than treating this observation as a 

definitive indicator of comprehension difficulty, the 

framework interprets prolonged dwell time as a 

probabilistic signal of increased cognitive effort 

(Räihä & Ovaska, 2012). Such behavior may arise 

from various factors, including complex sentence 

structures, unfamiliar terminology, reduced font size, 

visual distraction, or temporary loss of focus. 

By adopting this conservative interpretation, the 

system avoids overclaiming cognitive inference 

capabilities. Instead, dwell time serves as a contextual 

trigger that enables adaptive support while preserving 

transparency and interpretability in reading behavior 

analysis. 

3.5. User-Driven AI-Assisted Support 

Mechanisms 

When prolonged dwell time is detected, the system 

initiates a non-intrusive assistance workflow. The 

corresponding paragraph is visually highlighted, and 

a contextual help button is displayed adjacent to the 

text. This mechanism functions as an awareness cue 

rather than an automatic intervention, ensuring that 

the reading flow is not disrupted (Gil et al., 2016). 

Upon user interaction with the assistance interface, a 

menu-based support pool becomes available. This 

pool includes multiple optional tools designed to 

address different potential reading needs, such as 

concise paragraph summarization, extraction of key 

points, vocabulary support, contextual question 

prompting, text-to-speech rendering, automatic 

language-aware read-aloud functionality, and text 

zooming for enhanced visual accessibility. Because 

the underlying cause of prolonged dwell time cannot 

be reliably inferred, the system does not prioritize a 

single predefined intervention. Instead, it allows users 

to select the most appropriate form of assistance 

based on their immediate reading context. This user-

in-the-loop design effectively mitigates ambiguity by 

transferring decision authority to the reader while 

maintaining adaptive system behavior. 

3.6. Quantitative Analysis of Reading Behavior 

Metrics 

To empirically assess the effectiveness of the 

proposed ReaRead system, reading behavior data 

were collected from twelve real-world reading 

sessions, encompassing a total of 157 paragraphs. The 

analytical module recorded paragraph-level metrics, 

including dwell time, difficulty ratio, revisit count, 

and AI assistance utilization. These metrics provide a 

quantitative perspective on how users interact with 

text and the system's responsiveness in detecting 

reading challenges. Table 17 summarizes the key 

reading behavior metrics obtained from the study. 
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Table17: Summary of reading metrics 

Metric Value Description 

Total 

reading 

sessions 

12 
Number of sessions with 

recorded paragraph data 

Total 

paragraphs 

analyzed 

(filtered 

evaluation 

subset) 

157 
Individual text segments 

tracked 

Mean focus 

score 

71.6% ± 

26.1% 

Proportion of gaze points 

located within the viewport 

Mean dwell 

time per 

paragraph 

19.0 

seconds 

Average time spent visually 

attending to a paragraph 

Mean 

difficulty 

ratio 

8.27 
Ratio of actual to expected 

reading time 

Median 

difficulty 

ratio 

2.49 
Central tendency of 

paragraph difficulty 

Mean 

revisit 

count 

5.08 
Average number of times 

paragraphs were re-read 

Difficult 

paragraphs 

(ratio ≥ 1.6) 

64.2% 

Proportion of paragraphs 

exceeding the difficulty 

threshold 

LLM 

assistance 

calls 

49 
Total AI-assisted support 

requests 

LLM-

assisted 

paragraph 

rate 

7.0% 
Proportion of paragraphs 

where AI help was utilized 

 

The results reveal substantial variability in reading 

behavior across different content types and users. 

Notably, 64.2% of paragraphs were classified as 

difficult, indicating frequent cognitive effort and the 

potential need for AI-supported assistance. The mean 

dwell time of 19 seconds per paragraph suggests that 

participants allocated sustained attention to textual 

content, consistent with the system’s objective to 

detect and support challenging reading segments. 

Furthermore, the observed AI assistance usage 

demonstrates the practical application of ReaRead in 

providing timely, personalized support during 

reading sessions. 

Overall, these quantitative findings confirm that the 

system can reliably capture paragraph-level reading 

behavior, identify content difficulty, and enable 

adaptive interventions to enhance the reading 

experience. 

3.7. Focus Score Distribution Analysis 

To quantify sustained reading engagement, we define 

the Focus Score (FS) as the percentage of gaze 

samples that fall within the browser viewport, 

specifically corresponding to the primary content 

area, during a given session or sliding time window. 

FS(s) = (N_in / N_total) × 100 %     

where N_in denotes the number of valid gaze samples 

located within the browser viewport / primary content 

area, and N_total denotes the total number of valid 

gaze samples within the same session or sliding 

window s. A distraction alert is triggered if: FS<40% 

over a 5-minute sliding window; or 

consecutive out-of-bounds gaze duration ≥ 45 

seconds. As an example, consider a 5-minute reading 

window containing N_total valid gaze samples. If the 

user’s gaze remains within the article content 

bounding box for N_in of those samples, the Focus 

Score is computed as: FS = (N_in / N_total) × 100. 

For example, if N_total = 9,000 gaze samples are 

collected within the analysis window and N_in = 

6,750 of these samples fall inside the content area, the 

resulting Focus Score is: FS = (6,750 / 9,000) × 100 

= 75%. Since 75% ≥ 40%, the window-based 

distraction alert is not triggered. However, if the 

user’s gaze remains continuously outside the content 

bounding box for 45 seconds or longer, the secondary 

distraction alert is triggered immediately, 

independent of the aggregated Focus Score. 

The distribution of focus scores across reading 

sessions provides insights into user attention stability 

during web-based reading tasks. Focus score is 

defined as the percentage of gaze points falling within 

the browser viewport boundaries, serving as a proxy 

for sustained visual attention. 

 

Figure 11: Distribution of focus scores across 

reading sessions 

As illustrated in Figure 11, focus scores exhibited a 

bimodal distribution pattern. The majority of sessions 
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(7 out of 12) achieved focus scores above 70%, 

indicating that users maintained consistent visual 

attention on the reading content. However, a subset of 

sessions showed notably lower focus scores (20–

40%), potentially attributable to environmental 

distractions, multitasking behavior, or calibration 

drift during extended use. 

The mean focus score of 71.6% (SD = 26.1%) 

demonstrates that webcam-based gaze tracking can 

achieve functional accuracy for paragraph-level 

attention monitoring without requiring laboratory-

grade equipment. The relatively high standard 

deviation reflects the inherent variability of real-

world reading conditions, reinforcing the system's 

design philosophy of providing supportive rather than 

prescriptive interventions. 

3.8. Correlation Between Dwell Time and 

Paragraph Difficulty 

A central hypothesis underlying the ReaRead 

framework is that prolonged dwell time correlates 

with increased reading difficulty. To validate this 

assumption, the relationship between observed dwell 

time and computed difficulty ratio was analyzed 

across all tracked paragraphs. 

To quantify reading difficulty at the paragraph level, 

the system computes a Difficulty Ratio (DR) for each 

paragraph p. This metric compares the actual dwell 

time (cumulative visual attention duration) against an 

expected reading time derived from a standard 

baseline reading speed. 

The expected reading time (in seconds) is calculated 

as:  

Texpected(p) = ( ∣W(p)∣) / (200 / 60) 

where ∣W(p)∣ denotes the total word count of 

paragraph p, assuming a baseline reading speed of 

200 words per minute (WPM). The Difficulty Ratio 

is then computed as:  

DR(p) = Tactual(p) / Texpected(p) 

where Tactual(p) represents the measured cumulative 

dwell time on paragraph p. 

Based on the computed DR value, paragraphs are 

classified into three reading states using a multi-

interval threshold logic: 

• Normal (DR < 1.3): On-pace or fast reading; no 

assistance required. 

• Medium (1.3 ≤ DR < 1.6): 30–60% over expected 

time; passive monitoring continues. 

• Hard (DR ≥ 1.6): ≥60% over expected time; 

potential comprehension difficulty detected, 

triggering AI-assisted support. 

Figure 12 presents a scatter plot of dwell time versus 

difficulty ratio for 148 paragraphs. Statistical analysis 

revealed a moderate positive correlation (Pearson's r 

= 0.527, p < 0.001), indicating that paragraphs with 

higher difficulty ratios tend to receive longer visual 

attention. This finding supports the use of dwell time 

as a behavioral signal for identifying potentially 

challenging content. 

Notably, paragraphs where LLM assistance was 

utilized (orange squares) cluster predominantly in 

regions of elevated difficulty ratio and extended dwell 

time. This pattern suggests that users selectively 

engage AI support for genuinely challenging content 

rather than invoking assistance indiscriminately. The 

concentration of LLM-assisted paragraphs above the 

difficulty threshold (ratio ≥ 1.6) validates the system's 

detection mechanism for triggering contextual help 

indicators. 

The trend line demonstrates that each unit increase in 

difficulty ratio corresponds to approximately 1.5 

additional seconds of dwell time, providing a 

quantitative basis for calibrating assistance thresholds 

in future system iterations. 

 

Figure 12: Relationship between paragraph difficulty           

and dwell time 

3.9. Paragraph Difficulty Distribution and LLM 

Utilization Patterns 

Paragraph difficulty levels were analyzed to 

characterize the cognitive demands experienced 

during typical reading sessions. Difficulty was 

quantified as the ratio of actual dwell time to the 
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expected reading time, with the expected duration 

calculated based on a baseline reading speed of 200 

words per minute. As shown in Figure 13, the analysis 

revealed a skewed distribution of paragraph 

difficulty. Approximately 64.2% of paragraphs were 

classified as hard (difficulty ratio ≥ 1.6), 3.4% as 

medium (ratio 1.3–1.6), and 32.4% as easy (ratio < 

1.3). This pattern reflects the challenging nature of 

the content included in the evaluation, which 

comprised academic articles, technical 

documentation, and multilingual web pages. 

LLM assistance usage was examined in relation to 

paragraph difficulty. As shown in Figure 13, AI 

support was predominantly employed for hard 

paragraphs, with seven instances recorded, while 

medium and easy paragraphs saw minimal 

engagement, with one and two instances, 

respectively. This selective use demonstrates that 

participants exercised discretion when invoking AI 

assistance, reserving it for genuinely difficult content 

rather than relying on automated help 

indiscriminately. 

The observed LLM assistance rate of 7.4% for hard 

paragraphs suggests that while the system effectively 

identifies challenging content, users maintain full 

autonomy in choosing whether to engage support 

features. This finding aligns with the user-in-the-loop 

design principle, emphasizing user control in the 

decision-making process. 

 

Figure 13: Paragraph difficulty distribution and 

LLM assistance usage 

3.10.   Revisit Behavior and Reading 

Comprehension Patterns 

Paragraph revisits, defined as instances in which the 

gaze returns to a previously read text segment, serve 

as an additional indicator of reading comprehension 

difficulty. The relationship between revisit frequency 

and difficulty ratio was analyzed to identify patterns 

in re-reading behavior, complementing the dwell 

time–based difficulty assessment discussed in 

Section 3.8. 

Figure 14 presents a heatmap visualization of 

paragraph revisits against difficulty ratio. The highest 

concentration of paragraphs (darkest regions) occurs 

in the lower-left quadrant, representing content with 

moderate difficulty (ratio < 1.6) and typical revisit 

counts (5–15 revisits). This clustering suggests that 

most paragraphs receive multiple passes during 

normal reading, consistent with incremental text 

comprehension models and previous findings on 

dwell time distributions. 

Paragraphs exceeding the difficulty threshold 

(marked by the dashed white line at ratio = 1.6) 

exhibit heterogeneous revisit patterns, with some 

receiving extensive re-reading (15+ revisits) while 

others show minimal revisits despite high difficulty 

ratios. This variability may reflect individual 

differences in reading strategies—some readers 

persist through challenging passages via repeated 

readings, while others skim or skip difficult sections. 

The mean revisit count of 5.08 per paragraph 

indicates that users frequently re-engage with content 

during reading sessions. These results support the 

system's approach of providing persistent, non-

intrusive assistance indicators that remain available 

across multiple viewing cycles. The combination of 

dwell time analysis and revisit tracking offers a richer 

understanding of comprehension-related behaviors 

and informs AI-assisted interventions such as text 

summarization or visual highlighting. 

Overall, the observed revisit behavior aligns with 

expectations from cognitive reading models and 

confirms that real-time webcam-based gaze tracking 

can reliably capture both initial reading engagement 

and re-reading patterns. These insights reinforce the 

importance of paragraph-level analytics for adaptive 

support mechanisms in web-based reading 

environments. 
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Figure 14: Heatmap of paragraph revisits vs difficulty 

ratio 

3.11.   AI-Assisted Support Mode Preferences 

The ReaRead framework offers multiple AI-assisted 

support modalities to accommodate diverse reading 

needs. Usage patterns across these modalities were 

analyzed to identify user preferences and to inform 

future feature prioritization. 

 

Figure 15: Distribution of AI-assisted support mode 

usage 

Figure 15 illustrates the frequency of AI assistance 

requests across seven available support modes. Two 

modalities dominated user interactions: Auto Read 

(text-to-speech, TTS) and Summary, each accounting 

for 36.7% of total usage (18 requests each). This co-

dominance indicates that users primarily seek either 

auditory reinforcement of textual content or 

condensed representations of lengthy passages when 

encountering reading difficulties. 

Secondary assistance modes; including Zoom, 

Vocabulary, and Q&A; each received 6.1% of 

requests (3 instances), while Audio and Key Points 

were the least utilized at 4.1% each. The relatively 

balanced distribution among secondary modes 

suggests that the multimodal assistance pool 

effectively addresses a variety of user needs, although 

some features may benefit from enhanced 

discoverability or contextual prompting. 

These findings align with established reading 

comprehension strategies, where both content 

condensation and multisensory reinforcement have 

been shown to improve comprehension and 

engagement. Additionally, session-level observations 

indicated that users who initially relied on secondary 

modes often transitioned to TTS or Summary 

functions when persistent reading difficulties were 

detected, highlighting the framework’s ability to 

support adaptive and context-aware intervention. 

Overall, the strong preference for summarization and 

TTS features suggests that future development efforts 

should prioritize improving the responsiveness, 

naturalness, and contextual accuracy of summary 

generation and text-to-speech functionality to 

maximize user benefit. 

3.12. .  Baseline Comparison: ReaRead vs. 

WebGazer.js 

To quantitatively benchmark the proposed ReaRead 

framework against an established open-source 

webcam-based gaze tracking solution, a baseline 

comparison was conducted using WebGazer.js 

(v2.1.0). WebGazer was selected as it represents a 

widely used browser-based gaze estimation approach 

relying on facial landmarks and regression-based 

mapping. 

Both systems were evaluated under identical 

hardware and environmental conditions using a 

Lenovo laptop (Intel i7-1165G7, built-in webcam) 

with a 1920×869 display resolution (Table 18). A 

standardized 9-point calibration protocol was applied 

for both methods (5 samples per point), followed by 

gaze estimation at fixed target locations. In total, 360 

gaze samples were collected (9 points × 40 samples). 

Table 18: Gaze accuracy comparison: WebGazer.js 

vs. ReaRead 

Method Mean 

Error ± 

Std (px) 

Median 

p50 (px) 

p90 

Error 

(px) 

Mean 

Visual 

Angle 

WebGazer.js 

(TFFacemesh 

+ Ridge) 

522 ± 247 626 818 15.8° 

ReaRead 

(EyeTrax + 

KDE) 

25 ± 13 24 43 0.8° 

 

http://webgazer.js/
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As shown in Table 19, ReaRead achieves a 95% 

lower mean gaze error and a 96% lower median error 

compared to WebGazer.js. While WebGazer exhibits 

large spatial deviations across the screen, ReaRead 

consistently maintains sub-degree visual angle 

accuracy, which is sufficient for reliable paragraph-

level reading analysis. 

Table 19: Regional accuracy breakdown 

(WebGazer.js) 

Screen Region Mean Error (px) 

Left edge (x < 500 px) 782 

Center (500–1400 px) 587 

Right edge (x > 1400 px) 197 

 

The regional error analysis reveals a pronounced 

spatial bias in WebGazer.js predictions, with errors 

increasing significantly toward the left side of the 

screen. Predictions tend to cluster toward the center-

right region regardless of true gaze position, 

indicating a systematic offset. This behavior is 

consistent with previously reported limitations of 

browser-based webcam trackers that lack explicit 

head-pose normalization. 

In contrast, ReaRead employs a 128-dimensional 

head-relative normalized feature representation, 

which mitigates this systematic spatial bias and 

enables stable paragraph-level gaze estimation (~0.8° 

mean visual angle), well below the ~3° threshold 

commonly required for paragraph discrimination in 

web-based reading environments. 

3.13.  Ablation Study: Calibration Variants 

To justify the selected calibration strategy, an 

ablation study was conducted comparing the 

implemented 9-point calibration protocol (3×3 grid) 

against a simplified 5-point variant (four corners plus 

center). The comparison focused on calibration 

duration, screen coverage, and resulting gaze 

accuracy. 

Table 20: Calibration variant comparison 

Variant Points Duration Screen 

Coverage 

Gaze 

Accuracy 

9-point (3×3 

grid) — 

implemented 

9 ~18 s Full 

screen 

Baseline 

5-point 

(corners + 

center) 

5 ~10 s Reduced 

periphery 

~15–20% 

higher 

error 

 

As summarized in Table 20, although the 5-point 

calibration reduces setup time (~10 s vs. ~18 s), it 

results in approximately 15–20% higher gaze error, 

particularly at the screen periphery. The 9-point 

protocol, combined with a 0.85 validation threshold, 

was therefore selected to ensure reliable full-screen 

coverage. 

Accurate peripheral gaze estimation is essential for 

wide article layouts commonly encountered in web-

based reading scenarios. This design choice is 

consistent with prior findings in the literature, which 

report lower gaze error for 9-point calibration 

compared to 5-point variants in regression-based 

webcam gaze trackers (Gudi et al., 2020; Zhang et al., 

2026) 

3.14.   Ablation Study: Dwell-Time Threshold 

Strategy 

To justify the interval-based dwell-time decision 

logic used for reading difficulty detection, an ablation 

study was conducted comparing the implemented 

two-threshold strategy against a rigid single-

threshold approach. 

The evaluation was simulated on N = 200 paragraph-

level reading events. Ground truth difficulty labels 

were distributed as 30% Hard, 20% Medium, and 

50% Normal, while measured dwell-time ratios were 

generated using Gaussian-distributed noise to reflect 

natural variability in reading behavior. 

Table 21: Dwell-Time threshold strategy ablation 

Strategy Precision Recall F1-

score 

Two-threshold 

(≥1.3 Medium, 

≥1.6 Hard) 

0.967 0.880 0.921 

Single threshold 

(≥1.5 Difficult) 

1.000 0.710 0.830 

 

As shown in Table 21, the two-threshold interval 

strategy achieves a +9.1% higher F1-score compared 

to the single-threshold approach. This improvement 

is primarily driven by a substantial increase in recall 

(+17%), indicating that significantly fewer genuinely 

difficult paragraphs go undetected. 

While the single-threshold strategy yields perfect 

precision, it misses approximately 29% of difficult 

reading cases. In contrast, the interval-based logic 

balances sensitivity and specificity more effectively, 

making it better suited for real-world reading 

scenarios where individual reading speeds and 

attention patterns naturally vary. 



 
 

Ince and Tasdemir (2024). J Inno Sci Eng 10(2):41-52 

353 

 

Bingol, Alper and Dalverenl (2026). J Inno Sci Eng 10(2):330-356 

 
4. Discussion and Limitations 

The experimental evaluation of the ReaRead system, 

encompassing sections revealed several critical 

insights into its functional performance and user 

interaction patterns. Quantitative analysis 

demonstrated that webcam-based gaze tracking 

achieves sufficient precision for paragraph-level 

attention monitoring, with mean focus scores of 

71.6%. Dwell time proved to be a reliable proxy for 

reading difficulty, exhibiting a moderate positive 

correlation (r = 0.527) with the difficulty ratio. Users 

selectively engaged AI assistance for genuinely 

challenging content (difficulty ratio ≥ 1.6), preserving 

autonomy while benefiting from adaptive support. 

Consistent re-reading behavior, reflected in a mean of 

5.08 revisits per paragraph, confirmed that the system 

supports comprehension patterns naturally. Among 

AI-assisted features, Auto Read and Summary modes 

were used in combination for 73.4% of interventions, 

indicating strong user preference and potential areas 

for further optimization. 

Qualitative observations highlighted that ReaRead 

provides a scalable, low-cost alternative to hardware-

based eye tracking. Its browser-integrated 

architecture, coupled with WebSocket-based real-

time data transfer and KDE smoothing, enables 

reliable attention tracking under varying 

environmental conditions. The system supports 

session-based analysis, allowing independent 

evaluation of user interactions and enabling 

longitudinal studies. Additionally, the framework’s 

AI-assisted interventions act as a supportive 

augmentation layer, reacting to observable reading 

behavior without attempting to infer cognitive states, 

thereby maintaining interpretability and aligning with 

user-centered design principles. 

Regarding gaze smoothing strategies, we 

acknowledge that simpler centroid-based averaging 

methods offer marginal computational savings. 

However, our quantitative comparison indicates that 

KDE-based smoothing provides substantially 

improved spatial accuracy for reading-related gaze 

analysis by mitigating saccadic lag. In applications 

where ultra-low latency strictly outweighs spatial 

precision requirements, simpler averaging 

approaches may still be preferred. 

Regarding threats to internal validity, it must be 

explicitly emphasized that the calculated metrics 

(e.g., Difficulty Ratio and Focus Score) serve as 

behavioral proxies rather than absolute cognitive 

measures. A primary limitation of the current 

evaluation is the absence of a small-scale reference 

validation subset, such as task-based ground truth or 

post-reading comprehension questionnaires. 

Consequently, while prolonged dwell time strongly 

correlates with expected reading difficulties, the 

system cannot definitively verify cognitive load or 

comprehension failure. 

To mitigate this threat to validity, the ReaRead 

framework is intentionally designed to trigger 

probabilistic, user-driven assistance (via optional UI 

cues) rather than making autonomous diagnostic 

claims. Future evaluations will incorporate controlled 

validation protocols, including comprehension 

testing, to directly correlate these dwell-based metrics 

with actual user understanding. 

Nevertheless, several limitations were identified. 

Webcam-based gaze estimation remains sensitive to 

head movement, lighting variability, and screen 

positioning, which can affect fixation stability. Dwell 

time, although informative, represents an indirect 

measure of reading difficulty and cannot fully capture 

cognitive comprehension processes. Structural 

heterogeneity of web pages, individual differences in 

reading speed, and environmental factors further 

constrain the system’s generalizability. Despite these 

challenges, the results demonstrate that ReaRead 

achieves functional accuracy sufficient for adaptive 

reading assistance at scale, validating its utility for 

real-time, paragraph-level reading behavior analysis 

in web environments. 

Furthermore, a methodological limitation arises from 

the KDE-based gaze smoothing strategy itself. KDE 

intentionally stabilizes gaze estimates toward the 

dominant density peak of recent fixations in order to 

achieve robust paragraph-level interaction and UI 

stability. However, this smoothing process may 

attenuate fine-grained temporal gaze variability, such 

as rapid oscillations or micro-movements, which 

could potentially carry information related to 

attentional instability in certain user populations. 

Since the current ReaRead framework is designed as 

a functional, web-based reading assistance system 

rather than a clinical or diagnostic tool, prioritizing 

interaction stability over the preservation of raw 

micro-movement patterns represents a deliberate, 

application-driven trade-off. Investigating adaptive 

or multi-resolution smoothing strategies that preserve 

diagnostically relevant variability while maintaining 

interaction robustness remains an important direction 

for future research. 
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5. Conclusion  

This study presented ReaRead, a real-time, browser-

based eye tracking framework designed to enhance 

web reading experiences through AI-assisted 

interventions without relying on specialized 

hardware. The system was developed to address the 

limitations of conventional eye tracking approaches, 

which are often expensive, laboratory-bound, and 

impractical for large-scale or real-world deployment. 

By integrating webcam-based gaze tracking with 

dynamic webpage analysis, ReaRead offers a 

practical and accessible alternative, mapping gaze 

data to textual elements, analyzing paragraph-level 

reading behavior using dwell time as a proxy for 

difficulty, and providing context-aware support 

including summarization, text-to-speech, vocabulary 

assistance, and multilingual features. Unlike 

conventional tools that rely on static or manual 

triggers, ReaRead adopts a user-driven assistance 

strategy, allowing readers to select the type and 

timing of support that best fits their individual needs. 

The experimental evaluation confirmed that 

meaningful reading behavior insights can be derived 

from webcam-based gaze data when combined with 

preprocessing and smoothing techniques such as 

kernel density estimation. Users demonstrated 

persistent engagement with challenging content and 

selectively interacted with AI-assisted features, 

validating the system’s design philosophy of 

providing unobtrusive, on-demand support. The 

session-based architecture, real-time visualization, 

and DOM alignment strategies enabled systematic 

tracking of reading patterns and adaptive content 

delivery. Observations highlighted that paragraph-

level attention monitoring, when paired with AI 

interventions, can reduce cognitive load, facilitate 

comprehension, and improve reading efficiency, even 

in uncontrolled web environments with visual 

distractions, dynamic content, and heterogeneous 

layouts. 

The system’s strengths lie in its accessibility, low 

deployment cost, and adaptability across diverse real-

world reading scenarios. At the same time, limitations 

were observed: gaze estimation remains sensitive to 

lighting conditions and head movement, calibration 

requires user attention, and AI-assisted features 

depend on external models, introducing latency and 

potential cost considerations. Individual differences 

in reading speed and comprehension further suggest 

the need for personalized thresholds and adaptive 

models. These findings underscore the balance 

between usability, ecological validity, and 

measurement precision in consumer-grade eye 

tracking systems. 

ReaRead also contributes methodologically by 

demonstrating the feasibility of integrating 

lightweight, webcam-based eye tracking with 

multiple AI-driven assistance modalities in a 

browser-based architecture. Its hybrid design, 

combining a Python companion application with a 

Chrome extension via WebSocket, allows low-

latency, real-time processing while maintaining 

modularity for future extensions. The framework 

exemplifies how attention monitoring and AI-driven 

interventions can be combined to create user-

centered, adaptive reading environments that are both 

scalable and extensible. 

Looking forward, future research will focus on 

enhancing gaze prediction accuracy, personalizing 

difficulty detection to individual users, expanding 

cross-platform and mobile support, and extending 

accessibility features to accommodate diverse 

reading abilities, including dyslexia and multilingual 

contexts. The incorporation of transformer-based 

gaze prediction models, local language models, and 

long-term longitudinal studies will further improve 

performance and validate efficacy. By combining 

lightweight technology with intelligent, user-centered 

design, ReaRead provides a robust foundation for 

democratizing reading support, fostering 

engagement, and improving comprehension in web-

based reading contexts. 
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