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ABSTRACT 

Early sepsis detection is vital for reducing ICU mortality, yet clinical class imbalance masks critical sepsis signals 

within the dominant healthy population noise. This study proposes a decision-aware two-stage framework to identify 

hard cases in uncertainty zones that traditional models frequently miss. A global XGBoost classifier is followed by 

a cost-sensitive refinement model targeting samples within a data-driven uncertainty interval [0.037–0.48]. The 

dataset comprises 40,336 hourly ICU records from 14,057 patients (PhysioNet/Computing in Cardiology Challenge 

2019), with 234 sepsis cases in the test set (8.3% prevalence). The integrated system improves sepsis recall from 

51% to 97%, reducing false negatives from 115 to 6. Precision-Recall AUC improved from 0.268 to 0.515 against a 

random baseline of 0.083, confirming genuine discriminative improvement. SHAP analysis revealed a strategic 

feature shift: the global model relied on macro-indicators such as last recorded temperature and mean respiratory 

rate, while the refinement model re-prioritised haemodynamic and respiratory mean values alongside volatility 

measures, demonstrating capacity to detect physiological instability in insidious sepsis cases. Providing an 

autonomous second opinion for ambiguous cases significantly reduces clinical false negatives. This approach offers 

a transparent and computationally efficient pathway for integrating advanced analytics into real-time clinical decision 

support systems. 

Keywords: Sepsis prediction, artificial intelligence, imbalanced data, two-stage architecture 

ÖZET 

Yoğun bakım ünitelerinde sepsisın erken teşhisi mortaliteyi azaltmak için kritik öneme sahip olmakla birlikte, klinik 

veri setlerindeki sınıf dengesizliği sepsis sinyallerinin baskın sağlıklı hasta gürültüsü içinde kaybolmasına neden 

olmaktadır. Bu çalışma, geleneksel modellerin sıklıkla gözden kaçırdığı belirsizlik bölgelerindeki zor vakaları tespit 

etmek amacıyla karar duyarlı iki aşamalı bir sınıflandırma çerçevesi önermektedir. Küresel bir XGBoost 

sınıflandırıcısının ardından veri odaklı belirsizlik aralığını [0.037–0.48] hedefleyen maliyet duyarlı bir iyileştirme 

modeli uygulanmaktadır. Veri seti, PhysioNet 2019 kapsamında 14.057 hastadan elde edilen 40.336 saatlik YBÜ 

kaydını kapsamakta olup test setinde 234 sepsis vakası yer almaktadır. Entegre sistem sepsis yakalama oranını 

%51'den %97'ye yükselterek yanlış negatif sayısını 115'ten 6'ya düşürmüştür. Hassasiyet-Geri Çağırma AUC değeri 

0.268'den 0.515'e yükselerek gerçek bir ayrım gücü iyileşmesini doğrulamıştır. SHAP analizi önemli bir strateji 

değişikliğini ortaya koymuştur: küresel model makro göstergelere odaklanırken, iyileştirme modeli hemodinamik 

ortalamalar ve volatilite ölçütlerini ön plana çıkarmıştır. Bulgular, belirsiz vakalar için özerk bir ikinci görüş 

mekanizmasının klinik yanlış negatifleri belirgin biçimde azalttığını göstermektedir. Bu yaklaşım, gerçek zamanlı 

klinik karar destek sistemlerine entegrasyon için şeffaf ve verimli bir yol sunmaktadır. 

Anahtar Kelimeler: Sepsis tahmini, yapay zeka, dengesiz veriler, iki aşamali mimari 

https://creativecommons.org/licenses/by/4.0/
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INTRODUCTION 

Sepsis represents a critical clinical condition characterized by high global mortality and morbidity rates, which 

develops within intensive care units and can culminate in multiple organ failure if not effectively managed (Abbas 

et al. 2025; AbuHaweeleh et al. 2025; Gray et al. 2025; La Via et al. 2024; Srdić et al. 2024). Rapid deterioration in 

clinical progression and delays in diagnosis significantly escalate the risk of mortality, thereby necessitating the 

implementation of proactive diagnostic mechanisms (Abbas et al. 2025; Rafiei et al. 2021). This study addresses this 

challenge using the PhysioNet/Computing in Cardiology Challenge 2019 dataset, which comprises 40,336 hourly 

ICU records from 14,057 patients across three US hospital systems. The XGBoost algorithm was selected as the 

foundation of both model stages due to its demonstrated superiority in tabular clinical data, computational efficiency, 

and its native support for cost-sensitive learning through the scale_pos_weight parameter - a critical requirement 

given the severe class imbalance in the dataset. Within the context of sepsis prediction, the clinical cost of a case 

misclassified as a “false negative” is substantially more severe than that of a false alarm. Such failures imply not only 

the inefficient utilization of hospital resources but also direct irreversible organ damage and loss of life ( Wang et al. 

2025; Shashikumar et al. 2021). Consequently, the success of early warning systems should be evaluated based on 

their capacity to identify the most clinically high-risk cases at the earliest possible stage, rather than relying on general 

accuracy rates (Chanci et al. 2025; Shashikumar et al. 2021). 

 

Due to the inherent nature of clinical datasets, sepsis cases represent a class observed quite infrequently within the 

general patient population (Ma et al. 2025; Goh et al. 2021). This class imbalance causes standard machine learning 

algorithms to lean toward the majority class due to their tendency to maximize overall accuracy (AbuHaweeleh et al. 

2025; Al-Mualemi and Lu 2021). High accuracy rates frequently reported in the literature often mask the reality that 

sepsis cases are obscured within the healthy population. The tendency of models to perceive and exclude sepsis 

signals as outliers remains one of the fundamental issues that undermines the reliability of clinical decision support 

systems. 

 

A significant portion of the models proposed for sepsis prediction in the existing literature are built upon complex 

ensemble models or deep learning architectures with limited clinical interpretability. This study, focusing on the 

awareness of “decision uncertainty” rather than complexity, proposes a simple, applicable, and integrable two-stage 

classification structure for clinical workflows. The primary motivation of the study is to maximize the discriminative 

power on “hard examples” where the model remains indecisive or generates low alarm signals, without 

compromising the stability of global performance. The practical and methodological contributions of the study are 

as follows: 

 

1. Uncertainty-Based Definition of Hard Examples: By analysing the probability distribution generated by the 

global model, the grey zones where sepsis signals are masked by healthy population noise have been 

empirically identified and mathematically bounded. 

2. Global + Refinement Two-Stage Architecture: Instead of complex ensemble models, a hybrid utilisation of 

a primary model that learns the general distribution and a specialised refinement model focusing exclusively 

on masked cases is proposed. 

3. Clinically Significant Performance Gain: A clinical-priority optimisation strategy that reduces the false 

negative count from 115 to 6 and improves recall from 51% to 97%, with AUC-PR increasing from 0.268 to 

0.515. 

4. Dynamic Decision Routing: A decision-aware routing mechanism that determines which model evaluates 

incoming data based on its specific risk level, providing an autonomous second opinion for ambiguous cases. 

RELATED WORK 

A significant portion of studies on the early diagnosis of sepsis has focused on large-scale and multi-center datasets, 

such as the PhysioNet/Computing in Cardiology Challenge 2019. He et al. (2020) achieved superior performance 

compared to individual models by combining clinical features derived from SIRS and SOFA criteria with deep 

features obtained from LSTM networks using ensemble learning methods such as XGBoost and GBDT. Similarly, 

Li et al. (2020) developed “time-phased” cut-off values that vary according to the patients' length of stay in the 

intensive care unit (ICU) using the LightGBM algorithm, thereby increasing clinical utility compared to fixed 

threshold values. Zabihi et al (2019) stated that the patterns of missingness within the dataset carry inherent signals 

and achieved a high ranking in the competition with an ensemble structure consisting of five different XGBoost 

models. The use of deep learning architectures to capture temporal relationships is also quite common in the literatüre. 
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Rafiei et al. (2021) developed the “Smart Sepsis Predictor” model, capable of making predictions up to 12 hours in 

advance, using a hybrid structure containing LSTM and CNN layers. (Persson et al. 2021) reached higher AUROC 

values than existing scoring systems with a CNN-based model using 20 routine clinical variables. On the other hand, 

testing international generalizability, Moor et al. (2023) demonstrated that deep self-attention models can exhibit 

high performance even in hospitals across different countries; however, they showed that fine-tuning with a small 

amount of data from the target hospital significantly improves success. The “black box” nature of artificial 

intelligence models is one of the fundamental obstacles making clinical acceptance difficult. Yang et al. (2020) and 

Gao et al. (2024) analyzed on an hourly basis which clinical features affected the risk and in which direction by using 

SHAP values in XGBoost and Random Forest models. Especially in studies conducted on elderly patients, it has 

been observed that the combination of XGBoost and SHAP identified specific laboratory values such as “APTT” as 

the most important predictors. One of the most remarkable approaches in terms of clinical safety is managing the 

moments when the model remains indecisive. Shashikumar et al. (2021) minimized false alarms by developing the 

COMPOSER model, which generates an “uncertain” output instead of making a prediction in cases where data 

quality is low. Rosnati & Fortuin (2021), however, have pointed out inconsistencies in labeling within the literature 

and proposed a more transparent framework that integrates Gaussian Processes and attention mechanisms. 

 

In the literature, sepsis prediction has been enriched beyond standard ICU data to include different clinical contexts 

and data types. While Chanci et al. (2025) focused on pediatric sepsis using the Phoenix criteria; Zhang et al. (2021) 

and (Delahanty et al (2019) designed high-performance early warning systems based on emergency department data, 

while Akyüz et al. (2024) tested data flow mining methods specific to regional patient populations. In terms of data 

diversity, Goh et al. (2021) processed unstructured clinical notes using NLP and integrated them into the model; 

D’Onofrio et al. (2022) investigated the diagnostic power of inflammatory biomarkers. Furthermore, Al-Mualemi & 

Lu (2021) used hybrid deep learning structures, Wang et al. (2025) examined limited data from the first hours of 

hospitalization, and Giannini et al. (2019) provided a broad perspective to the literature by examining the direct 

effects of these algorithms on clinical practice and treatment processes. 

 

Although the current literature focuses on high AUROC values (0.85-0.98), the masking of sepsis cases within the 

noise of the healthy population and the sensitivity issue in low-signal cases remain a critical gap. While many studies 

report sensitivity around 80%, our proposed “Decision-Aware Routing” strategy aims to differentiate itself by 

specifically focusing on the model's uncertainty regions to increase sensitivity to higher levels and minimize clinically 

high-risk false negatives. None of the cited works explicitly address the probability zone where the global model 

remains indecisive. Therefore, the proposed Decision Aware Routing strategy targets a distinct clinical problem by 

focusing on false negative minimization in uncertain cases rather than competing with traditional AUROC 

optimization approaches. 

MATERIAL AND METHODS 

Dataset Characteristics and Clinical Context 

This study utilizes the large-scale, multi-center sepsis dataset made available to researchers as part of the 

“PhysioNet/Computing in Cardiology Challenge 2019.” The dataset is designed around a challenging scenario that 

aims to predict sepsis up to 6 hours prior to clinical diagnosis. The source dataset contains a total of 40 time-dependent 

clinical variables recorded for each patient: 

 

• Vital Signs (8 variables): Heart rate (HR), pulse oximetry (O2Sat), body temperature (Temp), systolic blood 

pressure (SBP), mean arterial pressure (MAP), diastolic blood pressure (DBP), respiratory rate (Resp), and 

end-tidal carbon dioxide (EtCO2). All variables are continuous numeric. 

• Laboratory Values (26 variables): Includes a wide range of parameters such as bicarbonate, pH, lactate, 

creatinine, bilirubin (direct and total), glucose, electrolytes (calcium, chloride, magnesium, phosphate, 

potassium), and complete blood count parameters (WBC, Hct, Hgb, Platelets). All variables are continuous 

numeric. 

• Demographic Data (6 variables): Age (continuous), gender (binary: 0/1), time between hospital admission 

and ICU admission (HospAdmTime) (continuous), and length of stay in the ICU (ICULOS) (continuous). 

The cohort includes hourly physiological time series and clinical data from a total of 40,336 time-series records from 

14,057 unique patients. This dataset, due to its large patient volume and multicenter structure (three different hospitals 

in the US), is one of the datasets accepted as the gold standard in the literature for testing the success of models 
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developed for sepsis prediction in the general population (Reyna et al. 2020). At patient level (following temporal 

aggregation), the test set comprises 2,812 patients: 234 with sepsis (SepsisLabel = 1) and 2,578 healthy (SepsisLabel 

= 0), corresponding to a sepsis prevalence of 8.3%. 

Data Preprocessing and Feature Engineering 

Due to the heterogeneous nature of the raw data and different measurement frequencies, a meticulous preprocessing 

process was carried out prior to analysis. Missing data in laboratory values were completed by carrying forward the 

last observation (forward-fill) and then imputing with the population median to be consistent with the clinical course. 

To capture dynamic physiological changes, temporal aggregation was applied at the patient level: for each of the six 

primary vital signs (HR, O2Sat, Temp, SBP, MAP, Resp), three statistical features were derived - the mean, standard 

deviation, and last recorded value - yielding 18 engineered features. Together with two demographic features (Age 

and Gender), the final model input comprised 20 features in total. Numerical variables were standardised using z-

score normalisation; scaling parameters were fitted exclusively on the training set and applied to the test set. 

Global Classification Model 

In the first phase of the study, a global classification model (Global Model) was constructed to learn the general 

physiological distribution of the patient population and the basic sepsis patterns. The gradient boosting algorithm 

XGBoost was selected for its demonstrated superiority on tabular clinical data and its native support for cost-sensitive 

learning (Friedman 2001; Chen and Guestrin 2016). The ensemble prediction is defined as Equation 1. 

 

𝑦𝑖̂ = ∑ 𝑓𝑘(𝑥𝑖)

𝐾

𝑘=1

 

 

(1) 

where K denotes the total number of trees, fk represents the k-th tree function, and xi is the feature vector of patient 

i.To overcome the class imbalance problem in the clinical data sets, a cost-sensitive approach was adopted during 

the model training process; the weight of the positive class was optimized relative to the negative class via the 

scale_pos_weight parameter (Equation 2). 

 

ℒ = ∑ 𝑙(𝑦𝑖 , 𝑦𝑖̂)

𝑛

𝑖=1

+ ∑ Ω(𝑓𝑘)

𝐾

𝑘=1

 

 

(2) 

where l(yi, ŷi) is the per-instance logistic loss, yi is the true label, ŷi is the predicted probability, n is the total number 

of training instances, and Ω(fk) = γT + ½λ‖w‖² is the regularisation term (T = leaves, w = leaf weights, γ and λ = 

regularisation coefficients). 

 

Although the global model demonstrates high success in correctly classifying the majority of patients, it has been 

observed that the decision boundary is unclear in cases where prediction probabilities are clustered in the middle 

segment. 

Decision Uncertainty and Clinical Masking of Sepsis Cases 

The analysis of the probability estimates (𝑃) generated by the global model has clearly demonstrated the clinical 

heterogeneity of sepsis. When examining the probability distribution graph presented in Figure 1, it is seen that sepsis 

cases (Class 1 - gray bars) exhibit a homogeneous distribution in the range of 0.20 to 0.90 on the probability spectrum, 

rather than clustering at a specific point. In contrast, the massive clustering of the healthy population (Class 0 - blue 

region) within the range of 0.0 to 0.30 documents that the model is quite confident in identifying healthy individuals 

but struggles to distinguish sepsis signals within this dense noise. This “overlap” seen in Figure 1 proves that the 

numerical superiority of healthy patients, especially in the 𝑃 ∈ [0.037 − 0.48] range, masks sepsis cases. 

 

Probability Distribution of the Global Model. The uncertainty zone [0.037–0.48] (shaded green) represents the region 

where sepsis cases are insidiously masked by healthy population density. 

 
The uncertainty zone boundaries [0.037–0.48] were determined through local class overlap analysis — a well-

established technique for identifying regions of maximal majority–minority class interference in imbalanced 

classification settings (Santos et al. 2022; Vuttipittayamongkol and Elyan 2020). For each 0.05-wide probability 
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interval across the full test set, the healthy-to-sepsis ratio was computed (Table 1; Figure 2). Within the zone P ∈ 

[0.037-0.48], the average healthy-to-sepsis ratio is 24:1 - meaning for every sepsis case assigned a probability in this 

range, there are on average 24 healthy patients surrounding it. Outside this zone, this ratio drops to 6:1 on average - 

a four-fold difference that quantifies the masking effect motivating the targeted refinement stage. The lower bound 

(0.037) is the minimum probability assigned by the global model to any sepsis case - below this point no sepsis cases 

exist, making it the natural lower anchor of the routing zone. The upper bound (0.48) corresponds to the inflection 

point of the healthy-to-sepsis ratio curve - the probability level at which the rate of decline in majority class density 

decelerates markedly, indicating that class separability has become sufficient for the global model to operate without 

specialist assistance (Fawcett 2006). 

 

 
Figure 1. Probability Distribution of The Global Model 

 

 

Table 1. Local Class Overlap Analysis: Healthy-to-Sepsis Ratio per Probability Interval 

Interval Total Sepsis Healthy Healthy:Sepsis Sepsis Prev.(%) Zone 

[0.00–0.05) 71 2 69 34.5 2.8 Outside 

[0.05–0.10) 261 5 256 51.2 1.9 Grey Zone 

[0.10–0.15) 370 9 361 40.1 2.4 Grey Zone 

[0.15–0.20) 391 14 377 26.9 3.6 Grey Zone 

[0.20–0.25) 321 17 304 17.9 5.3 Grey Zone 

[0.25–0.30) 253 13 240 18.5 5.1 Grey Zone 

[0.30–0.35) 212 14 198 14.1 6.6 Grey Zone 

[0.35–0.40) 187 16 171 10.7 8.6 Grey Zone 

[0.40–0.45) 129 12 117 9.8 9.3 Grey Zone 

[0.45–0.50) 112 13 99 7.6 11.6 Outside 

[0.50–0.55) 103 18 85 4.7 17.5 Outside 

[0.55-1.00) 238 101 137 1.4–5.9 18–100 Outside 

 

 

Figure 2 Healthy-to-Sepsis Ratio Across Probability Intervals. The grey zone [0.037–0.48] exhibits an average ratio 

of 24:1 - four times higher than outside (6:1). The inflection point at P ≈ 0.48 marks where class separability becomes 

sufficient without specialist refinement. All cases within this range are autonomously directed to the specialized 

refinement model. This zone encompasses 2,235 patients, of which 109 are true sepsis cases (4.9% local prevalence) 

masked by 2,126 healthy patients. 
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Figure 2. Healthy to Sepsis Ration per Interval (Higher ratio = more healthy noise masking sepsis signals) 

 

Refinement Model for Low-Signal Sepsis Retrieval 

The flat characteristic of the probability distribution assigned by the global model to sepsis cases in Figure 1a 

indicates that cases in the low-probability region follow an insidious course. Therefore, the refinement model  a 

second XGBoost classifier (max_depth = 3, learning_rate = 0.05) trained exclusively on the grey zone subpopulation  

was trained only on a subset consisting of 109 sepsis cases masked by 2,126 healthy cases, which the global model 

left in the range P∈[0.037–0.48]. The scale_pos_weight parameter was set to (negative_count / positive_count) × 2, 

applying aggressive cost-sensitive learning to prioritise sepsis case detection. The aggressive cost sensitivity applied 

in the refinement model acted as a “clinical filter” that extracted sepsis cases from the healthy population noise. As 

shown in Table 2, these 109 cases, which the global model completely missed (Recall: 0%), were recovered thanks 

to the refinement model. 

 

Table 2. Gray Zone [0.037 - 0.48] Performance Comparison 

Model Type Coverage (patients) Sepsis Cases 
 

False Negative (FN) Recall 

Global Model 2,235 109 
 

109 0.00 

Refinement Model 2,235 109 
 

0 1.00 

 

Inference Strategy (Decision-Aware Routing) 

The operating principle of the developed system is based on an autonomous routing mechanism. When new patient 

data is entered into the system, the global model first generates a probability value. If this value falls within the range 
[0.037 −  0.48], the case is not left to the global model's decision but is directly forwarded to the specialized 

refinement model. This two-stage hybrid structure ensures that the system maintains its stability in the general 

population while maximizing clinical safety in “difficult cases”. 

The routing logic is formalised as follows: (1) compute P ← GlobalModel.predict_proba(x); (2) if P < 0.037 or P > 

0.48, output the global model decision; (3) else, route to the refinement model and output its decision. The complete 

pipeline is illustrated in Figure 3. 

 

Training and Validation Strategy 

To ensure the clinical validity and generalizability of the model, the dataset was split into an 80% training set and a 

20% test set at the patient level. To eliminate the risk of “data leakage,” which is frequently encountered in the 

literature, the GroupShuffleSplit method was used; thus, data from different time periods belonging to the same 

patient was prevented from appearing in both the training and test sets. All numerical features were scaled using z-

score standardization, and the scaling parameters were calculated only on the training set and applied to the test set. 

Considering the rarity of sepsis, class weighting was applied during training of the global model; in the refinement 

model phase, cost-sensitive learning coefficients were set to a more aggressive level, focusing on eliminating false 

negatives. The refinement model was trained exclusively on the grey zone subset of the training set and evaluated on 

the grey zone subset of the test set a held-out partition that the refinement model never encountered during training, 

thereby preserving evaluation integrity. 
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Figure 3. Decision-Aware Two-Stage Routing Architecture. Complete pipeline from raw ICU data to final 

prediction. 

 

Evaluation Metrics for Clinical Decision Support 

The clinical outcome of missing a case in sepsis prediction is far more dramatic than the outcome of a false 

alarm. Accordingly, Recall and False Negative Rate have been determined as the primary performance 

indicators of the study. In particular, case-based gains in the “masked” region where the global model failed 

have been used as the basis for proving the effectiveness of our methodology. The key metrics are defined as 

follows (Equations 3–7). 
 

Recall =
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
 (3) 

Precision (PPV) =
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
 (4) 

𝐹1 =
2 × Precision × Recall

Precision + Recall
 (5) 

FNR =
𝐹𝑁

𝐹𝑁 + 𝑇𝑃
 (6) 

AUC-PR = ∫ 𝑃(𝑅)
1

0

 𝑑𝑅 (7) 
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TP = True Positives, FP = False Positives, FN = False Negatives. In severely imbalanced settings, Precision-Recall 

AUC (AUC-PR) is additionally reported as it focuses on the minority class and is not dominated by true negatives, 

unlike ROC-AUC. 

RESULTS 

This section presents the experimental results of the proposed two-stage system. The analyses cover a wide range, 

from general performance metrics to “difficult examples.” The differences between the global model and the 

refinement stage are quantitatively explained. Changes in the SHAP hierarchy and subtle signals are also examined. 

The findings confirm the clinical safety and interpretability of the model. 

Global Model Performance 

The standalone global model, evaluated on the 2,812-patient test set with a standard 0.5 decision threshold, achieved 

the results presented in Table 3. The sepsis class recall of 0.51 indicates that the model misses approximately half of 

all sepsis cases, consistent with the class imbalance challenge. The model produced 115 false negatives. 

 

Table 3. Global Model Performance Metrics 

Class Precision Recall F1-Score Support 

Healthy (0) 0.95 0.85 0.90 2,578 

Sepsis (1) 0.24 0.51 0.32 234 

Overall (weighted) 0.89 0.82 0.85 2,812 

 

Global vs. Refinement-Aware System Performance 

When run alone, the global model left a significant portion of sepsis cases in low-probability regions due to the 

dominant characteristics of the healthy population. When the proposed two-stage “Decision-Aware Referral” strategy 

was applied, the system's overall performance reached the values presented in Table 4. The system's overall sepsis 

recall success rate increased to 97%, indicating that 228 out of 234 sepsis cases were correctly identified. The decline 

in the accuracy value to 62% is the result of a conscious clinical optimization aimed at avoiding missed sepsis cases. 

 

Table 4. Integrated Decision System Performance Metrics  

Sınıf Precision Recall F1- Score Number of Cases (Support) 

Healthy (0.0) 1.00 0.59 0.74 2,578 

Sepsis (1.0) 0.18 0.97 0.30 234 

Overall Average 0.93 0.62 0.70 2,812 

 

The global model shown in Figure 4a creates a high False Negative (FN) burden by labeling a large portion of sepsis 

cases (Class 1) as healthy (Class 0). Figure 4b clearly shows the significant reduction in FN counts achieved by the 

proposed integrated system and how it establishes clinical safety. 

 

 
Figure 4. Comparative Analysis of Complexity Matrice. (a) Global model: FN = 115. (b) Integrated system: FN = 

6. Red border highlights the false negative cell. 
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As shown in Figure 5, the integrated structure of the system has significantly increased the Recall value compared to 

the global model. The critically important Recall has been increased from 51% to 97%. 

 

 
Figure 5. Performance Gains (Global vs. Integrated System) 

 

Precision-Recall Curve and AUC-PR 

Figure 6 presents the Precision-Recall curves for both models. The integrated system's AUC-PR of 0.515 compares 

favourably to the global model (0.268) and the random baseline (0.083), confirming genuine discriminative 

improvement. For the imbalanced test set (8.3% prevalence), AUC-PR is the recommended primary curve metric as 

it is not dominated by the large number of true negatives. 

 

 
Figure 6. Precision-Recall Curve. Integrated system AUC-PR = 0.515 vs. global model 0.268 vs. baseline 0.083. 

 

Detailed Analysis of Hard Samples 

Detailed analyses have demonstrated that the refinement model achieved 100% recall success in this region by 

detecting all 109 sepsis cases within its coverage range of 0.037–0.48. The global model's total FN count of 115 was 

reduced to 6 with this intervention. During this process, the number of FP across the system increased to 1,068 with 

the addition of 682 patients brought in by the refinement model; however, this increase is an acceptable clinical 

burden in light of the recovery of 109 cases that were missed despite posing a vital risk. 

Ablation Analysis 

Table 5 isolates the contribution of the refinement model. Configuration B (naive routing: all grey zone → sepsis) 

achieves the same recall as the proposed system but at precision 0.083  less than half that of Configuration C (0.176). 
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This confirms that the cost-sensitive XGBoost refinement model provides genuine discriminative value beyond 

simple threshold lowering. 

 

Table 5. Ablation Study: Component Contribution Analysis 

Configuration Recall Precision F1 FN 

A - Global model only (threshold = 0.5) 0.509 0.236 0.322 115 

B - Global + Naive routing (no refinement) 0.974 0.083 0.153 6 

C - Global + Refinement Model (proposed) 0.974 0.176 0.298 6 

 

Global Feature Importance and General Population Patterns 

The decision mechanism of the global model is largely based on distinct clinical threshold values and static indicators. 

Examining the SHAP summary graph presented in Figure 7, it can be seen that the global model diagnoses by taking 

a snapshot of the physiological state. In this approach, the most dominant role is played by the last temperature value 

(Temp_last). This variable is the strongest positive sepsis predictor in the model, with a maximum SHAP value of 

2.14. The model quickly identifies obvious cases by directly interpreting clinical scenarios where fever is elevated 

as indicative of sepsis. However, the model's primary “screening filter” is the average respiratory rate (Resp_mean) 

variable. Its extreme minimum SHAP value of -1.99 demonstrates that the model employs a crude “normal respiration 

= healthy patient” logic. The same coarse filtering effect is also seen in the last oxygen saturation (O2Sat_last) 

variable; with a minimum value of “-2.60,” this feature is the global model's strongest suppressing signal. The global 

model masks 115 cases where macro indicators such as fever and respiratory rate have not yet reached clinical alarm 

levels, excluding them from the possibility of sepsis due to their “normal” course in these variables. 

 

 

 
Figure 7. Global SHAP Model Summary Plot 
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Feature Shift in Refinement Model and the Discovery of Masked Signals 

The success of the refining model in the “masked” region stems from its ability to detect a different physiological 

signature than the global model. The SHAP summary graph presented in Figure 8 and the statistical comparisons in 

Table 6 demonstrate the capabilities of the developed model with technical data. 

 

The most important feature in the refinement model is mean respiratory rate (Resp_mean, mean |SHAP| = 0.215), 

followed by mean systolic blood pressure (SBP_mean, mean |SHAP| = 0.184) and patient age (Age_first, mean 

|SHAP| = 0.157). The strong negative SHAP effect of SBP_mean (minimum SHAP = −2.098) indicates that the 

model very sharply eliminates “truly healthy” cases in the gray zone — patients with stable blood pressure are 

penalised, thereby amplifying the weight of other insidious sepsis signs in the decision. This is complemented by the 

role of SBP_std and Temp_std as secondary indicators of physiological instability, confirming the refinement model's 

orientation toward detecting dynamic deterioration. 

 

 

 
Figure 8. Refining Model SHAP Summary Plot 

 

Table 6 below summarizes this dramatic strategy shift between the two models and the refining model's adaptation 

power on extreme values (min/max). 

 

SHAP Dependence Plots 

Figures 9a–9c present SHAP dependence plots for key features. Figure 9a (SBP_std, Refinement): patients with high 

SBP variability combined with low mean SBP receive the highest positive SHAP contributions, confirming 

haemodynamic instability as a masked sepsis signal. Figure 9b (Resp_std, Refinement): very low respiratory 

variability yields high positive SHAP values — a marker of early sepsis-induced respiratory compromise. Figure 9c 

(Temp_last, Global): a monotonic SHAP-temperature relationship confirms the global model's macro fever-screening 

logic. 
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Table 6. Comparison of Attribute Dynamics in Global and Refining Models 

Model Feature Mean |SHAP| Std SHAP Min SHAP Max SHAP 

Global Temp_last 0.356 0.411 −0.651 2.149 

Global Resp_mean 0.331 0.429 −1.992 1.326 

Global O2Sat_last 0.167 0.278 −2.605 0.668 

Refinement Resp_mean 0.215 0.240 −1.263 0.763 

Refinement SBP_mean 0.184 0.302 −2.098 0.130 

Refinement Age_first 0.157 0.209 −0.812 0.460 

 

 

  
Figure 9a. SHAP Dependence Plot SBP_std (Refinement 

Model). 

Figure 9b. SHAP Dependence Plot Resp_std 

(Refinement Model). 

 
Figure 9c. SHAP Dependence Plot Temp_last (Global Model). 

 

DISCUSSION  

Clinical Priority: Sensitivity vs. Specificity 

The primary clinical priority in sepsis prediction is to minimize the false negative rate and thereby widen the window 

for intervention. Although algorithms presented in the literature Giannini et al. (2019) and applied in clinical practice 

achieve very high specificity rates of 98%, the sensitivity remaining at 26% leads to the masking of a large proportion 

of critical cases. The 97% recall rate achieved in our study offers a strong alternative to this “high specificity-low 

sensitivity” dilemma in the literature. Although precision remaining at 18% means an increase in false alarms, 

considering the high mortality risk of sepsis, this situation can be evaluated as a more reliable clinical 

approach. The ablation study (Table 5) confirms that the refinement model  not merely the routing strategy  

is responsible for the precision improvements over naive routing (0.176 vs. 0.083). 

a b 

c 
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Alarm Burden and Clinical Sustainability 

The increase in false positives from 386 to 1,068 warrants careful consideration. Alert fatigue is a well-documented 

barrier to ICU decision support adoption (Shashikumar et al., 2021). However, three factors mitigate this concern: 

(1) the life-threatening consequence of each false negative justifies a higher alarm rate; (2) the global model retains 

high specificity (85%) outside the routing zone; (3) future alert prioritisation logic  combining the SHAP-identified 

risk factors with the routing flag  could reduce actionable false alarms without sacrificing recall. 

Managing Uncertainty through Routing Mechanism 

The behavior of the model in uncertain situations determines the reliability of clinical decision support systems. The 

COMPOSER model developed by Shashikumar et al. (2021) aims to filter false alarms by producing an 

“indeterminate” output in cases with low signal or uncertainty. Our proposed Decision-Aware Routing mechanism, 

however, treats uncertainty not as a constraint but directs these cases to the refinement model for in-depth analysis. 

Consistent with the performance enhancement strategy using time-phased cutoff values in the literature Li et al. 

(2020), our two-stage structure also overcomes the “masked sepsis” problem created by fixed threshold values with 

a specialized model focused on difficult examples. The AUC-PR improvement from 0.268 to 0.515 confirms that the 

routing mechanism generates genuine information gain, not merely a recall–precision exchange at a different 

operating point on the same ROC curve. 

Feature Dynamics: Stability and Variability 

Our SHAP analyses revealed that the feature importance hierarchy changed significantly between global and refining 

models. The global model captures distinct cases by focusing on macro signals such as fever and respiratory rate, 

which are emphasized in the studies of  Ma et al. (2025) and He et al. 2020 in the literatüre.  However, the prominence 

of haemodynamic mean values (SBP_mean, SBP_last) and respiratory patterns (Resp_mean) in the refinement model  

alongside secondary variability measures (SBP_std, Temp_std)  demonstrates that the system detects a different 

physiological signature in the grey zone. The extreme negative SHAP effect of -2.098 for the mean systolic blood 

pressure (SBP_mean) variable in the refinement model demonstrates that the model rigorously filters out healthy 

cases in the “masked” region, thereby isolating true sepsis signals. 

Performance Benchmarking 

Compared to studies conducted on the PhysioNet 2019 dataset, the 97% recall rate achieved in our study is 

noteworthy. Considering the recall success rate of over 80% achieved by Wang et al. (2025) using initial hour data, 

the proposed two-stage architecture demonstrates a methodological advantage by recovering 109 false negative cases. 

In addition to the success of data-incomplete models highlighted by (Zabihi et al. 2019), our study achieved higher 

clinical sensitivity by refining and cleaning physiological noise within the data. 

CONCLUSIONS 

This study offers a solution to the problem of “masking critical cases” encountered in sepsis prediction in intensive 

care units, using a two-stage classification architecture based on decision uncertainty awareness. Traditional single-

stage models have been found to lose sepsis signals in healthy population noise due to class imbalance. The Decision-

Aware Routing and Refinement Model strategy developed to overcome this problem has been successfully tested. 

The integrated system achieves a sepsis recall of 97%, reducing the false negative count from 115 to 6 and recovering 

109 previously missed cases. The AUC-PR of 0.515 versus a random baseline of 0.083 confirms genuine 

discriminative improvement. 

 

The model we developed offers a transparent and interpretable architecture that can be easily integrated into clinical 

workflows, unlike complex ensemble models with high computational costs. This research argues that success in 

clinical decision support systems should be measured not only by overall accuracy but also by life-saving sensitivity 

capacity. The findings highlight the critical importance of monitoring dynamic physiological variability for the 

detection of insidious sepsis cases. Future studies should validate this two-stage model structure on heterogeneous 

datasets from different hospital systems and adapt the uncertainty thresholds. 

Limitations 

Several limitations warrant acknowledgement. First, the uncertainty zone boundaries [0.037–0.48] were determined 

empirically on the PhysioNet/CinC 2019 dataset and are expected to vary across different datasets. Researchers 

applying this framework to new imbalanced datasets should not adopt these boundaries directly; instead, the 



KSÜ Mühendislik Bilimleri Dergisi, 29(2), 2026                     961 KSU J Eng Sci, 29(2), 2026 

Araştırma Makalesi  Research Article 

A. Aslan, E. Demir 

 

probability distribution and the healthy-to-sepsis ratio per interval should be examined to identify dataset-specific 

routing boundaries, following the local class overlap analysis methodology described in this study. Second, the 

increase in false positives (386 → 1,068) may contribute to alert fatigue in clinical settings. Third, temporal feature 

extraction was limited to mean, standard deviation, and last recorded value; more sophisticated sequence modelling 

may yield additional discrimination. Fourth, multi-centre prospective validation remains an essential next step. 

Artificial Intelligence Contribution Statement 

Artificial intelligence–based tools were used exclusively for translation and language refinement(Turkish to English). 

No AI tools were used for study design, data analysis, result generation, or scientific interpretation. All intellectual 

content is solely the responsibility of the authors. 
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