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ABSTRACT

Objectives: This study aimed to compare the performance of DeepSeek-V3, ChatGPT 4.0, ChatGPT 4.5, Gemini Advanced
2.0, and Grok in answering single-correct answer multiple-choice (SCQ), multiple-correct answer multiple-choice (MCQ),
binary (true/false) (BQ), and open-ended questions (OEQ) based on the European Society of Endodontology (ESE) position
statements.

Materials and Methods: A total of 70 questions (24 SCQ/MCQ, 29 BQ, and 17 OEQ) were posed to five LLMs. Responses
were scored on a 0—10 scale for comprehensiveness, scientific accuracy, clarity, and relevance. SCQ, MCQ, and BQ formats
were additionally evaluated for correctness (1 = correct, 0 = incorrect). Data were analyzed using Pearson’s chi-square test
and the Kruskal-Wallis H test (p < 0.05).

Results: In the SCQ/MCQ format, Gemini Advanced 2.0 scored significantly higher than Grok. In the BQ format, ChatGPT 4.5
and Gemini Advanced 2.0 achieved significantly higher scores than ChatGPT 4.0 and Grok. In the OEQ format, ChatGPT 4.5
obtained significantly higher scores than Grok (p < 0.05). Accuracy rates were 67.9% for ChatGPT 4.5, 66.0% for Gemini
Advanced 2.0, 58.5% for DeepSeek-V3, 52.8% for ChatGPT 4.0, and 49.1% for Grok (p>0.05). In all models, scientific accuracy
scores were significantly lower than relevance scores (p < 0.05).

Conclusions: ChatGPT 4.5 and Gemini Advanced 2.0 demonstrated stronger performance than the other models, whereas
Grok showed lower response-content performance. However, since LLMs may appear convincing even when generating
incorrect clinical information, they should be used only as supplementary tools in endodontic education and preliminary
information retrieval. Clinically relevant outputs should be verified by an endodontist or an appropriately qualified clinician.
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Amag: Bu galismanin amaci, DeepSeek-V3, ChatGPT 4.0, ChatGPT 4.5, Gemini Advanced 2.0 ve Grok'un Avrupa Endodonti
Dernegi’nin pozisyon bildirgelerine dayali olarak hazirlanan tek dogru yanitl oktan segmeli, birden fazla dogru yanitl goktan
segmeli, ikili dogru/yanlis ve agik uglu sorulara verdikleri yanit performanslarini karsilagtirmaktir.

Gereg ve Yontemler: Bes biiyiik dil modeline toplam 70 soru yéneltildi. Bu sorularin 24’ G tek dogru yanitl/birden fazla dogru
yanith ¢oktan se¢meli, 29'u ikili dogru/yanlis ve 17’si agik uglu soru formatindaydi. Yanitlar kapsamlilik, bilimsel dogruluk,
aciklik ve konuya uygunluk agisindan 0-10 puanlik bir 6igek kullanilarak degerlendirildi. Tek dogru yanith coktan segmeli,
birden fazla dogru yanith coktan segmeli ve ikili dogru/yanlis soru formatlari ayrica dogru yanit icin 1, yanlis yanit icin O olacak
sekilde dogruluk agisindan degerlendirildi. Veriler Pearson ki-kare testi ve Kruskal-Wallis H testi kullanilarak analiz edildi (p <
0,05).

Bulgular: Tek dogru yanitli/birden fazla dogru yanitl goktan segmeli soru formatinda Gemini Advanced 2.0, Grok’tan anlamli
diizeyde daha yiiksek puan ald. ikili dogru/yanlis soru formatinda ChatGPT 4.5 ve Gemini Advanced 2.0, ChatGPT 4.0 ve
Grok'a kiyasla anlamli diizeyde daha yiiksek puan elde etti. Agik uglu soru formatinda ise ChatGPT 4.5, Grok’a kiyasla anlamli
diizeyde daha yiiksek puan elde etti (p < 0,05). Dogruluk oranlari ChatGPT 4.5 i¢in %67,9, Gemini Advanced 2.0 igin %66,0,
DeepSeek-V3 igin %58,5, ChatGPT 4.0 icin %52,8 ve Grok igin %49,1 olarak belirlendi (p > 0,05). Tiim modellerde bilimsel
dogruluk puanlari, konuya uygunluk puanlarindan anlaml diizeyde daha dustikti (p < 0,05).

Sonuglar: ChatGPT 4.5 ve Gemini Advanced 2.0 diger modellere kiyasla daha gliglii performans gostermistir; Grok ise daha
dusuk yanit igerigi performansi sergilemistir. Bununla birlikte, biiytk dil modelleri yanls klinik bilgiler tiretmelerine ragmen
ikna edici goriinebileceginden, endodonti egitiminde ve 6n bilgi edinme stirecinde yalnizca tamamlayici araglar olarak
kullaniimalidir. Klinik agidan 6nemli giktilar bir endodontist veya uygun nitelikte bir klinisyen tarafindan dogrulanmalidir.

Anahtar Kelimeler: Buyik dil modeli, endodonti, pozisyon bildirgesi, sohbet robotu, yapay zeka
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Introduction

The foundations of artificial intelligence (Al) in medical
applications were laid out in the mid-20th century,! and
today, it has reached reliability levels close to human
performance in clinical decision-making. With a wide range
of applications, from automated radiological pattern
recognition and treatment planning based on genomic data
to real-time vital sign analysis and disease progression
modeling, Al models have shown promising results for
improving diagnosis, treatment planning, and patient
management in medicine and dentistry.?*

Large language models (LLMs) are a type of artificial
intelligence based on deep learning techniques used for
text comprehension, summarization, and generation.’ LLM-
based chatbots are trained on extensive conversational
datasets, enabling them to understand human language,
generate meaningful responses, and predict subsequent
words or phrases on the basis of prior language-processing
data.®” Recent LLMs, including the ChatGPT series, Gemini
Advanced, DeepSeek-V3, and Grok, differ in terms of their
development history, multimodal capabilities, data
sources, and platform integration.”*2 However, rather than
focusing on the technical characteristics of these models,
the present study evaluates their response performance in
endodontics-specific, guideline-based question formats.

In endodontics, Al is effectively used in various clinical
applications, such as the detection of periapical lesions,*
determination of working length,** identification of
variations in root and canal morphology,** diagnosis of root
fractures,® evaluation of posttreatment pain,'’ and
prediction of treatment outcomes.*® Several studies have
evaluated the responses of LLM-based chatbots to
endodontic questions.'”*° In these studies, questions were
formulated on the basis of references such as statements
from the American Association of Endodontists and the
European Society of Endodontology, textbooks (such as
Endodontics: Principles and Practice and Pathways of the
Pulp, as well as other leading textbooks in the field),
institutional question banks from universities, and expert
consensus reports.”1? The responses were then evaluated
on the basis of numerous parameters (such as clarity,
scientific accuracy, comprehensiveness, relevance,
readability, validity, consistency, reliability, etc.). However,
the majority of these studies have focused on a limited
number of question formats and have not systematically
evaluated LLM performance using guideline-based
endodontic scenarios derived from current professional
position statements.®’” From a clinical perspective,
evaluating the performance of LLMs across different
question formats is important, as these models are
increasingly being used by clinicians and dental students as
decision-support tools. While multiple-choice questions
may allow models to infer correct answers by recognizing
available options, open-ended questions require the
generation of knowledge without explicit cues. Therefore,
assessing performance across various question formats can
provide a more comprehensive understanding of the
reliability and practical applicability of LLMs in endodontic
decision-making. Accordingly, this study aimed to
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comparatively evaluate the response performance of
DeepSeek-V3, ChatGPT 4.0, ChatGPT 4.5, Gemini Advanced
2.0, and Grok across different ESE position statement-
based question formats, including single-correct answer
multiple-choice (SCQ), multiple-correct answer multiple-
choice (MCQ), binary (true/false) (BQ), and open-ended
questions (OEQ). A targeted literature search of PubMed,
Scopus, and Google Scholar was performed using
combinations of the terms “ChatGPT 4.5,” “GPT-4.5,” “large
language model,” “LLM,” “endodontics,” and “dentistry.”
This targeted search identified no published study directly
evaluating ChatGPT 4.5 in the field of endodontics. The null
hypotheses (HO) of this study are as follows:

HO1: There will be no significant difference among the
answer scores of the LLMs for the same question type.

HO2: There will be no significant difference in the answer
scores of the same LLM for different question types.

Materials and Methods

Given that the study's design was confined to analyzing
Al-generated data and precluded any human or animal
involvement, a formal ethical review was not applicable.
However, the principles of academic integrity and data
privacy were rigorously maintained throughout the
research process.

Design and Content of the Questions

In this study, two research assistants (Author 1 and
Author 3) from the Department of Endodontics prepared a
total of 70 questions based on ESE position statements and
related documents accessed through the official European
Society of Endodontology (ESE) “Resources for Clinicians”
webpage.?® The exact ESE source documents used to
construct the questions, together with their publication
year, topic, and the number of questions derived from each
document, are presented in Supplementary File 1.

The structure and number of questions for each format
are as follows:

SCQs/MCQs (n = 24; 3 SCQ and 21 MCQ), BQs (n = 29),
OEQs (n=17).

SCQs and MCQs were analyzed together because both
formats share a structured multiple-choice response
format. In addition, a separate subgroup analysis was not
considered appropriate because of the very limited number
of SCQ items and the unequal distribution between the SCQ
and MCQ formats. The number of questions in each format
was determined by the number and structure of clinically
relevant recommendations extracted from the ESE position
statements. Therefore, the distribution of question types
was not artificially equalized across formats. The
researchers  independently  extracted the  key
recommendations from the relevant position statements,
transformed them into clinically meaningful question items
in accordance with predefined question formats, and
finalized the wording of the questions through consensus.
Reference answers for each question were also prepared
on the basis of the same source documents. The question
set and answer key were cross-checked by the researchers
and subsequently reviewed by a senior endodontic expert
for content accuracy, clarity, and clinical relevance.
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The questions covered topics such as the restoration of
endodontically treated teeth, external cervical resorption,
revitalization procedures, the management of deep caries
and exposed pulp, surgical extrusion, intentional
replantation and tooth autotransplantation, the use of
antibiotics in endodontics, the use of cone-beam computed
tomography (CBCT), and root resorption. The questions
were prepared to be clinically relevant, use scientific
language and appropriate terminology, and were
structured to reflect situations that may be encountered in
practice. The finalized questions were submitted to the
LLMs by the researchers in a single round, and the resulting
responses were recorded in a predesigned data collection
form. The complete question set, reference answer keys,
and all LLM-generated responses are provided in
Supplementary File 2.

LLMs Used in the Study
The prepared questions were applied to the following
five different LLMs:
- DeepSeek-V3 (DeepSeek, Shenzhen, China)
- ChatGPT 4.0 (OpenAl, California, USA)
- ChatGPT 4.5 (OpenAl, California, USA)
- Gemini Advanced 2.0 (Google DeepMind, California,

USA)
- Grok (xAl, California, USA)
For clarity, “ChatGPT 4.0” used throughout this

manuscript refers to GPT-4, not GPT-4o.

Posing the Questions to the LLMs

Each question was posed to the respective LLM by the
researchers only once, on April 7, 2025, using the “new
chat” feature each time; this approach was adopted to
preserve a standardized first-response condition across all
models and to avoid potential bias arising from repeated
querying or additional clarification. In cases where the LLMs
provided incorrect or irrelevant answers, the questions
were not reposed, the question format was not altered, and
no additional clarification was provided. The same question
was not asked again by another researcher. All questions
were asked in English, and the responses were received in
the English language.

All models were accessed from Tiirkiye using the same
personal laptop computer and without the use of a VPN or
proxy. The default settings of each platform were used for
all queries. Web browsing, real-time search, or deep
research functions were not intentionally enabled. No
additional user-defined instructions or memory-based
contextual information were active. Regarding account
type and subscription level, ChatGPT 4.0 and ChatGPT 4.5
were accessed through the paid ChatGPT Pro subscription
interface, whereas Gemini Advanced 2.0 was accessed
through the paid Gemini Advanced web interface.
DeepSeek-V3 and Grok were accessed through their
respective free web-based interfaces.

Because the study included three predefined question
formats, prompt templates were developed separately for
multiple-choice, binary, and open-ended questions in order
to match the response structure required by each format.
Nevertheless, a consistent instructional framework was

maintained across all models by applying the same
standardized prompt template within each question
category. During the interaction process, no follow-up
prompts, reformulations, explanatory additions, or
corrective feedback were provided. This approach was
adopted to minimize prompt-related variability and to
enable a fair comparison of the first-response performance
of the LLMs.

The questions posed to the LLMs were submitted
sequentially according to the designated categories, using
three different standardized prompt templates tailored to
the respective question formats:

"You are an endodontics specialist. According to the ESE
position statements, answer the multiple-choice questions;
find the correct option and provide an explanation for each
item."

"You are an endodontics specialist. According to the ESE
position statements, answer the following question as true
or false and explain this answer."

"You are an endodontics specialist. According to the ESE
position statements, answer the following question and
provide an explanation."

Evaluation of the Responses Provided by the LLMs

The responses generated by each LLM were evaluated
twice, with two-week intervals, by an endodontist (Author
2) with 9 years of experience. During the evaluation
process, to ensure that the evaluator was unaware of which
LLM provided the responses, the models were identified by
letter codes by the other researchers, thus implementing a
blinding method. Reference answer keys were prepared
based on the relevant ESE position statements. Before
scoring, all question stems, options, and answer keys were
rechecked against the corresponding ESE source
documents to ensure consistency and reduce ambiguity.
During this verification process, only information explicitly
stated in the relevant ESE document was accepted as
correct; indirect or inferred interpretations were not
included in the reference answer key unless clearly
supported by the source document. Each question’s
response was scored on a scale from O (lowest) to 10
(highest) on the basis of the criteria of comprehensiveness,
scientific accuracy, clarity, and relevance to the subject,
using a predetermined rating scale adapted from a
previously published LLM response evaluation study (Table
1).2 A separate score was given for each criterion.
Additionally, a total average score was calculated by
averaging these four scores for each evaluation round. The
mean of the total average scores obtained from the two
evaluation rounds was used as the final score for statistical
analysis. Intra-rater reliability between the first and second
evaluation rounds was assessed using the total average
score. The 0-10 scale was used because it allows a more
granular assessment of graded differences in response
quality than categorical correct/incorrect scoring or shorter
Likert-type  scales, particularly when evaluating
multidimensional response characteristics such as
comprehensiveness, accuracy, clarity, and relevance.

For the single-correct answer and multiple-correct
answer multiple-choice questions (n = 24) and the binary
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questions (n = 29), in addition to the above evaluation, a
separate assessment was conducted. In this assessment,
the explanations were disregarded, and only a correct or
incorrect evaluation was made, assigning a score of 1 for
correct answers and O for incorrect answers. For SCQ/MCQ
and BQ formats, an all-or-none scoring approach was used.

A response was scored as correct only when the selected
answer or set of answers fully matched the predetermined
answer key. For MCQs, responses that selected only some
of the correct options, omitted one or more correct
options, or included any additional incorrect option were
scored as incorrect. No partial credit was assigned.

Table 1. The rating scale used for scoring the responses and their descriptions

Criteria 0 1-2 5-7 8-9 10
Comprehensiveness  Responseisnotat  Very few key Abasiclevel of  Many key points are Almost all key All key points
all comprehensive points are key points is included, but still some key  points are are included
included included information is missing included
Scientific accuracy Response Response mostly Response Response exhibits a good Almost all key All key points
completely inaccurate presents a level of scientific accuracy, points are are presented
inaccurate basic level of but some key points are presented accurately
accuracy not presented accurately accurately
Clarity Response not clear  Response Response Response is mostly clear, Almost all key All key points
at all, leaving the obscures most key  obscures many  but some key points are points are are presented
assessor very points key points not presented clearly
confused clearly
Relevance Response not Many irrelevant Some Most points included are Almost all All points
relevant at all points included irrelevant relevant points included included are
points included are relevant relevant

After the evaluation criteria were scored, the total score for each question was obtained by calculating the average of the scores of the four criteria.

Adapted from Ref. 21.

Statistical Analysis

In this study, descriptive statistics of the data (median,
minimum, maximum, frequency, and percentage) are
presented. Pearson's chi-square test was used to test the
relationships between categorical variables. The
assumptions for Pearson’s chi-square test were checked,
and all expected cell counts were greater than 5;
therefore, Fisher’s exact test was not required. The
normality of the mean scores obtained by the LLMs was
assessed via the Shapiro-Wilk test, and data that were not
normally distributed were analyzed via the Kruskal-Wallis
H test. Comparisons among the four evaluation criteria
within each LLM were performed using the Friedman test.
When statistically significant differences were detected,
pairwise comparisons between evaluation criteria were
performed using the Wilcoxon signed-rank test with
Bonferroni correction. When a statistically significant
difference was detected using the Kruskal-Wallis H test,
pairwise post-hoc comparisons were performed using
Dunn’s test with Bonferroni correction for multiple
comparisons. The analyses were performed via IBM SPSS
25 software (IBM SPSS Statistics for Windows, Armonk,
NY, USA).

Results

The results of this study, which evaluate the
performance of DeepSeek-V3, ChatGPT 4.0, ChatGPT 4.5,
Gemini Advanced 2.0, and Grok in answering the SCQ,
MCQ, BQ, and OEQ questions prepared according to ESE
position statements, are presented below. Intra-rater
reliability was assessed using the total average scores
obtained from the four evaluation criteria. The average-
measures ICC, calculated using a two-way random-effects
model with a consistency definition, was 0.920, indicating
excellent agreement between the two evaluation rounds,
with a 95% confidence interval of 0.901-0.935.
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With respect to the average evaluation scores for
comprehensiveness, scientific accuracy, clarity, and
relevance by question type, for single- and multiple-
choice questions, Gemini Advanced 2.0 had a higher score
than Grok did (p < 0.05). However, there was no significant
difference between Gemini Advanced 2.0 LLM and the
other three LLMs (p > 0.05). Similarly, there was no
significant difference between Grok and the other three
LLMs (p > 0.05; Table 2).

Furthermore, when the evaluation scores for different
question types were compared within each LLM, no
significant difference was found for DeepSeek-V3 (p =
0.761), ChatGPT 4.0 (p = 0.144), ChatGPT 4.5 (p = 0.709),
Gemini Advanced 2.0 (p = 0.347), or Grok (p = 0.324)
(Table 2).

For binary questions, ChatGPT 4.0 and Grok had
significantly lower scores than ChatGPT 4.5 and Gemini
Advanced 2.0 did (p < 0.05). There was no significant
difference between DeepSeek-V3 and the other LLMs (p >
0.05; Table 2).

In terms of response scores for the open-ended
questions, ChatGPT 4.5 had a significantly higher score
than Grok did (p < 0.05). There was no significant
difference between ChatGPT 4.5 and the other three LLMs
(p > 0.05). Similarly, there was no significant difference
between Grok and the other three LLMs (p > 0.05; Table
2).

The correct/incorrect evaluation results for SCQ, MCQ,
and BQ formats are presented in Table 3. According to
these results, no significant difference was found among
the LLMs, and they provided correct and incorrect
answers at similar rates (p = 0.212).

Table 4 presents a comparison of the LLMs in terms of
their scores for comprehensiveness, scientific accuracy,
clarity, and relevance.
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For comprehensiveness and clarity, there was no
difference between ChatGPT 4.5 and Gemini Advanced
2.0 (p > 0.05), and these two LLMs had significantly higher
scores than the other three LLMs did (p < 0.05).
Additionally, there was no significant difference among
DeepSeek-V3, ChatGPT 4.0, and Grok (p > 0.05).

In terms of scientific accuracy, there was no significant
difference between ChatGPT 4.5 and Gemini Advanced
2.0 (p > 0.05). However, these two LLMs achieved
significantly higher scientific accuracy scores than
ChatGPT 4.0, DeepSeek-V3, and Grok (p < 0.05). There was

no significant difference among ChatGPT 4.0, DeepSeek-
V3, and Grok (p > 0.05). In terms of relevance, there was
no significant difference among the LLMs (p > 0.05; Table
4; Figure 1).

The relevance scores of DeepSeek-V3, ChatGPT 4.0,
and Grok were significantly higher than their
comprehensiveness scores (p < 0.05), whereas for
ChatGPT 4.5 and Gemini Advanced 2.0, there was no
significant difference between these two scores (p > 0.05).
For all LLMs, the scientific accuracy score was lower than
the relevance score (p < 0.05).

Table 2. Comparison of LLM total evaluation scores by question type [median (minimum-maximum)]

Question type

LLM SCQ and MCQ (n = 24) BQ (n =29) OEQ (n=17)
DeepSeek-V3 8.25 (5.25-10)2b 8.5 (2.5-10) 9.25 (6.75-10)b
ChatGPT 4.0 8.75 (5.5-10)2b 8 (1.5-10)° 8 (4-10)b
ChatGPT 4.5 9.38 (6.25-10)2b 9.5 (4.75-10)z 9.75 (3.75-10)2
Gemini Advanced 2.0 9.5 (2.75-10)3 9.5 (4.75-10)> 9.5 (0.5-10)2b
Grok 8.25 (2.5-10)° 7.5 (0.25-10)b 8.5 (0-10)b

*Kruskal-Wallis H test followed by Dunn’s post-hoc test with Bonferroni correction for multiple comparisons.
a-b: Different lowercase superscript letters within the same column indicate statistically significant differences between LLMs (p < 0.05).
Abbreviations: SCQ, single-correct answer multiple-choice question; MCQ, multiple-correct answer multiple-choice question; BQ, binary question; OEQ,

open-ended question.

Table 3. Results of the evaluation of responses to SCQ/MCQs and BQs as correct or incorrect [n (%)]

LLM Correct Incorrect
DeepSeek-V3 31 (58.5) 22 (41.5)
ChatGPT 4.0 28 (52.8) 25 (47.2)
ChatGPT 4.5 36 (67.9) 17 (32.1)
Gemini Advanced 2.0 35 (66) 18 (34)

Grok 26 (49.1) 27 (50.9)

*Pearson’s chi-square test. All expected cell counts were greater than 5; therefore, Fisher’s exact test was not required.

Table 4. Comparison of LLMs in terms of comprehensiveness, scientific accuracy, clarity, and relevance

LLM Descriptive statistics Comprehensiveness Scientific accuracy Clarity Relevance
DeepSeek-V3 Mean £ SD 8.37+1.93 6.93 £ 3.05 7.36 £2.04 9.21+£1.66
Median (min—max) 8 (0-10)Bb 8 (0-10)ABe 8 (0-10)Ap 10 (2-10)¢
ChatGPT 4.0 Mean £ SD 8.17£2.03 6.69 + 3.2 7.16 £ 2.38 9.17 £1.86
Median (min—max) 8 (4-10)¢Bb 8 (0-10)Ac 8 (0-10)Ab 10 (1-10)°
ChatGPT 4.5 Mean + SD 9.2+1.4 8.2+2.51 8.79 £ 1.45 9.63+£0.97
Median (min—max) 10 (2-10) A8a 10 (1-10)ra 9 (4-10) A2 10 (5-10)8
Gemini Advanced 2.0 Mean + SD 9.13+1.93 7.93+2.92 8.84+2.11 9.34+1.79
Median (min—max) 10 (1-10) 4= 10 (0-10)8ab 10 (0-10) A2 10 (1-10)A
Grok Mean + SD 7.71+2.74 6.36 +3.4 6.57 £2.52 8.97 +£2.36
Median (min—max) 8 (0-10)Bb 8 (0-10)ABe 7 (0-10) 40 10 (0-10)¢

Abbreviations: LLM, large language model; SD, standard deviation.

*Kruskal-Wallis H test followed by Dunn’s post-hoc test with Bonferroni correction for multiple comparisons was used to compare LLMs within the
same evaluation criterion. The Friedman test followed by Wilcoxon signed-rank post-hoc tests with Bonferroni correction was used to compare

evaluation criteria within the same LLM.

Values are presented in separate rows as mean + SD and median (minimum—-maximum). Superscript letters are shown next to median [minimum

(min)-maximum (max)] values.

Superscript letters: Lowercase superscript letters (a, b, c) compare LLMs within the same evaluation criterion; values that do not share a common
lowercase letter are significantly different (p < 0.05). Uppercase superscript letters (A, B, C) compare evaluation criteria within the same LLM,; values
that do not share a common uppercase letter are significantly different (p < 0.05).

Discussion

The S3-level Clinical Practice Guideline published by
the ESE is a systematic and comprehensive document that
focuses not only on the treatment of pulp and apical
periodontitis cases but also on the diagnostic processes
for these diseases. In addition to presenting comparative
and evidence-based therapeutic strategies, the guidelines
also aim to guide future research by identifying

knowledge gaps.?? In our current study, ESE position
statements were chosen as a reference point for
preparing our evaluation questions, as they reflect clinical
decision-making processes and are grounded in a current
scientific foundation. On the basis of different question
types structured according to these position statements
(sca/McqQ, BQ, and OEQ), the performance of five LLMs
(DeepSeek-V3, ChatGPT 4.0, ChatGPT 4.5, Gemini
Advanced 2.0, and Grok) in endodontics-specific content
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was comprehensively compared. The findings revealed
that there are significant differences in the content quality

and accuracy levels of the responses provided by the
LLMs.
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DeepSeek-V3 ChatGPT 4.0 ChatGPT 4.5 Gemini Grok
Advanced 2.0
Large language model
Evaluation criterion
® Comprehensiveness ® Clarity
Scientific accuracy Relevance

Figure 1. Dot plot showing the median (minimum—maximum) scores of the large language models for
comprehensiveness, scientific accuracy, clarity, and relevance. Note: Lowercase superscript letters compare LLMs
within the same evaluation criterion; values that do not share a common lowercase letter are significantly different
(p < 0.05). Uppercase superscript letters compare evaluation criteria within the same LLM; values that do not share
a common uppercase letter are significantly different (p < 0.05).

When the overall average scores were evaluated, it
was observed that some LLMs consistently exhibited high
performance, whereas others significantly lagged. The
ChatGPT 4.5 and Gemini Advanced 2.0 models stand out
in terms of overall success by achieving high scores across
different question types. In contrast, the Grok model
demonstrated lower success. ChatGPT 4.0 and DeepSeek-
V3, however, displayed more balanced but moderate
performance profiles.

The first null hypothesis of the study was that "there
will be no significant difference among the response
scores of different LLMs for the same question type."
However, by the end of the study, there were significant
differences among some models, particularly in the
SCQ/MCQ and OEQ formats. In light of these findings, the
first null hypothesis was rejected.

In the SCQ/MCQ format, the Gemini Advanced 2.0
model had the highest median score [9.5 (2.75-10)] and
was found to be statistically superior, especially compared
with the Grok model. In the BQ format, the ChatGPT 4.5
and Gemini Advanced 2.0 models also received
significantly higher scores than the Grok and ChatGPT 4.0
models did. With respect to the OEQs, the ChatGPT 4.5
model achieved the highest median score [9.75 (3.75-10)]
and was superior (statistically significant) to the Grok
model in particular. However, the high median scores
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observed in some question formats, together with wide
minimum—maximum ranges, may suggest a possible
ceiling effect in the scoring scale. Therefore, small
differences among high-performing models should be
interpreted cautiously.

There are no existing studies evaluating the
performance of the DeepSeek-V3 model in the field of
endodontics. The limited number of studies in the broader
field of dentistry shows that, consistent with our findings,
the ChatGPT 4.0 and DeepSeek-V3 models did not achieve
a statistical advantage over each other in general
performance and exhibited moderate performance in
most question formats.?3%*

In a study that comparatively evaluated different
guestion types and examined the performance of LLMs
across three formats, the Gemini model performed better
in the MCQ format.? This finding aligns with the higher
average score obtained by Gemini in the MCQ format in
our study. Furthermore, in an experimental study on the
generation of MCQs for dental caries, it was reported that
Gemini tended to produce questions at a higher cognitive
level, whereas ChatGPT contained more formal errors.?®
These results indicate that Gemini has the ability to
analyze information effectively and match it with correct
answers, particularly in the MCQ format.
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In a study on dental trauma questions in the BQ
format, Bard (now Gemini) had 64% correct answers,
whereas ChatGPT had 51% correct answers.?’ On the
other hand, the high success rate of ChatGPT 4.5 in the
OEQ format is also consistent with the findings of previous
studies. In a study that followed the same evaluation scale
as ours, the ChatGPT 4.0 model received higher scores for
its response to dentistry-specific OEQs than the Bard
(Gemini), ChatGPT 3.5, and Bing Chat models did.?*
Another study that evaluated radiological imaging
requests on the basis of medical guidelines using OEQ and
“select all that apply (SATA)” formats reported that
ChatGPT could produce reasoned and explanatory
responses on the basis of clinical guidelines and showed
substantial agreement with expert opinions.?® These
findings suggest that the higher score of ChatGPT-4.5 in
the OEQ format in our study may be related to its capacity
for generating justified content.

Significant performance differences were also
observed between different versions of the same model
family. For example, in the BQ format, the ChatGPT 4.5
model obtained statistically higher scores than did
ChatGPT 4.0. In addition, although no statistically
significant difference was observed in the SCQ/MCQ and
OEQ question types, ChatGPT 4.5 achieved higher average
scores in every format. This trend indicates that the model
has more advanced information processing and response
generation capacity in general, not just in specific formats.
Some studies focusing on ChatGPT have similarly revealed
that newer versions of the model perform better than
previous versions do in terms of both overall accuracy and
contextual clarity.®”?!

The only model that received statistically significantly
lower scores in all question categories was Grok. In one of
the limited studies evaluating Grok in the field of
endodontics, low success rates were also reported,
despite the use of a newer version, Grok 2.'° However,
one study evaluating higher versions of Grok has reported
performance on par with those of ChatGPT.?° Social media
data, such as the X platform used in Grok's training, may
contain noisy, factually questionable, and contextually
limited content.® This situation could cause the model to
perform poorly, especially in healthcare fields.

The second null hypothesis of the study was that
"there will be no significant difference in the response
scores of the same LLM for different question types." In
the analyses performed, no statistically significant
difference was detected among the responses given by
each model to the SCQ/MCQ, BQ, and OEQ formats. On
the basis of this finding, the second null hypothesis was
accepted.

In our study, no significant performance difference
was detected among the different question types, and this
result aligns with the systematic review by Sumbal et al.,
which reported that ChatGPT-3.5 offered similar response
quality across open-ended, MCQ, and BQ formats.*® In
contrast, however, a larger systematic review covering 45
studies reported that ChatGPT 4.0 models exhibited lower
accuracy and inconsistent performance, especially in the

OEQ format.3! Parallel to this finding, in our study, one of
the lowest median scores in this question format also
belonged to ChatGPT 4.0.

In our current study, the contextual qualities of the
answers were evaluated with a systematic evaluation
scale (rubric) that allows for multidimensional analysis.
Accordingly, each response was scored across four main
dimensions:  comprehensiveness, clarity, scientific
accuracy, and relevance to the subject.
Comprehensiveness assessed how broadly and deeply the
response covered the topic; clarity, the understandability
and educational quality of the information; scientific
accuracy, the level of consistency with current literature
and guidelines; and relevance, whether the response
directly and pointedly addressed the question. Thus, the
evaluation was not limited to identifying correct answers
but also included qualitative dimensions such as the
validity of the responses in a clinical context. In contrast,
many studies in the literature focus solely on the accuracy
rates of the answers,?>2® whereas some are content with
general evaluation scores based on expert opinions.®
Such one-dimensional approaches overlook critical
elements such as the models' reasoning methods,
competence, or contextual consistency, thereby
presenting an incomplete picture of real-world use-case
scenarios.

Some recent studies have taken a significant step
toward multidimensional analysis by jointly evaluating
multiple criteria, such as accuracy and consistency.®’
However, examples that systematically score four
separate dimensions, such as comprehensiveness, clarity,
scientific accuracy, and relevance, are extremely limited in
the dental literature.?%32 A recent study also presents an
evaluation approach parallel to our methodology by
focusing not only on the accuracy of answers given by
LLMs to MCQs but also on the consistency of their
explanations.3® However, in the field of endodontics, such
multidimensional evaluation studies are not available. In
this respect, our study is one of the first examples in this
field.

Although the question types, content scopes,
evaluation methods, and scoring criteria used by different
studies vary, the literature presents results suggesting
that ChatGPT generally shows greater success than
Gemini Advanced 2.0.5'°2! Qur study provides a
comparative evaluation of LLM performance in terms of
comprehensiveness, scientific accuracy, clarity, and
relevance. ChatGPT 4.5 achieved the highest mean scores
for comprehensiveness, scientific accuracy, and
relevance, whereas Gemini Advanced 2.0 showed a
slightly higher mean score for clarity. Its high scores,
particularly in more qualitative and explanation-based
criteria such as scientific accuracy and clarity, suggest that
this model showed relatively strong performance not only
in providing correct information but also in presenting this
information in a clear and structured manner. The Gemini
Advanced 2.0 model similarly received high scores,
performing closely to ChatGPT 4.5, especially in terms of
clarity and comprehensiveness. Although ChatGPT 4.5 had
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a higher average score in terms of scientific accuracy, this
difference was not statistically significant. In this respect,
compared with the literature, the Advanced version is
more successful than the previous versions.

In contrast, the Grok model stands out with low
averages for all four criteria. It receives particularly low
scores for clarity and scientific accuracy, which shows that
the model's capacity for both generating information and
conveying it clearly and reliably is limited. The ChatGPT 4.0
and DeepSeek-V3 models, while appearing strong in terms
of comprehensiveness and relevance, received
statistically significantly lower scores in the dimensions of
scientific accuracy and clarity. This may indicate that these
models can generate relatively broad content in general,
but this content lags behind more advanced models in
terms of scientific accuracy and clarity of expression.

Another prominent point in the evaluation is that,
across all models, relevance scores were significantly
higher than scientific accuracy scores. This finding has
important clinical implications, as it suggests that LLM
responses may appear directly related to the question and
clinically plausible while still containing scientifically
inaccurate or incomplete information. Such a discrepancy
may create a misleading sense of reliability, particularly
for patients or students who may have limited ability to
critically evaluate the scientific accuracy of these
responses. Therefore, clinicians and students should not
use LLM-generated information as a stand-alone source
for clinical decision-making, patient guidance, or
endodontic education; instead, such outputs should be
verified against current position statements, guidelines,
and expert clinical judgment.

In the performance evaluation based solely on correct-
incorrect answers, without contextual analysis of the
models, ChatGPT 4.5 exhibited 67.9% accuracy, Gemini
Advanced 2.0 66%, DeepSeek-V3 58.5%, ChatGPT 4.0
52.8%, and Grok 49.1%. However, these differences are
not statistically significant. The questions posed to the
LLMs in this study were prepared by expert research
assistants in the field and are original and challenging in
nature. This may partially explain the generally low
accuracy rates of the Al models in our study.

In our study, the evaluation of binary and multiple-
choice questions generally emphasized not only the
correctness of the answers but also qualitative
dimensions such as the details of the response content, its
clarity, and scientific appropriateness. This is one of the
methodological strengths of our study. In the current
dental literature, no study has compared these five LLMs
together on the basis of endodontics-specific questions.
Furthermore, previous research has generally focused on
only one or two question formats and excluded response
justifications. In this respect, this study is the first
comprehensive comparative study in which different
qguestion formats are evaluated simultaneously and the
justifications provided by the models across various
question types are analyzed.

Our study has several limitations. The findings reflect
the performance of the evaluated LLMs at a single time
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point, as all questions were posed on April 7, 2025. Since
LLMs are updated frequently, the results may not be
directly applicable to future versions of the same models.
Furthermore, each question was posed to each model
only once; therefore, the natural response variability of
the LLMs across repeated queries could not be assessed.
Although this approach standardized the first-response
condition across models, the findings should be
interpreted as representing a single response instance for
each model and question. In addition, a single
standardized prompt template was applied for each
question format to ensure methodological consistency.
Accordingly, it should be considered that different prompt
formulations could affect the models’” responses.
Although the question set and reference answer keys
were cross-checked by the researchers and reviewed by a
senior endodontic expert, they were not subjected to a
formal independent content-validity assessment by
multiple external endodontic experts before being used to
evaluate the LLMs. Therefore, potential ambiguity in some
clinically complex items, particularly those involving
multiple clinical constructs, cannot be completely
excluded.

The responses generated by the LLMs were evaluated
by a single senior expert. Nevertheless, the excellent level
of intra-rater consistency obtained from repeated
assessments conducted at a two-week interval (ICC =
0.920) indicates that the evaluation was highly consistent
over time. The numerical distribution of question types
(scQ/McCQ, BQ, and OEQ) was not balanced. In particular,
the relatively smaller number of open-ended questions (n
= 17) compared with the other question categories may
have limited the statistical representativeness of this
subgroup and the ability to detect small differences
among the models. Another limitation is that SCQs and
MCQs were analyzed together because of their similar
multiple-choice response structure. Although this
approach allowed multiple-choice questions to be
evaluated within a common analytical framework, it may
have made it more difficult to separately identify potential
differences between single-correct and multiple-correct
multiple-choice question formats.

In addition, although a standardized evaluation rubric
was used, the scoring process was not entirely objective
and inevitably reflected, to some extent, expert judgment.
Despite these limitations, the findings provide valuable
preliminary evidence regarding the comparative
performance of the models across different question
formats. Therefore, studies evaluating LLM performance
should be interpreted as time-sensitive evidence, and
similar evaluations using larger datasets, repeated
queries, different prompt formulations, and standardized
question sets should be repeated periodically to monitor
changes in model performance over time.

Conclusions

By including different question formats, this study
provided a comprehensive evaluation of LLM response
quality and response characteristics in the context of ESE
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position statement-based endodontic questions. Overall,
ChatGPT 4.5 and Gemini Advanced 2.0 demonstrated
stronger response performance than the other models,
whereas DeepSeek-V3 and ChatGPT 4.0 showed
moderate performance profiles. Grok, in its current tested
version, showed comparatively lower performance in
response-content evaluation.

From a practical perspective, the findings of this study
suggest that Gemini Advanced 2.0 may be more useful for
structured endodontic questions, particularly SCQ/MCQ
formats, whereas both ChatGPT 4.5 and Gemini Advanced
2.0 showed stronger performance in BQ formats. ChatGPT
4.5 may be more suitable for OEQs requiring more
detailed and explanatory responses. DeepSeek-V3 and
ChatGPT 4.0 showed moderate performance profiles and
may be used only for preliminary educational support,
with particular caution regarding scientific accuracy.
However, these findings should be interpreted cautiously,
as the correct/incorrect accuracy rates did not differ
significantly among the models. The discrepancy between
higher relevance scores and lower scientific accuracy
scores should be interpreted as a potential patient-safety
concern, because clinically plausible responses may not
always be scientifically reliable. Therefore, in endodontics,
LLMs should be used only as supplementary tools for
educational purposes, preliminary literature-based
information, and structured learning support. Dental
students may benefit from these models as supportive
learning tools; however, their use should be accompanied
by expert guidance and should not replace textbooks,
position statements, or formal endodontic education.
Clinical tasks involving diagnosis, treatment planning,
medication use, CBCT indication, regenerative endodontic
procedures, surgical endodontic decisions, or guideline-
based recommendations should not rely solely on LLM
outputs and must be verified by an endodontist or an
appropriately qualified clinician. Given its comparatively
lower response-content performance, Grok should be
used with particular caution and should not be relied upon
as a primary source for endodontic educational or
guideline-based support.
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