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ABSTRACT
Purpose: To compare the scientific accuracy and response completeness of four contemporary LLMs: ChatGPT-5.2, Gemini 
3, Copilot, and DeepSeek-V3.2 across major prosthodontic domains and question formats.
Methods: Fifty prosthodontic questions covering removable prosthodontics, fixed prosthodontics, implantology, 
temporomandibular disorders and occlusion, dental materials science were developed from standard textbooks and 
clinical guidelines. Questions were presented in yes/no, multiple-choice, and open-ended formats to reflect different levels 
of clinical reasoning. Responses generated by ChatGPT-5.2 (OpenAI), Gemini 3 (Google), Microsoft Copilot (Microsoft), 
and DeepSeek-V3.2 were independently evaluated by five prosthodontists using Likert-based scales for accuracy and 
completeness. Inter-rater reliability was assessed to ensure scoring consistency, and model performances were compared 
across domains and question types using nonparametric statistical tests.
Results: Overall accuracy differed significantly among the four models (p<0.05), with Gemini 3 achieving the highest 
median accuracy, followed by ChatGPT-5.2 and Copilot, while DeepSeek-V3.2 showed the lowest performance. No 
statistically significant differences were observed across question formats (all p>0.05), although descriptive trends 
suggested slightly higher scores for yes/no questions and lower scores for multiple-choice items. Response completeness 
also varied significantly across models (p<0.05), with Gemini 3 providing the most comprehensive responses. No 
statistically significant differences were observed between models within individual prosthodontic domains (p>0.05).
Conclusion: Contemporary large language models demonstrate acceptable theoretical performance in prosthodontics; 
however, clinically relevant differences persist in response completeness and consistency. These models may support 
prosthodontic education and preliminary information retrieval, but cannot replace expert clinical judgment.
Keywords: Prosthodontics; Artificial Intelligence; Large Language Models; ChatGPT; Diagnostic Accuracy; Dental 
Education.

ÖZET
Amaç: Bu çalışmanın amacı, dört güncel büyük dil modelinin (ChatGPT-5.2, Gemini 3, Microsoft Copilot, DeepSeek-V3.2) 
protetik diş hekimliğinin temel alanlarında ve farklı soru formatlarında bilimsel doğruluk ve yanıt tamlığını karşılaştırmaktır.
Yöntem: Hareketli protezler, sabit protezler, implantoloji, temporomandibular bozukluklar ve oklüzyon ile dental 
materyal bilimi olmak üzere beş ana prostodontik alanı kapsayan elli soru, standart ders kitapları ve klinik kılavuzlardan 
oluşturulmuştur. Sorular; klinik muhakemenin farklı düzeylerini yansıtmak amacıyla evet/hayır, çoktan seçmeli ve açık 
uçlu formatlarda sunulmuştur. ChatGPT-5.2 (OpenAI), Gemini 3 (Google), Microsoft Copilot (Microsoft) ve DeepSeek-V3.2 
tarafından üretilen yanıtlar, beş protez uzmanı tarafından Likert temelli ölçekler kullanılarak doğruluk ve yanıt tamlığı 
açısından bağımsız olarak değerlendirilmiştir. Puanlama tutarlılığını sağlamak için değerlendiriciler arası uyum analiz 
edilmiş, model performansları ise parametrik olmayan istatistiksel testler ile alanlar ve soru tipleri arasında karşılaştırılmıştır.
Bulgular: Genel doğruluk açısından dört model arasında istatistiksel olarak anlamlı farklılık saptanmıştır (p<0.05); 
en yüksek medyan doğruluk Gemini 3’te, ardından ChatGPT-5.2 ve Copilot’ta gözlenmiş, en düşük performans ise 
DeepSeek-V3.2’te tespit edilmiştir. Soru formatları arasında istatistiksel olarak anlamlı bir fark bulunmamıştır (tüm 
p>0.05); ancak tanımlayıcı eğilimler evet/hayır sorularında daha yüksek, çoktan seçmeli sorularda ise daha düşük skorlar 
olduğunu göstermiştir. Yanıt tamlığı da modeller arasında anlamlı farklılık göstermiştir (p<0.05); en kapsamlı yanıtları 
Gemini 3 sağlamıştır. Ancak bireysel prostodontik alanlar içinde modeller arasında istatistiksel olarak anlamlı bir fark 
saptanmamıştır (p>0.05).
Sonuç: Güncel büyük dil modelleri protetik diş hekimliği alanında kabul edilebilir teorik performans göstermektedir; 
protetik diş hekimliği eğitimine ve ön bilgi edinimine destek sağlayabilir; ancak uzman klinik kararların yerini alamaz.
Anahtar Kelimeler: Protetik diş hekimliği; Yapay zeka; Büyük dil modelleri; ChatGPT; Tanısal doğruluk; Diş hekimliği 
eğitimi.
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A rtificial intelligence (AI) refers to computer 
systems capable of performing tasks that 
require human intelligence, including reasoning, 

learning, and language comprehension. Large language 
models (LLMs), a rapidly developing branch of AI, are 
designed to generate coherent and context-aware text 
and are increasingly used as alternative sources of medical 
and dental information (1,2).

Recent advances in natural language processing have 
led to the widespread availability of conversational 
systems such as ChatGPT-5.2, Gemini 3, Microsoft Copilot, 
DeepSeek-V3.2. ChatGPT is a transformer-based model 
trained using reinforcement learning from human 
feedback. Gemini is Google’s next-generation language 
model optimized for semantic reasoning. Copilot is an 
AI-assisted conversational system integrated into Bing. 
DeepSeek is a recently developed model designed for 
complex reasoning tasks (3-7).

These systems have attracted growing interest in medical 
and dental education, clinical knowledge support, and 
decision-making (4,7). In dentistry, AI applications extend 
from diagnostic imaging and treatment planning to 
digital prosthesis design and patient education (8-13).

Prosthodontics is a knowledge-intensive discipline 
that integrates material science, biomechanics, 
occlusal physiology, temporomandibular disorders 
and implantology. Accurate interpretation of scientific 
information is therefore essential, as incomplete or 
incorrect knowledge may directly affect treatment 
planning, material selection, and long-term outcomes 
(9,10).

Evaluation frameworks incorporating both scientific 
accuracy and response completeness have been proposed 
to better reflect the clinical utility of AI-generated 
information, as partially correct but incomplete answers 
may still pose risks in healthcare settings (11,12).

Although interest in dental chatbots is increasing, most 
existing studies have focused on single models, limited 
prosthodontic subfields, multiple-choice formats, or 
patient-oriented questions. Comprehensive comparisons 
of multiple contemporary AI systems against expert 
prosthodontists across different prosthodontic domains 
and question types remain scarce.

Accordingly, this study aimed to comparatively evaluate 
the responses of four AI models (ChatGPT-5.2, Gemini 3, 
Microsoft Copilot, DeepSeek-V3.2) to a standardized set 
of prosthodontic questions and to assess their agreement 
with answers provided by experienced prosthodontists 
serving as the reference standard. Questions covered 
removable and fixed prosthodontics, implantology, 
temporomandibular disorders and occlusion, and dental 
materials, using multiple question formats.

The null hypotheses were that [1] no significant differences 
would exist among the four LLMs in scientific accuracy, 
and [2] no significant differences would exist among the 
four LLMs in response completeness for open-ended 
questions.

Materials and Methods

This study was conducted as an analytical and 
observational investigation to evaluate the performance 
of four prominent large language models (LLMs); 
ChatGPT (GPT-5.2; OpenAI), Google Gemini (Gemini 3; 
Google), Microsoft Copilot (Microsoft), and DeepSeek 
(DeepSeek-V3.2) in the specialized field of prosthodontics. 
The research objective was to quantify the accuracy and 
completeness of AI-generated clinical information relative 
to expert consensus.

A standardized pool of 50 questions was developed, 
encompassing five fundamental domains of 
prosthodontic therapy: Removable Prosthodontics 
(RP), Fixed Prosthodontics (FP), Implantology (I), 
Temporomandibular Disorders and Occlusion (TO), and 
Dental Materials Science (M). Within each domain, the 
10-question distribution consisted of four dichotomous 
(Yes/No) questions, three multiple-choice questions, and 
three open-ended questions. This multifaceted structure 
was intended to evaluate both fundamental theoretical 
knowledge and advanced clinical interpretation. The 
question set was developed based on authoritative 
prosthodontic references, including McCracken’s 
Removable Partial Prosthodontics, Contemporary Fixed 
Prosthodontics, Boucher’s Prosthodontic Treatment 
for Edentulous Patients, the ITI Treatment Guide and 
consensus guidelines for implant dentistry, the Diagnostic 
Criteria for Temporomandibular Disorders, and Craig’s 
Restorative Dental Materials, to ensure content validity, 
adequate domain coverage, and clinical relevance.
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To ensure the integrity of AI-generated responses and 
mitigate potential biases, a rigorous inquiry protocol 
was implemented for querying the LLMs. All LLMs were 
accessed between January 2026 and February 2026, 
and responses were generated during this period. Each 
question was submitted in a newly initiated chat session 
to prevent prior conversational context from influencing 
subsequent outputs. Historical data and prior chat logs 
were cleared for each model to eliminate any memory 
effect that could compromise response consistency. 
Furthermore, inquiries were distributed across different 
times of the day and on separate dates to minimize the 
potential impact of server-side load variations and intra-
model update fluctuations, thereby ensuring stable 
response acquisition. The identical question set was 
independently evaluated by five prosthodontists, whose 
ratings served as the reference framework for accuracy 
comparison. Individual expert ratings were recorded, 
and the aggregated reference score was defined as 
the median of the five prosthodontists’ ratings for each 
response. Formal consensus procedures (such as Delphi 
or nominal group methods) were not applied, as the study 
was designed to retain independent expert evaluations 
and quantify inter-rater variability rather than produce a 
single consensus response. 

The systems’ performance was evaluated  using two 
distinct ordinal scales: scientific accuracy and response 
completeness. To ensure the highest standards of 
scientific accuracy, all question formats were evaluated 
on a 6-point Likert scale, with 1 indicating “completely 
incorrect” and 6 indicating “completely correct.” The metric 
under scrutiny measured the adherence of AI responses 
to established scientific evidence and expert consensus. 
Regarding the evaluation of response completeness, this 
was measured exclusively in the context of open-ended 
questions. To this end, a 3-point Likert scale was utilised 
to quantify the completeness of each response. The initial 
score is thus designated as 1 (incomplete). This is because 
the response addresses only isolated aspects of the 
inquiry, whilst critical components are omitted. A score 
of 2 (sufficient) is awarded when the response adequately 
addresses all aspects of the question and provides the 
necessary information for a satisfactory response. A score 
of 3 (comprehensive) is awarded when the response 
comprehensively addresses all aspects of the question, 
while also providing extensive contextual detail and 
additional relevant information.

Inter-rater reliability among the five prosthodontists was 
assessed using intraclass correlation coefficients (ICC) 
based on a two-way random-effects model for absolute 

agreement. ICC values were interpreted in accordance 
with established guidelines. Spearman’s rank correlation 
coefficients were calculated to evaluate consistency in 
ranking the AI models, and Gwet’s AC coefficients were 
used to assess agreement for ordinal data. Given the 
ordinal nature of the Likert-scale scores and the repeated-
measures design, non-parametric statistical methods were 
applied. Differences in scientific accuracy and response 
completeness among the four LLMs were analyzed 
using the Friedman test. When significant differences 
were observed, pairwise comparisons were performed 
using Wilcoxon signed-rank tests with Holm–Bonferroni 
correction for multiple testing. All analyses were conducted 
using R software (version 4.3.3), and statistical significance 
was set at p < 0.05. Differences in accuracy scores among 
the four LLMs within each question format (yes/no, 
multiple-choice, and open-ended) were also evaluated 
using the Friedman test. Median values and interquartile 
ranges (IQR) were reported for each question format.

This study did not involve human participants, patient 
records, or identifiable personal data; therefore, ethical 
committee approval was not required.

Results

A total of 1,000 individual accuracy ratings were obtained 
(50 questions × 5 raters × 4 AI models). Inter-rater 
reliability was evaluated using intraclass correlation 
coefficients (ICC), Spearman’s rank correlations, Gwet’s AC, 
and percentage agreement.

Accuracy ratings demonstrated excellent absolute 
agreement among prosthodontists across all models 
(ICC > 0.98), supported by strong Spearman’s rho values. 
Completeness ratings showed greater variability, with the 
highest reliability observed for DeepSeek (ICC = 0.869) 
and moderate agreement for Copilot, reflecting the more 
subjective nature of completeness assessment. Gwet’s AC 
indicated substantial agreement for accuracy (AC1 = 0.79) 
and almost perfect agreement for completeness (AC2 = 
0.84).

Descriptive statistics for overall accuracy scores are 
presented in Table 1. Significant differences in accuracy 
were detected among the four AI models (p < 0.05). Gemini 
achieved the highest median accuracy, followed by 
ChatGPT and Copilot, whereas DeepSeek demonstrated 
the lowest performance. Post-hoc pairwise comparisons 
confirmed significant differences between specific model 
pairs (Table 2).
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Table 1. Overall accuracy scores (1-6 Likert scale)

Model n Mean SD Median IQR

Gemini 250 4.45 1.19 4.6 1.6

ChatGPT 250 4.22 1.24 4.4 1.7

Copilot 250 4.19 1.26 4.3 1.8

DeepSeek 250 3.82 1.33 3.9 1.9

Table 2. Pairwise post-hoc comparisons of overall accuracy scores among large language models using 
Wilcoxon signed-rank tests with Holm–Bonferroni correction

Comparison p-value Interpretation

Gemini vs DeepSeek <0.001 Gemini significantly higher

Gemini vs ChatGPT 0.51 Not significant

Gemini vs Copilot 0.61 Not significant

ChatGPT vs DeepSeek 0.056 Borderline

Copilot vs DeepSeek 0.082 Not significant

ChatGPT vs Copilot 1.00 Not significant

Domain-specific analysis showed that Gemini achieved 
the highest median scores in implantology and 
dental materials, while Copilot performed best in 
temporomandibular disorders and occlusion; however, 
these differences were not statistically significant across 
domains (p > 0.05).

Accuracy by question format is presented in Table 
3 as median and interquartile range (IQR) values for 
dichotomous (yes/no), multiple-choice, and open-
ended questions. No statistically significant differences 
in accuracy were observed among the four LLMs within 
any of the evaluated question formats (all p > 0.05). 
Descriptive inspection indicated that accuracy scores 
were generally high for yes/no questions and showed 

Table 3. Accuracy scores by question format (Median [IQR])

Question Type ChatGPT Gemini Copilot DeepSeek p-value

Yes/No 6.00 [5.00] 6.00 [5.00] 6.00 [5.00] 3.50 [5.00] 0.53

Multiple Choice 6.00 [5.00] 6.00 [5.00] 6.00 [5.00] 1.00 [5.00] 0.58

Open-Ended 5.00 [2.00] 5.00 [1.00] 5.00 [2.00] 5.00 [2.00] 0.55

Table 4. Completeness scores for open-ended questions (1-3 Likert scale)

Model Mean±SD Median IQR

Gemini 2.03±0.61 2.1 0.8

DeepSeek 1.8±0.64 1.9 0.9

Copilot 1.76±0.62 1.8 0.9

ChatGPT 1.68±0.58 1.7 0.8

slightly greater variability for multiple-choice and 
open-ended questions; however, these differences 
did not reach statistical significance. Gemini showed 
consistently high accuracy across formats, whereas 
DeepSeek demonstrated comparatively greater 
variability between formats.Response completeness 
for open-ended questions differed significantly among 
models (p < 0.05) (Table 4). Gemini achieved the highest 
median completeness scores, followed by DeepSeek and 
Copilot, while ChatGPT produced the least complete 
responses. Pairwise comparisons showed that Gemini was 
significantly more complete than ChatGPT and Copilot, 
whereas no significant difference was found between 
Gemini and DeepSeek (Table 5).



Yiğit İren Elif and Üçkuyu Hatice Betül

Acıbadem Univ. Sağlık Bilim. Derg. 17 (July, August, September) 2026

Table 5. Pairwise post-hoc comparisons of response completeness scores (3-point Likert scale) among large language 
models using Wilcoxon signed-rank tests with Holm-adjusted p-values

Comparison Adjusted p-value Interpretation

Gemini vs ChatGPT <0.001 Gemini significantly higher

Gemini vs Copilot 0.013 Gemini significantly higher

Gemini vs DeepSeek 0.069 Not significant

DeepSeek vs ChatGPT 0.240 Not significant

Copilot vs ChatGPT 0.390 Not significant

When completeness was stratified by prosthodontic 
domain, no statistically significant differences were 
observed among models (p > 0.05). Although Gemini 
showed a tendency toward higher completeness in 
implantology, this did not reach statistical significance.

Discussion

This study examined the scientific accuracy and 
completeness of responses of four contemporary 
large language models in prosthodontics. The first 
null hypothesis was rejected, as statistically significant 
differences in overall accuracy were identified among 
the models. The second null hypothesis was rejected, as 
response completeness differed significantly among the 
models.

The selection of ChatGPT-5.2, Gemini 3, Copilot, and 
DeepSeek-V3.2 was guided by their widespread use in 
current educational and clinical environments and by their 
representation of different LLM ecosystems accessible 
to dental professionals and students (13,14). Previous 
investigations have shown that model performance can 
vary considerably across architectures and update cycles, 
underscoring the importance of evaluating multiple 
platforms rather than relying on a single system (15,16).
For this reason, the most recent stable public versions 
were used to better reflect the current state of LLM 
capabilities and to reduce version-related bias.

The question pool was deliberately designed to cover the 
major domains of prosthodontics, including removable and 
fixed prosthodontics, implantology, temporomandibular 
disorders and occlusion, and dental materials science. 
Earlier studies have often focused on narrower clinical 
areas, such as implant dentistry or dental traumatology 
(3,17). Broader domain coverage, however, provides a more 
realistic representation of the diversity and complexity of 
knowledge required in routine prosthodontic practice. 
In addition, the inclusion of freely accessible models 

enhances the external validity of the findings, as these 
platforms are more likely to be used in everyday academic 
and clinical information seeking (18,19).

When compared descriptively with earlier investigations 
using previous model versions, the present findings 
suggest a possible upward trend in theoretical 
accuracy. However, direct statistical comparisons were 
not performed, and therefore, conclusions regarding 
generational superiority should be interpreted cautiously. 
Freire et al. reported an overall accuracy of only 25.6% 
for ChatGPT-4 in removable and fixed prosthodontics 
and concluded that the model was insufficiently reliable 
for clinical use (20). Although differences in scoring 
systems preclude direct numerical comparisons with 
previous studies reporting percentage accuracy, the 
present findings suggest generally favorable theoretical 
performance of contemporary LLMs. (21).

Eraslan et al. evaluated several chatbots using residency-
level questions and found overall accuracy rates of 73% 
for Copilot, 63.5% for Gemini, and 61.1% for ChatGPT-3.5, 
with implantology yielding the highest and removable 
partial dentures the lowest scores (22). The present 
findings are consistent with this general pattern and may 
reflect progressive improvements in model training and 
knowledge integration. While domain-specific accuracy 
remained relatively uniform, greater differences were 
observed in response completeness, suggesting that 
models with similar correctness may still differ in their 
ability to deliver clinically informative explanations.

In implantology, Taymour et al. reported superior 
performance of Gemini compared with earlier versions 
of ChatGPT. In line with these observations, Gemini 
3 demonstrated high median accuracy (17). Notably, 
however, the performance gap between Gemini and 
ChatGPT has narrowed substantially, indicating that 
newer GPT architectures may be approaching parity in 
guideline-based implant knowledge.
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Evidence regarding LLM performance in 
temporomandibular disorders remains limited. Previous 
educational studies reported comparable accuracy across 
models, with Copilot performing slightly better overall (22). 
A similar pattern was observed in the present study, with 
greater descriptive variability in response completeness 
despite the absence of statistically significant differences 
among models within individual prosthodontic domains. 
These findings generally align with those of Kula et al., 
who reported high reliability but only moderate clinical 
usefulness of ChatGPT-4 for TMD-related queries (23).

Dental materials science remains a challenging domain for 
LLMs because it requires integrating material properties, 
aging behavior, and biomechanical principles (22). 
Although accuracy was comparable to other domains, 
notable differences were observed in completeness, 
with Gemini 3 and ChatGPT-5.2 offering more detailed, 
clinically relevant explanations of material selection and 
prosthetic implications.

An important observation of this study is that 
improvements in factual accuracy do not necessarily 
translate into equivalent improvements in clinical 
completeness. Earlier investigations frequently described 
responses as technically correct but insufficiently detailed 
for clinical decision-making, and this pattern, although 
attenuated, persists even with next-generation models. 
In prosthodontic practice, omitting alternative treatment 
strategies or long-term prognostic considerations may 
influence clinical decision-making, even when technically 
correct responses are provided (21). None of the 
previous prosthodontic studies evaluated architectures 
such as ChatGPT-5.2, Gemini 3, or DeepSeek-V3.2, and 
their inclusion likely contributed to the overall higher 
performance observed in the present work.

Nevertheless, essential clinical elements, including 
alternative treatment options and long-term prognostic 
considerations, were still frequently omitted. This 
finding suggests that continued advancements in model 
architecture alone may not be sufficient to ensure fully 
comprehensive clinical reasoning. Although the evaluated 
LLMs demonstrated acceptable levels of theoretical 
accuracy, their performance should be interpreted with 
caution. Accuracy scores were not uniformly high across 
all domains and question formats, and completeness 
assessments revealed considerable variability among 
models. In particular, the ability to provide comprehensive 
explanations and clinically nuanced responses remained 

inconsistent. Therefore, while these systems may serve as 

valuable educational and informational tools, they should 

not be considered substitutes for expert clinical judgment 

and should be used with appropriate professional 

oversight in prosthodontic decision-making.

Several limitations should be acknowledged. The analysis 

was based on standardized theoretical questions and 

did not include real patient cases, radiographic data, or 

multimodal clinical inputs. Ongoing model updates may 

affect reproducibility over time, and although inter-rater 

agreement was high, subjective judgment cannot be 

completely eliminated. In addition, the very high inter-

rater reliability observed for accuracy scores restricted 

variance and possible ceiling effects associated with 

clustering of ratings, as several responses clustered toward 

the upper end of the Likert scale. Such clustering can 

artificially inflate agreement statistics without necessarily 

indicating perfect concordance among evaluators. Finally, 

the evaluation was restricted to English-language outputs, 

which may limit generalizability to other linguistic and 

educational settings.

Conclusion

Based on the findings of this study, the following 

conclusions were drawn:

1.	 Contemporary large language models demonstrated 

acceptable to good theoretical accuracy, with model-

dependent differences.

2.	 Although overall accuracy was comparable among 

leading systems, response completeness and 

consistency varied, particularly in open-ended clinical 

questions.

3.	 Differences among models were more evident in 

explanatory depth than in factual correctness.

4.	 Large language models may serve as supportive 

educational and informational tools; however, they 

should not replace professional clinical judgment in 

prosthodontic diagnosis and treatment planning.
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