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Abstract

Introduction: Large language models (LLMs) are increasingly used in medical education and clinical support. However, their reliability in high-risk clinical fields such as
orthopedic trauma remains unclear. This study aimed to compare the accuracy, clinical reasoning performance, and potential clinical risk of ChatGPT and Google Gemini in
orthopedic trauma questions, and to benchmark their performance against orthopedic surgeons.

Materials and Methods: A total of 60 orthopedic trauma questions (30 theoretical and 30 clinical scenario-based) were developed across upper extremity, lower extremity,
pediatric trauma, and emergency conditions. Responses were obtained from ChatGPT, Google Gemini, and two independent orthopedic surgeons. All answers were anony-
mized and evaluated by two senior orthopedic surgeons as correct, partially correct, incorrect, or potentially clinically unsafe. Statistical analyses were performed using
chi-square and Fisher's exact tests.

Results: Overall accuracy was 83.3% for ChatGPT, 80.0% for Gemini, and 91.7% for orthopedic surgeons (p < 0.05). Artificial intelligence (Al) systems performed better in
theoretical questions than in clinical scenarios. Potentially clinically unsafe responses occurred in 5.0% of ChatGPT answers, 8.3% of Gemini answers, and 1.7% of surgeon
responses. The difference in unsafe responses between surgeons and Gemini was statistically significant.

Conclusion: Although contemporary LLMs demonstrate high accuracy in orthopedic trauma questions, they remain inferior to trained orthopedic surgeons, particularly in
clinical scenario-based reasoning. LLMs may serve as supportive educational tools, but human oversight remains essential in high-stakes trauma decision-making.
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Ortopedik travma karar verme siirecinde ChatGPT, Google Gemini ve ortopedi cerrahlarinin karsilastirmal degerlendirmesi

0z

Giris: Bilyiik dil modelleri (LLM), tip egitimi ve klinik destek dahil olmak {izere saglik hizmetlerinin birgok alaninda giderek daha fazla kullaniimaktadir. Bununla birlikte, orto-
pedik travma gibi yiiksek riskli klinik alanlardaki giivenilirlikleri heniiz net degildir. Bu calisma, ortopedik travma sorularinda ChatGPT ve Google Gemini'nin dogruluk, klinik
muhakeme performansi ve potansiyel klinik risk diizeylerini karsilastirmayi ve bu performansi ortopedi cerrahlarinin performansi ile kiyaslamayi amaglamistir.

Gereg ve Yontem: Ust ekstremite, alt ekstremite, pediatrik travma ve acil durumlari kapsayan toplam 60 ortopedik travma sorusu (30 teorik ve 30 Klinik senaryo tabanli)
hazirlanmistir. Yanitlar ChatGPT, Google Gemini ve iki bagimsiz ortopedi cerrahindan elde edilmistir. Tiim yanitlar anonimlestirilmis ve iki kidemli ortopedi cerrahi tarafindan
dogru, kismen dogru, yanlis veya potansiyel olarak linik agidan giivensiz olarak degerlendirilmistir. Istatistiksel analizler ki-kare ve Fisher'in kesin testi kullanilarak yapimistir.
Bulgular: Genel dogruluk orani ChatGPT igin %83,3, Gemini igin %80,0 ve ortopedi cerrahlari igin %917 olarak bulunmustur (p <0,05). Yapay zeka sistemleri teorik sorularda
klinik senaryolara kiyasla daha iyi performans gdstermistir. Potansiyel olarak klinik agidan giivensiz yanitlar ChatGPT yanitlarinin %5,01nda, Gemini yanitlarinin %38,3'tinde ve
cerrah yanitlarinin %1,7sinde gorilmstiir. Glivensiz yanitlar agisindan cerrahlar ile Gemini arasindaki fark istatistiksel olarak anlamli bulunmustur.

Sonug: Giincel biiyiik dil modelleri ortopedik travma sorularinda yiiksek dogruluk gdstermesine ragmen, dzellikle klinik senaryo temelli muhakemede egitimli ortopedi
cerrahlarinin gerisinde kalmaktadir. LLM'ler destekleyici egitim araglari olarak hizmet edebilir, ancak yiiksek riskli travma karar verme siireclerinde insan denetimi zorunlu
olmaya devam etmektedir.
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Introduction

In recent years, large language models (LLMs) have started
tofind aplace in many areas of healthcare, including medical
education, information retrieval, and clinical decision sup-
port (1). These systems, developed using advanced natural
language processing techniques, can answer complex med-
ical questions, summarize scientific studies, and generate
structured academic content(2). Tools such as ChatGPT and
Google Gemini have attracted particular attention because
they are capable of producing responses that resemble clin-
ical reasoning and organized medical explanations. For this
reason, they are increasingly being explored as supportive
tools in both clinical practice and medical training.

However, alongside this growing interest, important con-
cerns remain. Questions about the accuracy, reliability,
and clinical safety of artificial intelligence (Al)-generated
responses are still being debated (3). While several studies
have assessed the performance of large language models in
different medical specialties—often by analyzing exam-style
questions or factual knowledge—there is still limited evi-
dence regarding their performance in high-stakes clinical
settings where rapid and precise decision-making is crucial
(4).

Orthopedic trauma represents one of these high-risk areas.
Itinvolves the management of fractures, jointinjuries, pedi-
atric trauma, and other urgent musculoskeletal conditions
(5). In such cases, inaccurate or misleading recommenda-
tions may lead to significant morbidity or long-term func-
tional loss (8). Therefore, evaluating how reliably artificial
intelligence systems perform in the context of orthopedic
trauma is particularly important.

Although previous research has examined the general med-
ical capabilities of large language models, direct compar-
isons between contemporary Al systems within the spe-
cific field of orthopedic trauma—and especially compari-
sons with practicing orthopedic surgeons—remain limited.
Furthermore, beyond simply measuring overall accuracy, it
is essential to consider whether these systems generate re-
sponses that could potentially pose clinical risks (7).

The aim of this study is to compare the accuracy, clinical
reasoning performance, and potential clinical risk of re-
sponses generated by the current versions of ChatGPT
and Google Gemini in orthopedic trauma questions, and to
evaluate their performance alongside that of orthopedic
surgeons.

Materials and methods
Study design and setting

This study was designed as a descriptive, cross-sectional,
comparative performance analysis. The primary objective was
to evaluate and compare the accuracy, clinical reasoning per-
formance, and potential clinical risk of responses generated
by two large language model-based conversational Al systems
and to benchmark these results against responses provided by
orthopedic surgeons. The study did not involve patient data,
clinical intervention, or real-world patient management deci-
sions. All content was limited to academic questions and stan-
dardized, fictional clinical scenarios.

Question development

A total of 60 orthopedic trauma questions were developed to
reflect clinically relevant and commonly encountered condi-
tions in orthopedic practice. The questions were distributed
across four domains:

Upper extremity trauma

- Lowerextremity trauma

« Pediatric orthopedic trauma

«  Emergency orthopedic conditions

To assess both factual knowledge and applied reasoning, the
guestion set included:

» 30 theoretical knowledge-based questions
« 30clinical scenario-based questions

The questions and clinical scenarios were developed by two
senior orthopedic surgeons (CY and OGM). During the devel-
opment process, widely accepted orthopedic textbooks and
current clinical practice guidelines were used to ensure clin-
ical relevance and content validity (8-10). The aim was to rep-
resent common clinical situations and decision-making steps
encountered in orthopedic trauma practice.

Orthopedic surgeons

Two independent orthopedic surgeons, who were not involved
in the development or evaluation of the questions, participat-
ed as the human comparator group. Each surgeon answered
all 60 questions individually and was blinded to the respons-
es generated by the artificial intelligence systems. Surgeons
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were instructed not to use external references while answer-
ing the questions. No strict time limit was imposed; however,
responses were requested to be completed in a single session
when possible.

Artificial intelligence systems

Two Al systems were evaluated: ChatGPT (OpenAl, GPT-5.3
model, accessed via the web interface, accessed February 5,
2026) and Google Gemini (Google LLC, Gemini 3 Flash model,
accessed via the web interface, accessed February 5, 2026).
Each question was submitted in a newly initiated session to
prevent contextual memory effects. ldentical prompts were
used for both systems. No follow-up questions, clarifications,
or corrective feedback were provided. The first complete re-
sponse was recorded verbatim for analysis.

Response evaluation

All responses (Al-generated and surgeon-generated) were an-
onymized and evaluated independently by the same two senior
orthopedic surgeons (CY and OGM) who developed the ques-
tions and clinical scenarios. Responses were classified as:
Correct, Partially correct, Incorrect, or Potentially clinically un-
safe. A response was considered “potentially clinically unsafe”
if it included recommendations that could reasonably lead to
patient harm (e.qg., failure to recognize emergency conditions,
inappropriate management advice, or unsafe treatment sug-
gestions).Discrepancies between evaluators were resolved by
consensus.

Reference standard

For each question, a reference answer was established by
the same two senior orthopedic surgeons (CY and OGM)
based on widely accepted orthopedic textbooks, American
Academy of Orthopaedic Surgeons (AAOS) clinical practice
guidelines where applicable, and Arbeitsgemeinschaft flr
Osteosynthesefragen (AQO) Trauma principles (8-10). Reference
responses were predefined prior to performance evaluation to
ensure standardization and minimize post hoc bias. In cases
of disagreement between the two participating surgeons, an-
swers were compared against the predefined reference stan-
dard rather than majority voting (since n=2).

Statistical analysis

Overall accuracy was calculated as the proportion of respons-
es classified as “correct,” and results were reported with 95%
confidence intervals. Comparative analyses among ChatGPT,

Google Gemini, and the orthopedic surgeons were per-
formed using the chi-square test or Fisher's exact test, as
appropriate. Subgroup analyses were conducted for theo-
retical versus clinical scenario-based questions. Inter-rater
reliability between the two evaluators was assessed using
Cohen’s kappa coefficient. A two-sided p-value of < 0.05
was considered statistically significant.

Statement of ethical approval

This study did not involve patient data or clinical interven-
tion. The participating orthopedic surgeons voluntarily an-
swered academic questions. According to local regulations,
institutional ethical approval was not required.

Results

A Total of 60 orthopedic trauma questions were evaluated
across three groups. Overall accuracy differed significantly
among the groups (p <0.05). (Table 1) ChatGPT correctly an-
swered 50 of 60 questions(83.3%), while Google Gemini an-
swered 48 of 60 questions(80.0%). The combined accuracy
of the orthopedic surgeons was 55 of 60 questions (91.7%).
Orthopedic surgeons performed significantly better than
both Al systems (p <0.05). Although ChatGPT demonstrated
a slightly higher accuracy compared to Gemini, this differ-
ence was not statistically significant (p = 0.18).

Table 1. Overall accuracy and response classification of

ChatGPT, Google Gemini, and orthopedic surgeonsin an-
swering 60 orthopedic trauma questions
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When stratified by question type, both Al systems showed
stronger performance on theoretical knowledge-based
questions compared to clinical scenario-based questions
(Table 2). In theoretical questions, ChatGPT correctly an-
swered 26 of 30 questions (86.7%), Gemini answered 25 of
30(83.3%), and surgeons answered 29 of 30(96.7%). In clin-
ical scenario-based questions, accuracy decreased to 24
of 30 (80.0%) for ChatGPT and 23 of 30 (76.7%) for Gemini,
whereas surgeons maintained a higher accuracy of 26 of 30
(86.7%). The difference between Al systems and surgeons
was more pronounced in clinical scenario-based questions
(p <0.05).

Table 2. Comparison of correct responses for theoret-
ical and clinical scenario-based orthopedic trauma

questions among ChatGPT, Google Gemini, and orthope-
dic surgeons
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Google 25/30 23/30 48
Gemini (83.3%) (76.7%)
Orthopedic 29/30 26/30 55
Surgeons (96.7%) (86.7%)

Potentially clinically unsafe responses were identified in 3
of 60 ChatGPT responses(5.0%)and 5 of 60 Gemini respons-
es(8.3%), compared with 1of 60 responses(1.7%)among or-
thopedic surgeons. The difference in unsafe response rates
between surgeons and Gemini reached statistical signifi-
cance (p =0.04), while the difference between surgeons and
ChatGPT showed a similar trend but did not reach statisti-
cal significance (p = 0.09). The remaining responses were
classified as either partially correct or incorrect. These
accounted for 7 of 60 responses (11.7%) for both ChatGPT
and Gemini, and 4 of 60 responses(6.7%)among orthopedic
surgeons. Inter-rater reliability between the two evaluators
was strong, with a Cohen’s kappa coefficient of 0.86, indi-
cating substantial agreement.

Discussion

The present study evaluated and compared the performance of
two contemporary large language models, ChatGPT and Google
Gemini, with that of orthopedic surgeons in the domain of or-
thopedic trauma. Our findings demonstrate that while both Al
systems achieved relatively high overall accuracy, their per-
formance remained inferior to that of trained orthopedic sur-
geons. These findings may provide insight into the emerging
capabilities of large language models in processing orthopedic
trauma-related information while also suggesting potential
limitations in complex clinical reasoning scenarios. Notably,
the gap between Al systems and surgeons appeared to be more
pronounced in clinical scenario-based questions, highlighting
the continued importance of human clinical reasoning in com-
plex decision-making contexts.

The overall accuracy rates observed for ChatGPT (83.3%) and
Gemini(80.0%) indicate that modern Al systems are capable of
answering a substantial proportion of orthopedic trauma ques-
tions correctly. These findings are consistent with previous
studies evaluating large language models in medical contexts,
which have reported strong performance in examination-style
or knowledge-based assessments (11,12). Recent high-impact
research has further demonstrated that large language models
can encode and apply clinical knowledge across arange of med-
ical domains (13). However, despite these advances, concerns
remain regarding the reliability and consistency of Al systems
in complex clinical reasoning and high-stakes decision-making
environments.

One of the most relevant observations in this study was the
difference between theoretical and clinical scenario-based
questions. Both Al systems demonstrated higher accuracy in
theoretical questions compared to clinical scenarios. This pat-
tern aligns with the notion that large language models excel at
pattern recognition and knowledge retrieval but may encoun-
ter limitations when nuanced prioritization, risk stratification,
or real-time clinical reasoning is required (14). In contrast, or-
thopedic surgeons maintained relatively stable performance
across both domains, suggesting that experiential knowledge
and practical decision-making remain critical components of
trauma management. These findings may indicate that clinical
expertise and experiential judgment continue to play an im-
portant role in orthopedic trauma care.

Although the overall rate of potentially clinically unsafe re-
sponses was low for both Al systems, it was notably higher than
that observed among orthopedic surgeons. Importantly, unsafe
responses were most often related to incomplete recognition
of emergent conditions or suboptimal initial management
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recommendations. Similar concerns have been raised in prior
investigations, where Al-generated medical responses occa-
sionally omitted critical red flags or failed to adequately priori-
tize urgent interventions(15). These findings reinforce the idea
that while Al systems may serve as supportive informational
tools they should be used cautiously and with appropriate clin-
ical oversight in high-risk clinical scenarios.

Interestingly, although ChatGPT demonstrated slightly higher
overall accuracy compared to Gemini, this difference was not
statistically significant. This suggests that while performance
variability exists among Al systems, the differences may be
less clinically meaningful than the broader distinction between
Al systems and trained specialists. Future studies with larger
sample sizes may further clarify comparative performance
across models.

Froma-clinical perspective, our findings support a cautious but
optimistic view of Al integration in orthopedic practice. Large
language models may offer value in educational settings, pre-
liminary information gathering, and structured explanation of
concepts. However, their current limitations in complex clini-
cal reasoning and risk-sensitive scenarios underscore the ne-
cessity of human oversight. Therefore, these systems may cur-
rently be better considered supportive tools rather than inde-
pendent clinical decision-makers in orthopedic trauma care.

Limitations

This study has several limitations. First, the number of ques-
tions was limited to sixty, which restricts the generalizability of
the findings and does not fully represent the broad spectrum
of orthopedic trauma scenarios encountered in clinical prac-
tice. Second, only two orthopedic surgeons participated in
the study, representing a small comparator group. The limited
number of surgeons reduces the robustness of the compari-
son and should be considered when interpreting the results.
Therefore, the findings should be interpreted as exploratory
benchmarking rather than definitive evidence of superiority.
Third, artificial intelligence performance changes over time as
models are continuously updated, which limits the temporal
stability of the results.

Conclusions

Contemporary large language models demonstrate a high lev-
el of performance in answering orthopedic trauma questions,
particularly in knowledge-based domains. Although their ac-
curacy approaches that of trained orthopedic surgeons in
certain areas, notable differences remain, especially in clinical
scenario-based decision-making where nuanced clinical judg-
ment and experiential knowledge play an important role. These

findings suggest that large language models may serve as
valuable adjunct tools in orthopedic education, clinical
training, and preliminary decision-support in orthopedic
trauma scenarios. However, their application in complex
clinical environments requires further investigation, and
careful integration into clinical practice remains essential.

It should also be noted that large language models are con-
tinuously updated over time. Therefore, the findings of this
study reflect the performance of the evaluated systems
at the time of access and may change with future model
updates
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