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Abstract

This study investigates the impact of market liquidity and macroeconomic variables on
the forecasting performance of deep learning models in financial markets. The primary
objective is to forecast price movements for ten stocks listed on the BIST 30 index
using a single-layer Long Short-Term Memory (LSTM) model and identify market
conditions associated with prediction failures. A two-stage empirical framework is
employed using daily data covering 2006-2025. First, LSTM hyperparameters are
optimized through Bayesian optimization and walk-forward validation. Second, daily
Absolute Percentage Error (APE) is modeled using OLS-HAC and EGARCH-X
regressions to examine the effects of stock-level liquidity measures and global
macroeconomic variables. Results show that the LSTM model generates well-
calibrated forecasts across all ten equities, with MAPE values ranging from 3.29% to
8.40%. Trading volume and illiquidity, measured by the Amihud ratio, are positively
associated with prediction errors for most stocks. At least one liquidity proxy is
statistically significant for nine of the ten equities, with consistent coefficient signs
where significance is observed. In contrast, macroeconomic and global indicators
exhibit limited and stock-specific effects. These findings highlight the importance of
incorporating liquidity conditions into deep learning-based financial forecasting
models to improve forecast reliability.

Oz

Bu c¢alisma, piyasa likiditesinin ve makroeckonomik degiskenlerin finansal
piyasalardaki derin 6grenme modellerinin tahmin performansi iizerindeki etkisini
arastirmaktadir. Temel amag, tek katmanli bir Uzun Kisa Siireli Bellek (LSTM) modeli
kullanarak BIST 30 endeksinde kote edilen on hisse senedine iligkin fiyat hareketlerini
tahmin etmek ve tahmin bagarisizliklariyla iligkili piyasa kosullarini tespit etmektir.
2006-2025 donemini kapsayan giinliik veriler kullanilarak iki asamali ampirik bir
cerceve uygulanmaktadir. {1k olarak, LSTM hiperparametreleri Bayes¢i optimizasyon
ve ileriye doniik dogrulama (walk-forward validation) yoluyla optimize edilmektedir.
Ikinci olarak, hisse senedi diizeyindeki likidite dlgiitlerinin ve kiiresel makroekonomik
degiskenlerin etkilerini incelemek {izere giinliik Mutlak Yiizde Hata (APE), OLS-HAC
ve EGARCH-X regresyonlar1 kullanilarak modellenmektedir. Sonuglar, LSTM
modelinin on hisse senedinin tamaminda %3.29 ile %8.40 arasinda degisen MAPE
degerleriyle iyi kalibre edilmis tahminler iirettigini gdstermektedir. Islem hacmi ve
Amihud oraniyla 6lgiilen likidite diigiikliigi (illikidite), hisse senetlerinin ¢ogu igin
tahmin hatalariyla pozitif yonde iligkilidir. On hisse senedinden dokuzunda en az bir
likidite gostergesi istatistiksel olarak anlamlidir ve anlamhiligin gézlemlendigi
durumlarda katsay1 isaretleri tutarlilik sergilemektedir. Buna karsilik, makroekonomik
ve kiiresel gostergeler sinirli ve hisse senedine 6zgii etkiler ortaya koymaktadir. Bu
bulgular, tahmin giivenilirligini artirmak amaciyla likidite kosullarinin derin 6grenme
tabanl1 finansal tahmin modellerine dahil edilmesinin 6nemini vurgulamaktadir.
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1. Introduction

Financial markets, by nature, possess a highly dynamic, noisy, and non-linear structure
(Bokka et al., 2025). For investors, portfolio managers, and policymakers, the ability to accurately
forecast future movements in asset prices holds critical importance in terms of risk management
and return maximization. For many years, traditional financial econometrics has sought to explain
price movements through linear models such as ARIMA, GARCH, and similar frameworks.
However, the non-stationary nature and intrinsic complexity of financial time series have limited
the predictive power of these traditional methods; this situation has directed researchers toward
artificial intelligence-based approaches capable of capturing more flexible and complex patterns.

One of the fundamental points of contention in the evolution of forecasting models is the
Efficient Market Hypothesis (EMH) proposed by Eugene Fama (1970). According to the weak
form of the EMH, all information regarding past price movements is reflected in current prices,
and therefore, it is impossible to achieve returns above the market using historical data (Fama,
1970: 383-417). By adding a technological dimension to the EMH debates, this study tests the
hypothesis that the accuracy attainable by artificial intelligence models is constrained by market
frictions (liquidity) rather than by the model's algorithm alone.

In time series analysis, Long Short-Term Memory (LSTM) networks have come to the fore
due to their ability to preserve temporal dependencies and long-term relationships in data, unlike
standard Artificial Neural Networks. LSTM demonstrates superior performance in series
requiring long-term memory, such as financial data, particularly by overcoming the problems of
"exploding gradient” or "vanishing gradient" (Wang et al., 2023). In this study, a single-layer
LSTM architecture was preferred to optimize model complexity and minimize noise in financial
data.

However, regardless of how high the success rates of artificial intelligence models may be,
the question of why these models make errors is frequently overlooked in the literature. The
success of a model should not be measured solely by metrics; at the same time, the market
conditions during periods when the model is incorrect must also be analyzed. Liquidity Risk is
the fundamental source of "friction" that disrupts market efficiency and causes prices to deviate
from their fundamental values (Chordia et al., 2008: 249-268). Especially during periods when
trading volume is low, or the bid-ask spread widens, the predictive ability of models may weaken.

Microstructure variables such as the Amihud (2002) illiquidity ratio, MEC (Market
Efficiency Coefficient), Corwin-Schultz, Daily Range, and Volume used in this study were
included in the model to measure these frictions in the market. In addition to liquidity variables,
macroeconomic factors were also added to the analysis as control variables to increase the model's
explanatory power. In emerging markets such as Turkey (BIST), local stock prices are shaped not
only by micro dynamics but also by local and global macroeconomic shocks. Credit Default Swap
(CDS) changes representing the country risk premium, 10-year bond yields indicating long-term
borrowing costs, BIST 100 index movements reflecting the general market trend, VIX (CBOE
Volatility Index) measuring expected volatility in the market, DXY (U.S. Dollar Index)
measuring the strength of the US dollar against other major currencies, oil price (OIL), and the
global stock index (MSCI-Morgan Stanley Capital International) exert systematic pressure on the
error margins of the models.
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The lack of studies in the literature that directly examine the relationship between the
performance of deep learning models and these macro-micro components through error analysis
constitutes the primary motivation for this research. The main objective of this study is to forecast
the price movements of stocks (AKBNK, ASELSAN, BIMAS, ENKAI, FROTO, KCHOL,
THYAO, TUPRS, TCELL, ULKER) representing different sectors within Borsa Istanbul (BIST
30) using a single-layer LSTM deep learning architecture. The secondary and primary objective
of the study is to statistically demonstrate the extent to which daily errors (APE) produced by the
LSTM model are explained by market liquidity (micro factors) and macroeconomic variables.
Thus, it aims to demystify the artificial intelligence model from being a "black box™ by
deciphering the market conditions under which it makes errors.

In the first stage, a single-layer LSTM model was established using historical price and
volume data for the identified stocks. The model's hyperparameters (Learning Rate, Batch Size,
Sequence Length) were optimized for each stock separately using the rolling window method. In
the second stage, since metrics such as Mean Absolute Percentage Error (MAPE), Mean Absolute
Error (MAE), and Root Mean Squared Error (RMSE) are average values, the daily prediction
errors (APE) obtained from the test set of the LSTM model were defined as the dependent
variable; liquidity metrics and macroeconomic changes were determined as independent
variables, and Regression Analysis was applied.

The research covers a broad daily dataset of approximately 20 years, between January 2,
2006, and December 31, 2025, for each stock. This extensive time frame is of critical importance
for measuring the resilience of the model, as it includes global crises, local economic fluctuations,
and structural market changes. The dataset was divided on a stock-by-stock basis into a 70%
training set, a 10% validation set used during hyperparameter optimization, and a 20% walk-
forward test set.

The fundamental differences that distinguish this study from mainstream deep learning
studies in the literature are as follows: While the existing literature generally focuses solely on
minimizing prediction error (RMSE, MAE), this study treats error (APE) not merely as a metric
to be minimized, but as a "dependent variable" whose relationship with market conditions must
be examined, questioning the link between this failure and market microstructure and macro
conditions. By combining liquidity dimensions (Amihud, MEC, Corwin-Schultz, Daily Range,
Volume) and macro variables (CDS, 10Y Bond, BIST 100 Index, VIX, OIL, DXY, MSCI) in the
same regression model, it presents the factors affecting model performance from a
multidimensional perspective and adds a technological dimension to the EMH debates; the results
are consistent with the proposition that market frictions (liquidity) constrain the accuracy
attainable by such models, and indicate that the reliability of deployed forecasting models should
be evaluated jointly with prevailing liquidity conditions.

Consequently, while confirming the power of deep learning in financial markets, this
research provides a holistic framework demonstrating how market conditions shape this power.

2. Literature

Research on financial time series forecasting has gravitated toward LSTM networks to
transcend the constraints of traditional models. Systematic reviews of this literature converge on
a consistent assessment. Li and Bastos (2020) report that nearly three-quarters of the deep learning
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studies they survey adopt LSTM-based architectures to overcome the limitations of traditional
sequential models, and find that these recurrent frameworks consistently achieve superior
predictive performance and lower error rates across diverse financial datasets. Sonkavde et al.
(2023) underline that LSTM architectures effectively overcome the vanishing gradient problem
while capturing long-term temporal dependencies in financial data, and their empirical findings
confirm that incorporating LSTM substantially minimizes forecasting errors and outperforms
conventional benchmarks. Chen et al. (2024) likewise confirm that LSTM networks capture
complex temporal dependencies effectively and consistently outperform traditional machine
learning approaches, further demonstrating that integrating LSTM with convolutional layers and
attention mechanisms achieves state-of-the-art predictive accuracy. Saberironaghi et al. (2025)
corroborate this assessment, while identifying data noise, the absence of model interpretability,
and real-time market adaptability as gaps that remain unresolved across the literature. It is the last
of these that motivates the present study: the reviewed evidence establishes the predictive standing
of the LSTM architecture, but leaves open the question of when, and under which market
conditions, that predictive capacity deteriorates. However, the systematic relationship between
the etiology of model errors and market dynamics has not been sufficiently scrutinized. Friction
costs generated by liquidity metrics and macroeconomic variables are regarded as the primary
elements constraining forecasting performance. In this context, elucidating the margin of error
through market factors fills a critical lacuna in the literature.

2.1. Use of LSTM in Financial Time Series

LSTM networks distinguish themselves in modeling non-linear dependencies within
financial data. Gifty and Li (2024: 4978-4986) attained higher R? values with a single-layer LSTM
compared to traditional models for Google stocks; Alamu and Siam (2024) underscored that this
success is significantly superior to traditional models in short-term forecasting. Dhokane and
Agarwal (2024: 1145-1157) demonstrated that the inclusion of technical indicators reduces error
rates (MAPE) in single-layer LSTM. Lahboub and Benali (2024: 293) drew attention to the
necessity of preventing overfitting in multi-layered structures, such as through the implementation
of dropout, and achieved more successful outcomes relative to traditional models. Nevertheless,
Gorde and Borkar (2024: 1-5) indicated that the absence of systematic hyperparameter
optimization could impede model performance.

2.2. Efficient Market Hypothesis and Liquidity Metrics

Market efficiency and liquidity directly delineate the predictability of prices. Alkan (2024:
371-384) identified that high liquidity in the BIST complicates predictability. While Wu and Qin
(2021) contended that liquidity shocks exert a positive influence on market efficiency; Mattera et
al. (2022) determined that levels of information inefficiency exhibit abrupt surges during crisis
periods. Ooi (2026) noted a decline in information efficiency throughout the pandemic process;
Febrianti and Saadah (2023: 292-305) revealed that an increase in illiquidity, represented by the
bid-ask spread, escalates the expected risk premium. This confirmed that liquidity constitutes a
critical risk factor in asset pricing processes and the formulation of investment strategies.
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2.3. Macroeconomic Factors and Systematic Risks

Stock forecasts in emerging markets are under the duress of local and global
macroeconomic shocks. Aver (2020: 1-8) and Ilhan and Akdeniz (2020: 893-912) proved that
CDS premiums and exchange rates have a persistent and negative impact on the index,
specifically for Turkey. Demir (2019) analyzed the long-term interaction between economic
growth and interest rates using the ARDL method. It was proven that economic growth, the
appreciation of the local currency, and international capital inflows (portfolio and direct
investments) affect the stock market index in a statistically significant and positive direction. Latif
et al. (2025) demonstrated that VVIX and financial stress indices are the most critical determinants
in forecasting models; Ballester and Gonzalez-Urteaga (2020) ascertained that volatility in the
country risk premium induces volatility transfer, particularly during crisis periods.

2.4. Forecasting Performance and Error Analysis

Investigations into the sources of model failure transcend numerical error metrics (MSE,
RMSE). Wei (2021) determined that traditional error metrics such as MAE, MSE (Mean Squared
Error), and RMSE do not fully encapsulate the directional prediction capability of the model. Lee
etal. (2025: 1458-1467) and Fan et al. (2023: 7522-7529) defined the primary cause of forecasting
errors as "distribution shift" between training and test data. Kumar et al. (2021: 3995-4013) stated
that noisy data structures result in inconsistent outcomes, while Zaznov et al. (2022) expressed
that the omission of transaction costs and liquidity conditions from models constitutes the primary
structural deficiencies leading to deviations.

This study is positioned adjacently to, but distinctly from, the explainable artificial
intelligence literature. Attribution methods such as SHAP (SHapley Additive exPlanations) and
LIME (Local Interpretable Model-agnostic Explanations) (Ribeiro et al., 2016; Lundberg and
Lee, 2017) are model-agnostic: they treat the trained model as a black box, and they decompose
an individual prediction into contributions from the features supplied to it, so that their output is
defined relative to the model's prediction function and input space. Attention-based approaches
instead read explanatory weight directly off the architecture, and are for that reason confined to
the networks that provide it. What the two share is that both operate internally: each is defined
relative to the model itself rather than to any external data-generating mechanism. The framework
adopted here operates externally and is concerned with a different object. Rather than asking
which inputs produced a given prediction, it asks under which market conditions the model's
predictions deteriorate, and it answers this using economic variables that were never supplied to
the model — liquidity, sovereign risk, and global volatility measures that lie outside its input
space entirely. The dependent quantity is likewise different: attribution methods explain the
prediction, whereas this study treats the error itself as an economically meaningful series with its
own dynamics, subject to persistence, cointegration, and structural change. The two approaches
are complementary, but only the second connects model failure to the microstructure conditions
of the market in which the model is deployed.

3. Methodology and Analysis

This study adopts a two-stage, integrated empirical framework for predicting financial time
series and deciphering the sources of prediction errors. In the first stage, asset prices are forecast
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using an LSTM architecture, which is well-established in the deep learning literature for its ability
to model temporal dependencies. In the second stage, the nature of the unexplained error margins
(APE) is examined through regression analysis based on market microstructure and
macroeconomic dynamics, with the objective of understanding what the model fails to capture.
This hybrid approach aims not only to assess how accurately the model predicts, but also to
systematically investigate why it errs.

3.1. Dataset and Variable Definitions

The study employs daily data for 10 equities listed on the BIST 30 index of Borsa Istanbul,
representing distinct sectors, covering the period from January 2, 2006 to December 31, 2025.
The dataset comprises three fundamental groups:

A distinction between the two stages should be noted at the outset. The LSTM maodels are
trained and validated on the full daily series from 2 January 2006 to 31 December 2025. The
second-stage regressions, however, are estimated exclusively on the walk-forward test window,
since the APE series exists only for observations the model did not see during training. The
regression sample accordingly spans 18 February 2022 to 29 December 2025, comprising 959 to
960 observations per equity after the removal of undefined MEC values and the construction of
lagged terms.

The ten equities were selected according to three criteria. First, uninterrupted trading
history: each equity has been continuously listed and traded since 2 January 2006, allowing the
full twenty-year window to be used without gaps or splicing. Second, sustained membership in
the BIST 30 index, which ensures a minimum level of trading activity throughout the sample and
limits the number of zero-volume observations that would distort the Amihud and Corwin-Schultz
estimators. Third, sectoral dispersion: the final set covers banking, defense, retail, construction,
automotive, diversified holdings, telecommunications, transportation, energy, and food and
beverage. The objective of the selection is not to construct a statistically representative sample of
the index, but to obtain cross-sectional variation in liquidity conditions, price levels, and sectoral
exposure, so that the stability of the error-liquidity relationship can be assessed across markedly
different market microstructures.

3.1.1. LSTM Price Prediction Variables

For LSTM model training, the daily High, Low, and Open prices, along with trading
Volume, serve as independent variables, while the daily Closing (Close) price constitutes the
target variable. These data were obtained via the Python yfinance library, which provides high-
accuracy data streaming from the Yahoo Finance database.

3.1.2. Liquidity Metrics (Micro-level Factors)

To explain model prediction errors, the following variables were computed from the
prediction inputs for the test set periods: the daily Amihud illiquidity ratio, MEC, Corwin-Schultz
spread estimate, Daily Range, and trading Volume.
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The Amihud ratio is defined as the annual average of daily absolute returns (computed from
Close prices) divided by daily volume (Close x Volume) (Amihud, 2002: 31-56). MEC is the
ratio of the long-horizon log return variance to T times the short-horizon log return variance,
computed solely from Close prices (Bhattacharya et al., 2019). The Corwin-Schultz spread
estimator infers the bid-ask spread by exploiting the high-low price ratios of two consecutive days
and the combined two-day high-low price ratio, leveraging the principle that while the volatility
component scales proportionally with the time interval, the spread component remains constant
(Corwin and Schultz, 2012: 719-760). Daily Range is computed as the difference between the
daily High and Low prices (Broto and Lamas, 2016: 15-22). Sudden fluctuations in volume or
low-volume market conditions are expected to contribute to prediction errors through their
influence on price movements (Broto and Lamas, 2016: 15-22).

3.1.3. Macroeconomic Variables

To capture systematic risks, Turkey's 5-year daily CDS spread, 10-year government bond
yield, and BIST 100 index data corresponding to the test periods are incorporated into the model.
Global factors are represented by the daily closing values of the VIX, DXY, crude oil prices
(OIL), and the MSCI index (Makarov and Papanikolaou, 2008; Caetano and Yoneyama, 2011:
2368-2374; Cont and Minca, 2016: 523-547; Tekin and Hatipoglu, 2017: 627-634; Bildirici et
al., 2023).

3.2. LSTM Model Architecture and Optimization

This study employs a single-layer LSTM architecture (Fischer and Krauss, 2018: 654-669)
in conjunction with Bayesian hyperparameter optimization and a sliding-window walk-forward
validation procedure for price forecasting. Analyses were conducted on hardware equipped with
NVIDIA RTX GPU technology, widely used in data science, which substantially reduced
computation time. For each equity, raw data were loaded, the date column was set as the index,
and observations were arranged in chronological order. Rows containing missing values (NaN)
in the OHLCV columns, as well as duplicate dates, were subsequently removed from the dataset.

Four independent variables were used in the model: daily Open, High, Low, and VVolume.
The target variable was defined as the next day’s closing price. The closing price was deliberately
excluded from the set of independent variables to prevent the model from being trained on the
very value it is tasked to predict, thereby eliminating data leakage.

No differencing, logarithmic, or returns-based transformation was applied to the Open,
High, Low, and VVolume inputs beyond min-max scaling. This follows from the definition of the
forecasting task: the target is the next-day closing price in levels, and transforming the inputs to
stationary returns while retaining a level-valued target would introduce an inconsistency between
the input and output spaces. Two features of the design mitigate the non-stationarity concern.
First, the scaler is refitted at every walk-forward step exclusively on that step’s training window,
so the normalization range adapts to the prevailing price regime rather than being fixed over
twenty years. Second, the rolling window is of fixed length, which bounds the distributional
distance between the training data and the immediately following test block. It should nonetheless
be noted that the distribution-shift literature (Fan et al., 2023; Lee et al., 2025) documents residual
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degradation under level-based training, and that return-volatility normalization constitutes a
promising alternative specification for future work.

The full dataset was partitioned into three segments. The first 70% was allocated to model
training during the Bayesian optimization phase, the subsequent 10% to hyperparameter
evaluation during the same phase, and the remaining 20% was designated as the walk-forward
test set for assessing final model performance.

Hyperparameter optimization was performed using Bayesian optimization based on a
Gaussian Process surrogate model, executed only once on the first 80% of the data — that is, on
the 70% training and 10% validation segments combined. The optimized hyperparameters and
their corresponding search spaces are as follows: sequence length, sampled as an integer in the
range [15, 90]; learning rate, sampled from a log-uniform distribution over [0.0001, 0.01]; batch
size, sampled as an integer in the range [16, 128]; and the number of LSTM hidden units, sampled
as an integer in the range [64, 512]. The log-uniform distribution was chosen for the learning rate
to ensure that small values are sampled with equal probability relative to large values.

The optimization procedure comprised a total of 60 trials. The first 10 trials were conducted
using randomly selected points to explore the search space, while the subsequent 50 trials
constituted the systematic exploitation phase guided by the Gaussian Process surrogate model. In
each trial, the model was trained, the validation R®> was computed, and the negative R? was
minimized. To prevent memory leaks, the TensorFlow session graph was cleared via
clear_session() prior to each trial. Early stopping was applied throughout this phase: training was
automatically halted if the validation loss failed to improve by at least 10~* over 10 consecutive
epochs, at which point the best model weights recorded up to that point were restored. The
hyperparameter set yielding the highest validation R?, along with the actual number of epochs
from that trial, was saved.

This budget is allocated independently to each equity, so that 600 trials are executed in
total; the hyperparameter set is not shared across stocks. Three considerations support its
adequacy. First, the search space is low-dimensional, comprising four hyperparameters, and
common practice in the Bayesian optimization literature is to allocate on the order of ten
evaluations per dimension, which the present budget exceeds by a wide margin. Second, all four
search ranges are bounded on the basis of established practice in the financial LSTM literature
rather than left unconstrained, which substantially reduces the volume of the space to be explored.
Third, the initial ten trials are drawn at random to provide broad coverage before the Gaussian
Process surrogate begins to concentrate sampling, guarding against premature convergence to a
local region. The optimization records confirm that the budget was not binding. For five of the
ten equities, the best validation R? was attained within the first twenty-four trials and no
subsequent evaluation improved upon it (ENKAI at trial 2, KCHOL at 16, BIMAS at 20, ULKER
at 23, TUPRAS at 24). For the remaining five, the best value was reached later, but the cumulative
improvement obtained after the thirtieth trial never exceeded 0.004 in validation R? (AKBNK
+0.0036, TCELL +0.0039, THYAO +0.0025, ASELSAN +0.0036, FROTO +0.0010). The search
moreover covered unproductive regions of the space, with several trials returning strongly
negative validation R? values, which indicates that exploration was not confined to a narrow
neighborhood of the optimum.
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LSTM Price Prediction — Methodology Overview

~ N
1. Data loading & cleaning
Remove NaN, duplicate dates; min. 100 rows

l

2. Feature & target selection
X: Open, High, Low, Vol — y: Close(t+1)

l

3. Train / val / test split

P

70% BO train

10% BO val } (ZO%WFtest

l

Bayesian optimization — first window only (70%+10%)

)L

4. Scale + build sequences
MinMaxScaler fit on train only; seq windows

s . seq [15-90]
5. GP minimize — 60 trials [ ___ Ir [e-4—1e-2]

10 random + 50 exploitation; max val R* batch [16-128]

l

6. Best hyperparameters fixed
seq, Ir, batch, units, epochs — constant

Sliding window walk-forward — last 20%

7. Slide window (fixed 70% size) R
Old obs drop, new enter; step = max(5%, 50d)

i

8. Retrain model from scratch
LSTM — Dropout(0.20) — Dense(1); MSE+Adam

J/ iend

9. Predict & inverse transform
Original scale; log APE per day

l

[ 10. Aggregate metrics ‘

RMSE, MAE, MAPE, R? across all steps

l

~ N
{ 11. Export _error.xlsx J

Daily APE — dependent variable in regression

General Bayesian BO Walk-forward QOutput

Figure 1. Overview of the LSTM Methodology

A single-layer LSTM architecture was constructed using the hyperparameters determined
through Bayesian optimization. The model consists sequentially of an LSTM layer, a Dropout
layer, and a Dense output layer. The LSTM layer adopts the standard LSTM cell structure
comprising forget, input, and output gates, with a tanh activation function applied to the cell
output and sigmoid activation functions governing the gating mechanisms. The number of hidden
units was determined via Bayesian optimization. The Dropout layer following the LSTM layer is
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applied at a rate of 0.20 to suppress overfitting. The output layer consists of a single-neuron Dense
layer with linear activation, designed for continuous price prediction. MSE was employed as the
loss function, and the Adam algorithm was selected as the optimizer.

Independent MinMaxScaler objects were instantiated for the X and y variables at each
walk-forward step. The scaler was fitted exclusively on the training data of the respective step,
while the test data were subjected only to the transform operation. Predictions were inverse-
transformed to the original scale prior to computing performance metrics. This approach prevents
future test set statistics from leaking into the model, thereby eliminating look-ahead bias.

Input sequences compatible with the LSTM architecture were constructed from the time
series data. Each sliding window of consecutive observations spanning the specified sequence
length constituted a training sample, with the immediately succeeding observation assigned as the
target. To enable uninterrupted prediction from the first day of the test set, the test data start point
was extended backward by the sequence length, thus preventing observation loss during sequence
construction.

The hyperparameters obtained from Bayesian optimization were held constant across all
walk-forward steps. The window size was fixed at 70% of the total data, and the test step size was
computed as the greater of 5% of total observations and 50 trading days.

Two considerations motivate the use of a fixed epoch count rather than step-level early
stopping. First, early stopping requires a validation partition to be carved out of each step's
training window. Because the most recent observations carry the greatest informational value for
the immediately following test block, reserving them for stopping decisions would either reduce
the effective training information or, if the stopping signal were drawn from data adjacent to the
test block, introduce look-ahead bias — the very contamination the walk-forward design is
intended to eliminate. Second, a fixed training budget holds model capacity constant across all
steps. Since the objective of the second stage is to attribute variation in prediction error to market
conditions, it is essential that step-level differences in error not be confounded with differences
in training intensity. The epoch count adopted is the one recorded in the best-performing Bayesian
optimization trial, where early stopping was active; overfitting during the walk-forward phase is
further constrained by the 0.20 dropout rate.

At each step, the training window was first advanced to the current interval; since the
window size remains fixed, older observations are dropped as new ones are added. The model
was then retrained from scratch using the architecture and hyperparameters from Bayesian
optimization. Early stopping was not applied during the walk-forward steps; instead, the actual
number of epochs recorded during Bayesian optimization was used as a fixed training duration.
Upon completion of model training, predictions were generated for the [test_start : test_end]
interval, inverse-transformed to the original scale, and step-level R? and RMSE values were
computed. Finally, the starting point for the next step was updated to test_end, and the loop
continued until all test data were exhausted.

Overall model performance was evaluated by aggregating the predictions and actual values
across all walk-forward steps. For this purpose, RMSE, MAE, MAPE, and the Coefficient of
Determination (R?) were computed. In addition, the daily Absolute Percentage Error (APE) values
and OHLCV data for the test set period were jointly exported to a separate Excel file for each
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equity. The APE values contained in this file were generated for use as the dependent variable in
the regression model.

3.3. Error Analysis and Regression Model

The daily APE values derived from the LSTM model were employed as the dependent
variable. Independent variables were organized into three groups: liquidity-related (DailyRange,
ILLIQ, MEC, CS_Spread, Volume), macroeconomic (10-year bond yield, CDS, BIST 100), and
global (VIX, DXY, crude oil, MSCI). For liquidity variables, zero observations—representing the
absence of trading activity—were replaced with epsilon (1e-8). For macroeconomic and global
variables, zeros attributable to holidays or missing data were converted to NaN and imputed via
forward fill. The Market Efficiency Coefficient requires a rolling variance window and is
undefined for the first 59 observations of each test period. These rows were removed, reducing
the effective sample from 1.024 to 965 observations per equity before the construction of lagged
terms.

The second stage is a diagnostic rather than a predictive framework. Its object is to
characterize the market conditions that prevail when the forecasting model errs, and the
explanatory variables are accordingly measured contemporaneously with the error. This design
does not constitute a real-time early-warning specification, and the results should not be
interpreted as the basis for forecasting model failure in advance. A predictive reformulation, in
which liquidity conditions observed up to the preceding session are used to anticipate the
following day's error, would address a distinct question and is identified below as a direction for
further research.

Regarding stationarity and cointegration, ADF (Augmented Dickey-Fuller) and KPSS
(Kwiatkowski-Phillips-Schmidt-Shin) tests were applied simultaneously to each variable. In cases
of conflicting results, the ADF test was given priority in accordance with a conservative approach.
When both the dependent and independent variables were found to be 1(1), the Johansen trace test
was applied; where cointegration was detected, a one-period lagged error correction term (ECM)
was incorporated into the model.

Variable transformations follow a uniform strategy determined by stationarity test
outcomes. The dependent variable is retained in levels where the ADF test indicates stationarity
and in first differences otherwise; the latter applies to ASELSAN and ULKER. DailyRange is
retained in levels or first-differenced on a stock-by-stock basis according to its own test result.
All remaining variables — ILLIQ, MEC, Volume, the 10-year bond yield, CDS, BIST 100, VIX,
DXY, OIL, and MSCI — enter as log returns, a transformation that delivers stationarity for every
series and yields coefficients interpretable as the response of the error to a proportional change in
the underlying variable. The Corwin-Schultz spread estimate is retained in levels, since roughly
half of its observations are zero by construction and a log transformation is therefore not defined
for it. Post-transformation ADF and KPSS tests confirm stationarity for all variables entering the
regressions.
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Regression Analysis — Methodology Overview

1. Stationarity tests (ADF + KPSS)

Decision: 1(0) or 1(1) per variable

2. Johansen cointegration test
If Error 1(1) & =1 regressor (1) build ECM term

3. Variable transformation

Log return / Arate / log-diff / winsorize per variable strategy

4. Optimal lag selection (AIC / BIC)

Search lags 1-5; BIC minimisation

5. VIF multicollinearity check
Drop regressors with VIF > 10

6. OLS — Newey-West HAC
Dynamic HAC maxlags; + ECM if cointegrated

7. Residual diagnostics
DW . BG . BP - ARCH-LM . Ramsey RESET . JB - Shapiro-Wilk

8. EGARCH(1,1,1) diagnostic
Leverage test; post-EGARCH ARCH-LM + Ljung-Box

9. Structural break detection
PELT (rbf) — Dynp if >3 breaks; step dummies — re-run OLS-HAC

PELT: 2:In(n) penalty
Dynp fallback: max 3 breaks

10. CUSUM + CUSUMSQ stability
Recursive residuals; 5% critical bands

11. EGARCH-X robustness check
ARX mean; t-dist; compare : OLS EGARCH-X

12. Summary output

R2, ARCH flag, CUSUM result, transformation & break log

General Stationarity Transform / Regression Output

Figure 2. Overview of the Regression Methodology

To capture autoregressive dynamics, lag lengths ranging from 1 to 5 were compared using
the Bayesian Information Criterion (BIC), and the lag order minimizing BIC was selected.
Multicollinearity was assessed via the Variance Inflation Factor (VIF). The model was estimated
by OLS (Ordinary Least Squares), with standard errors obtained using the Newey-West HAC
(Heteroskedasticity and Autocorrelation Consistent) correction. The maximum lag order for this
correction is not fixed ex ante but computed from the conventional deterministic bandwidth rule,
m = [4(T/100)@?)], evaluated at each equity's effective sample size. For T = 959, this yields m =
6, which is applied uniformly across the ten regressions since the effective sample sizes differ by
at most one observation. The alternative T4 rule produces a comparable value of between five

1021



Journal of Research in Economics, Politics & Finance, 2026, 11(3): 1010-1035

and six. A lag order of six also spans slightly more than one full trading week, which is appropriate
for daily data in which residual dependence is expected to decay within a weekly cycle.

The residuals were examined using Durbin-Watson and Breusch-Godfrey tests
(autocorrelation-BG), the Breusch-Pagan test (heteroscedasticity-BP), the ARCH-LM test
(conditional heteroscedasticity), and the Ramsey RESET (Regression Equation Specification
Error Test) test (linearity); the Breusch-Godfrey and ARCH-LM tests were both conducted with
five lags. OLS with HAC-corrected standard errors serves as the reporting specification
throughout; where the ARCH-LM test yielded significant results, an EGARCH-X (Exponential
Generalized Autoregressive Conditional Heteroskedasticity with eXogenous Variables) model
was additionally estimated as a robustness procedure. Structural breaks were identified using the
PELT (Pruned Exact Linear Time) algorithm; instances exceeding three breaks were constrained
via the Dynp algorithm, and a dummy variable was added for each detected break. Parameter
stability was assessed through CUSUM (Cumulative Sum) and CUSUMSQ (Cumulative Sum of
Squares) tests. Finally, the conditional-mean coefficients reported in the tables are those obtained
from the OLS specification with HAC-corrected standard errors; the EGARCH-X specification
was estimated as a robustness procedure, and the significance patterns produced by the two
specifications are compared in Section 3.4.

3.4. Results of Analyses

The forecasting results obtained through Bayesian hyperparameter optimization and
sliding-window walk-forward validation indicate that the LSTM model is adequately calibrated
across all ten equities. Mean absolute percentage error ranges from 3.29% (FROTO) to 8.40%
(THYAO), and the pooled R? values range from 0.9082 (ASELSAN) to 0.9918 (ENKAI). As
noted among the study's limitations, the latter figures are mechanically elevated by the trending
nature of price-level series and should not be read as evidence of forecasting skill in the absence
of a benchmark comparison; the error metrics reported in Table 1 are the more informative
indication that the resulting error series is suitable for the second-stage analysis.

Table 1. Performance Metrics Derived from the LSTM Analysis

Stock Sector RMSE MAE MAPE R?
1 AKBANK Banking 3.373 2.3948 6.0237 0.9786
2 ASELSAN Defense 17.462 8.4093 8.1666 0.9082
3 BIMAS Retail 27.822 19.4073 6.2568 0.9770
4 ENKAI Construction 1.719 1.2294 3.5384 0.9918
5 FROTO Automotive 2.798 2.0466 3.2945 0.9904
6 KCHOL Holding (Conglomerate) 9.121 6.066 45215 0.9775
7 TCELL Telecommunications 3.552 2.5147 44714 0.9872
8 THYAO Transportation 16.442 12.4193 8.395 0.9743
9 TUPRAS Energy 5.258 3.8055 4.6139 0.9908
10 ULKER Food and Beverage 8.779 5.563 6.5718 0.9617

An examination of MAPE values reveals that prediction errors range from 3.29% (FROTO)
to 8.40% (THYAO). ASELSAN, operating in the defense sector, stands out in terms of RMSE
(17.462) and MAE (8.409), indicating that the stock's elevated price level and sector-specific
volatility inflate the absolute error metrics. Nevertheless, ASELSAN's R? of 0.9082 suggests that,

1022



Journal of Research in Economics, Politics & Finance, 2026, 11(3): 1010-1035

despite the high absolute errors, the model successfully tracks the direction and general trajectory
of price movements. Assessed overall, the model's comparable error levels across markedly
distinct sectors—including banking, defense, retail, energy, and telecommunications—indicate
that the proposed methodology is applicable across sectors within the sample examined. Table 2
reports the autoregressive, liquidity, and macroeconomic coefficients of the second-stage
regressions for AKBNK, ASELS, BIMAS, ENKALI, and FROTO.

Table 2. Determinants of LSTM Prediction Errors (AKBNK-FROTO): Autoregressive, Liquidity
and Macroeconomic Variables

Variable AKBNK ASELS BIMAS ENKAI FROTO
Autoregressive

1102%%% 1847 2465%**  0.793 0.520%
Constant (4.97) (-3.26) (6.94) (3.72) (2.81)
Error laol 0.600%%*  -0.354%kk  Q773%x 0617 0,696+
—ag (10.37) (-6.82) (17.60) (10.01) (16.28)
20.082 0.312%%% 0085 0.179%%%  -0.168%
Error_lag2 (-1.46) (-7.06) (-L.75) (-2.85) (-3.70)
Error lag 20.014 0.337%%% 0,069 0.046 20.016
_lag (-0.30) (-6.96) (-1.30) (0.93) (-0.42)
0.100% -0.095%* 0.116%**  0.030 0.064%*
Error_lag (1.71) (-2.31) 2.91) (0.78) (2.06)
-0.005 -0.085%* - -0.075%* —
Error_lag5 (-0.11) (-2.12) (-2.45)
Liquidity
. 0.023 0.116 20.024 20.045 0.114%
DailyRange (0.20) (1.62) (-1.59) (-0.36) (1.91)
LI 0.089* 0.082 0.004% 0.018 -0.003
(1.75) (1.01) (2.50) (0.39) (-0.07)
VEG 10.139 0.333 0.088 20.734 -0.523
(-0.23) (0.56) (0.17) (-1.38) (-1.26)
20.978 -20.459* 6.137 10.000 7.433
CS_Spread (-0.08) (-1.76) (0.85) (1.04) (-1.01)
0.217 0.830%* 0.492%%*  0.108 0.079
Volume (1.20) (6.74) (3.25) (0.52) (1.22)
Macro
L0Yenr 7144 20.788 3.985 3.001 3.340
(1.61) (-0.20) (-1.38) (1.15) (1.14)
s 0.660 -0.475 2542 5 564* 10.959
(0.18) (-0.14) (1.08) (1.93) (-0.37)
8.064 111152 4515 8192 6.315
BIST100_Close (0.68) (-0.76) (-0.45) (-0.73) (0.56)

The Breusch-Pagan test yielded significant results across all ten equities (BP p < 0.05),
confirming the presence of heteroscedasticity. The ARCH-LM test was significant for nine of the
ten equities; THYAO was the sole exception (statistic = 6.808, p = 0.235), and OLS-HAC was
retained for this equity since no conditional heteroscedasticity was detected. For the remaining
nine equities, the EGARCH-X specification was estimated. In two cases the estimated volatility
parameters proved statistically insignificant — ENKAI (omega p = 0.964, alpha p = 0.570,
gamma p = 0.954, beta p = 0.826) and TCELL (omega p = 0.863, alpha p = 0.596, gamma p =
0.703, beta p = 0.404) — indicating that the variance of the error series in these two equities does
not follow the exponential clustering structure the model assumes. OLS-HAC with structural-
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break dummies was therefore retained for both. For the remaining seven equities, the EGARCH-
X volatility parameters were significant, and the specification served as the robustness reference.
R? values reach their highest level at 0.932 for THYAO and their lowest at 0.229 for ULKER,
indicating considerable variation in explanatory power across equities.

The interpretation of the second-stage R? requires care, as it does not measure the
explanatory power of the liquidity block alone. Two features of the specification account for most
of the dispersion observed across equities. The first is the intrinsic persistence of the error series.
Up to five autoregressive terms enter each model, and the first-lag coefficient is significant for
every equity. Where the error series is strongly persistent, the autoregressive component alone
accounts for the majority of the explained variation: the incremental contribution of the structural-
break dummies is modest throughout, ranging from 1.3 to 3.2 percentage points (AKBNK 0.474
to 0.495; BIMAS 0.685 to 0.700; KCHOL 0.498 to 0.522; TCELL 0.325t0 0.357; THYAO 0.920
to 0.932; TUPRAS 0.615 to 0.645). The high value obtained for THYAO is therefore not an
artefact of regime dummies but reflects the pronounced serial dependence of its error series. The
second is the transformation applied to the dependent variable. R* values are not comparable
across differing specifications, and the two lowest values in the sample — ULKER (0.229) and
ASELSAN (0.271) — are precisely the two equities whose error series entered in first differences
following the stationarity tests. Differencing removes the low-frequency variation that inflates
level-based R2, so these values are mechanically depressed relative to the level specifications
reported for the remaining equities. Taken together, the cross-sectional dispersion in R? should be
read as evidence about the time-series properties of each error series and the specification applied
to it, rather than as a ranking of how well market frictions explain model failure. The marginal
contribution of the liquidity block is more appropriately assessed through the individual
coefficients and their significance than through the overall fit statistic.

Beyond these specification effects, the low explanatory power obtained for ULKER and
ENKAI indicates that the dominant sources of variation in their error series lie outside the variable
set specified here. The explanatory blocks employed in this study operate at the market and
macroeconomic level, and by construction they cannot capture firm-level information channels
— ownership and free-float structure, balance-sheet composition and currency exposure, input-
cost sensitivity, the geographic concentration of revenues, or the arrival of firm-specific news.
Where the error series of an equity responds primarily to such channels, a market-level
specification will necessarily leave a large share of its variation unexplained. The result is
therefore informative in a negative sense: it delineates the boundary of what liquidity and
macroeconomic conditions can account for, and it motivates the recommendation that stock-
specific variable selection incorporating firm-level fundamentals be adopted in future work. Table
3 presents the global variables, error-correction term, structural-break dummies, and diagnostic
statistics for the same five equities.
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Table 3. Determinants of LSTM Prediction Errors (AKBNK-FROTO): Global Variables, Break
Dummies and Diagnostics

Variable AKBNK ASELS BIMAS ENKAI FROTO
Global
VIX -4.204*** -1.008 -1.819* -1.133 -0.625
(-3.67) (-0.78) (-1.68) (-1.03) (-0.75)
DXY 5.557 6.247 10.685 -24.355 -10.355
(0.28) (0.31) (0.73) (-1.58) (-0.77)
OIL 4.467 3.602 -2.019 0.521 -2.227
(1.01) (0.86) (-0.57) (0.12) (-0.81)
MSCI 8.758 7.674 7.032 7.066 1.998
(0.65) (0.61) (0.74) (0.72) (0.19)
Other
-0.436*** — — —
ECM_t1 (-3.68)
D1(+***) Fkk Hkk
Dummies D2(+***) — gég:***; Do) —
D3(_***)
Diagnostics
Error - Level 1st Diff Level Level Level
Transformation
Cointegration No Yes (ECM) No No No
R? 0.495 0.271 0.700 0.310 0.416
Adj R? 0.484 0.257 0.694 0.298 0.406
N 959 959 960 959 960
BGp 0.165 0.000 0.756 0.406 0.575
BP p 0.000 0.000 0.000 0.000 0.003
ARCH-LM Sig. Sig. Sig. Sig. Sig.
CUSUM Stable Stable Break Stable Break
CUSUMSQ Break Break Stable Break Break
Robustness EGARCH-X EGARCH-X EGARCH-X OLS-HAC} EGARCH-X

Specification
Notes: Reported coefficients are conditional-mean estimates from the OLS specification; parentheses
show t-statistics computed with Newey-West HAC standard errors (maxlags=6, set by the rule
[4(T/100)@®)). ***p<0.01, **p<0.05, *p<0.10. The "Robustness specification” row reports the model
estimated as a robustness check for that equity; the significance patterns of the two specifications are
compared in Section 3.4, and volatility-equation parameters are not tabulated.

TEGARCH-X volatility parameters insignificant — OLS-HAC preferred.

The first-lag coefficient (Error_lagl) is strongly significant across all equities (p < 0.01).
Coefficient values are notably high for BIMAS (0.773), THYAO (0.624), and TUPRAS (0.602),
indicating that LSTM prediction errors exhibit pronounced persistence. For ASELSAN, the first-
lag coefficient is —0.354, with the negative sign suggesting that the error series reverts to its mean
rapidly. For ULKER, multiple lag coefficients are negative and significant, revealing that the
error series for this equity follows a distinct dynamic structure. The corresponding estimates for
KCHOL, TCELL, THYAO, TUPRAS and ULKER are reported in Table 4.
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Table 4. Determinants of LSTM Prediction Errors (KCHOL-ULKER): Autoregressive, Liquidity
and Macroeconomic Variables

Variable KCHOL TCELL THYAO TUPRAS ULKER
Autoregressive

1305%5%  2.107%%  4.340%%* 23635 10.189
Constant (7.48) (7.33) (3.29) (6.95) (-1.39)
Error laal 0.546%*%  0418%*  (.624%% 0.602%*+ 20.248%*
—lag (10.52) (8.82) (11.43) (10.23) (-5.32)
10.020 0.004 0.067 10.061 20.365%+*
Error_lag2 (-0.29) (0.07) (1.49) (-0.96) (-9.05)
10013 -0.085* 0.135%*  .0.031 20.310%%*
Error_lag3 (-0.34) (-1.93) (-3.17) (-0.78) (-6.57)
0.019 0.120%%%  (.137** 0.060 20.163%%*
Error_lag4 (0.52) (2.72) (2.38) (1.52) (-3.24)
0.048 0.017 — 0.050 -0.080*
Error_lag5 (1.24) (-0.48) (1.25) (-1.94)
Liquidity
DailvRande 0.044 0.121 0.048 20.027 0.174%
yRang (1.24) (1.23) (1.13) (-0.47) (2.00)
LLIO 0.120%* 0.096** 0.042 0.064 0.023
(2.03) (2.29) (1.20) (1.48) (0.36)
VIEC 0.141 0.052 1.381%* 0.270 10,520
(-0.29) (0.09) 2.43) (0.51) (-0.86)
cS Soread 4213 13.178 110.844 0.417 0913
P (-0.38) (1.27) (-1.32) (0.05) (-0.08)
Volume 0.306 0.557%%%  (.612%* 1.115%%* 0.759%%*
(1.04) (3.95) (2.28) (5.77) (4.02)
Macro
7.066%* 5.033 20.664 1.269 20.150
10Year (2.14) (1.11) (-0.18) (0.36) (-0.03)
DS 4.188 7.935%* 1,539 10.370 4.132
(1.62) (2.47) (0.57) (-0.17) (0.97)
9.648 13.684 1.605 3,622 13.439
BIST100 Close ;) g3y (1.05) (0.12) (0.27) (-0.20)

Among the liquidity variables, Volume exhibited the most consistent and broadly
applicable effect, yielding significant and positive coefficients for ASELSAN (0.830**%*),
BIMAS (0.492***), TUPRAS (1.115***), TCELL (0.557***), THYAO (0.612**), and ULKER
(0.759***), This finding suggests that increases in trading volume are associated with higher
LSTM prediction errors, implying that high-volume periods constitute more challenging
forecasting environments for the model. The ILLIQ variable contributed significantly and
positively for AKBNK (0.089*), BIMAS (0.094**), KCHOL (0.120**), and TCELL (0.096**),
indicating that prediction errors increase during periods of reduced market depth. DailyRange was
marginally significant only for FROTO (0.114*) and ULKER (0.174**). CS_Spread was
significant only for ASELSAN (—20.459*) with a negative sign, a result that warrants careful
interpretation. MEC contributed significantly only for THYAO (1.381*%).

Considered as a block, the liquidity variables display a regularity that the macroeconomic
and global variables do not. At least one liquidity proxy is significant for nine of the ten equities,
ENKAI being the sole exception, and fourteen of the fifty liquidity coefficients estimated across
the sample are significant. Thirteen of these fourteen carry a positive sign, the single exception
being the Corwin-Schultz coefficient for ASELSAN discussed above; the direction of the
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association is therefore consistent wherever it is detected, and it is the direction predicted by the
market-friction hypothesis. By contrast, only six of the seventy coefficients estimated across the
macroeconomic and global blocks are significant, and these exhibit no comparable regularity of
sign or variable. This asymmetry — a recurring and directionally consistent association at the
level of market microstructure, set against sporadic and heterogeneous effects at the aggregate
level — is the principal cross-sectional finding of the study. It does not establish a causal
mechanism, and the specific proxy that carries the association varies across equities; what it
establishes is that the variation in LSTM prediction error is systematically related to conditions
of depth and trading activity rather than to the macroeconomic environment.

As a robustness check, the conditional-mean coefficients were re-estimated within the
EGARCH-X framework for the seven equities whose volatility parameters were identified. The
two specifications do not produce an identical significance pattern, and the discrepancies are
reported rather than the specifications being described as coincident. Because the EGARCH-X
estimator weights observations by the inverse of the conditional variance, its standard errors are
generally smaller than the HAC-corrected errors reported in the tables, and a number of
coefficients that are insignificant under OLS-HAC attain significance under EGARCH-X —
principally among the macroeconomic and global variables and the higher-order autoregressive
terms, with DailyRange also becoming significant for ASELSAN and TUPRAS, Volume for
KCHOL, and CS_Spread for TUPRAS. Two liquidity coefficients move in the opposite direction:
the Amihud ratio for BIMAS and DailyRange for ULKER lose significance under the EGARCH-
X specification. The central cross-sectional result is nonetheless unaffected. At least one liquidity
proxy remains significant for nine of the ten equities under either specification, since Volume is
significant for both BIMAS and ULKER independently of the Amihud and DailyRange
coefficients; and among these seven equities no trading-volume coefficient loses its sign or its
significance. The OLS-HAC estimates are reported in the tables because their standard errors are
valid without requiring the conditional variance to be correctly specified, whereas the EGARCH-
X standard errors are conditional on the volatility model being correctly identified — which, as
noted above, it is not for ENKAI and TCELL. The discrepancies documented here should be read
as a further indication that the estimated relationships are conditional on the specification
employed rather than as stable structural parameters.

The CS_Spread coefficient obtained for ASELSAN warrants a cautious reading, for
reasons concerning the properties of the estimator rather than the economics of the equity. The
Corwin-Schultz procedure infers the spread from the differential scaling of volatility and spread
components across one- and two-day high-low ranges, and it is a well-documented feature of the
estimator that it returns negative values whenever the two-day range is large relative to the sum
of the daily ranges. Negative estimates have no economic interpretation and are set to zero by
convention. In the present sample this occurs frequently: across the ten equities, between 428 and
503 of the 1.024 daily observations — that is, between 42 and 49 percent — are zero, with
ASELSAN at 441. The variable therefore possesses limited effective variation, and its hon-zero
values are concentrated in intervals of relatively contained two-day price movement. Under these
conditions the estimated coefficient identifies the contrast between quiet intervals and all other
intervals rather than a continuous relationship between transaction costs and prediction error, and
its negative sign is not evidence that wider spreads improve forecastability. This reading is
consistent with the fact that the coefficient attains significance only at the ten percent level and
that ASELSAN is one of two equities whose dependent variable enters in first differences, which
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further limits comparability with the level specifications reported elsewhere. Among the liquidity
proxies employed here, the Amihud ratio and trading volume — defined over the full sample
without truncation — provide the more reliable measurement of market friction, and the
substantive conclusions of the study rest on those two variables. Table 5 presents the global
variables, error-correction term, structural-break dummies and diagnostic statistics for these five
equities.

Table 5. Determinants of LSTM Prediction Errors (KCHOL-ULKER): Global Variables, Break
Dummies and Diagnostics

Variable KCHOL TCELL THYAO TUPRAS ULKER

Global

VIX -0.814 -1.708 -1.730 0.343 -1.980
(-0.69) (-1.36) (-1.47) (0.33) (-1.47)

DXY 1.178 18.485 4.197 3.721 -4.012
(0.08) (1.14) (0.27) (0.24) (-0.20)

OIL 4.953 -4.983 5.174 0.392 -2.802
(1.62) (-1.31) (1.42) (0.11) (-0.71)

MSCI 0.005 8.596 7.891 3.208 23.277*
(0.00) (0.69) (0.71) (0.24) (1.66)

Other

ECM _t1 — — — — -0.370***

(-3.12)
*hx *hKx D1(+***) Dl(+***)
Dummies R T S
D3(-***) D3(-***)

Diagnostics

Error . Level Level Level Level 1st Diff

Transformation

Cointegration No No No No Yes (ECM)

R? 0.522 0.357 0.932 0.645 0.229

Adj R? 0.513 0.344 0.931 0.638 0.214

N 959 959 960 959 959

BGp 0.144 0.339 0.000 0.001 0.000

BP p 0.000 0.000 0.000 0.000 0.041

ARCH-LM Sig. Sig. Not Sig. Sig. Sig.

CUSUM Stable Stable Break Stable Stable

CUSUMSQ Break Break Break Break Break

Robustness

o EGARCH-X  OLS-HACt  OLS-HACY EGARCH-X EGARCH-X
Specification

Notes: Reported coefficients are conditional-mean estimates from the OLS specification; parentheses
show t-statistics computed with Newey-West HAC standard errors (maxlags=6, set by the rule |4(T/100)
@9)]), ***p<0.01, **p<0.05, *p<0.10. The "Robustness specification” row reports the model estimated as
a robustness check for that equity; the significance patterns of the two specifications are compared in
Section 3.4, and volatility-equation parameters are not tabulated.

tEGARCH-X volatility parameters insignificant — OLS-HAC preferred. ARCH-LM insignificant —
GARCH not needed.

Macroeconomic variables exhibited limited significance overall. The 10-year bond yield
was significant only for KCHOL (7.066**), with increases in the interest rate associated with
higher prediction errors for the holding company's equity. CDS had a significant positive effect
for ENKAI (5.564*) and TCELL (7.935**), while remaining insignificant for the remaining
equities. BIST100_Close produced no significant coefficient for any equity, indicating that index
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returns do not possess independent explanatory power over individual stock LSTM errors. This
null result is consistent with the construction of the dependent variable. The absolute percentage
error is a scale-free measure of forecast magnitude that carries no directional information, whereas
the index return is a signed systematic variable. A market-wide move of a given size raises the
error only to the extent that the individual stock's response to it departs from the pattern embedded
in its own recent price history — and that systematic component is largely absorbed during
training, since the model's OHLV inputs already reflect the stock's exposure to market-wide
movement. What remains in the residual is predominantly idiosyncratic. The finding accordingly
indicates that LSTM errors at the individual-stock level are governed by conditions of depth and
trading activity in that stock rather than by the direction of the aggregate market.

Among the global variables, VIX was significant only for AKBNK, with a negative
coefficient (—4.204***); two mechanisms specific to the banking sector help account for this.
First, in elevated-VIX regimes, the pricing of Turkish banking equities becomes markedly more
factor-driven: risk-off episodes transmit through the sovereign risk channel, and bank share prices
co-move closely with the country risk premium and the exchange rate. Ballester and Gonzalez-
Urteaga (2020) document precisely this intensification of volatility transfer between sovereign
CDS and equity markets during crisis periods. As the effective dimensionality of the price process
falls and a single systematic factor dominates, the idiosyncratic component that the model cannot
reconstruct from its own OHLYV history contracts accordingly. Second, high-volatility regimes in
this sector typically take the form of sustained directional adjustment rather than range-bound
oscillation. A model trained on price levels tracks persistent trends comparatively well, whereas
low-volatility, range-bound intervals produce frequent sign reversals around a flat mean, which
is the configuration in which APE’s accumulate. The negative coefficient should therefore not be
read as evidence that uncertainty improves forecastability in general, but as a sector-specific
consequence of the shift towards factor-driven pricing under stress. MSCI was marginally
significant only for ULKER (23.277*). DXY and OIL produced no significant coefficients for
any equity.

The Johansen test detected a cointegration relationship for ASELSAN and ULKER, and
the ECM term was significant and negative for both equities (ASELSAN: —0.436***; ULKER:
—0.370***), This finding confirms the existence of a long-run equilibrium relationship and the
system's tendency to revert toward that equilibrium for these stocks. Structural break dummies
were significant for AKBNK, BIMAS, KCHOL, TCELL, THYAO, and TUPRAS, revealing that
major regime shifts in market conditions influenced LSTM error dynamics.

Breusch-Godfrey autocorrelation test results varied across equities. While autocorrelation
persisted for THYAO (BG p = 0.000) and TUPRAS (BG p = 0.001), it was successfully
eliminated for AKBNK, BIMAS, ENKAI, FROTO, and KCHOL. The CUSUMSQ test signaled
structural instability for almost all equities, indicating that error variance exhibits structural
change over time and corroborating the preference for the EGARCH-X specification.

For TCELL the ARCH-LM test indicates the presence of conditional heteroscedasticity
(statistic = 30.265, p = 0.000), yet the EGARCH-X specification estimated on this series returns
volatility parameters that are jointly insignificant. The two results are not contradictory. The
ARCH-LM test detects any time dependence in squared residuals, whereas the EGARCH
parameters identify a specific form of that dependence: smooth, exponentially decaying volatility
clustering with an asymmetric response to the sign of the shock. Their insignificance therefore
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indicates that the variance of TCELL's error series does not evolve according to this mechanism.
The remaining diagnostics point to the alternative: the CUSUMSAQ test signals a break in error
variance, and the two structural-break dummies enter significantly with opposing signs, indicating
a discrete upward shift in error level followed by a larger downward shift. The error variance for
this equity thus appears to move between regimes in discrete steps rather than to cluster
continuously — a pattern consistent with a regulated telecommunications operator whose price
dynamics are punctuated by discrete events and comparatively stable between them. Retaining an
unidentified EGARCH-X specification under these conditions would yield unstable volatility
parameters without improving inference on the conditional mean, whereas a specification
combining break dummies with HAC-corrected standard errors represents the variance structure
more faithfully. The same reasoning applies to ENKAI, whose EGARCH-X volatility parameters
are likewise insignificant.

4. Conclusion and Recommendations

The regression findings indicate that trading volume is positively associated with LSTM
prediction errors in the majority of the equities examined. This relationship is consistently
observed across equities from markedly distinct sectors—including ASELSAN, BIMAS,
TUPRAS, TCELL, THYAO, and ULKER—pointing to a pattern that recurs across sectors within
the sample examined. The significant positive coefficients produced by the ILLIQ variable, as
defined by Amihud (2002), for AKBNK, BIMAS, KCHOL, and TCELL indicate that price
dynamics become more complex during periods of reduced market depth—that is, under illiquid
conditions—and that machine learning models generate higher prediction errors in such periods.
In light of these findings, it is recommended that the performance of deep learning-based price
forecasting models be evaluated not solely against historical price data, but in conjunction with
contemporaneous liquidity conditions. Interpreting model outputs with wider confidence
intervals, particularly during periods characterized by simultaneously high volume and low
market depth, may enhance forecast reliability. It should be emphasized that this recommendation
concerns the post-hoc evaluation of model reliability rather than real-time trading practice, since
the second-stage framework is diagnostic rather than predictive in design. Taken as a whole, the
liquidity block is significant for nine of the ten equities and the direction of the association is
consistent in thirteen of the fourteen significant coefficients, whereas only six of the seventy
macroeconomic and global coefficients attain significance. The regularity documented here
therefore operates at the level of market microstructure rather than the aggregate economy, even
though the particular proxy that carries it differs from one equity to another.

Macroeconomic and global variables exhibited limited and stock-specific explanatory
power overall. The significance of CDS for ENKAI and TCELL, and of the 10-year bond yield
exclusively for KCHOL, suggests that these variables do not universally explain LSTM prediction
errors; rather, their effect varies according to the company's sector and macroeconomic
sensitivity. The finding that VIX exerts a significant and negative effect only for AKBNK is
noteworthy, suggesting that banking equities may exhibit a more predictable price pattern during
periods of elevated global uncertainty. The failure of BIST 100 closing prices to produce
significant coefficients for any equity indicates that market-wide movements are insufficient to
explain model errors at the individual stock level. These findings suggest that selectively
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incorporating macro and global variables on a stock- and sector-specific basis during model
calibration is a more appropriate approach than adding such variables uniformly across all models.

The structural breaks identified in six equities, together with the significance of the majority
of the corresponding dummy variables, demonstrate that LSTM prediction errors do not follow a
stationary distribution over time. The CUSUMSQ test signaling structural instability for almost
all equities corroborates this finding, confirming that error variance undergoes structural change
and motivating the EGARCH-X robustness specification estimated for most stocks. These results
suggest that single-regime models with fixed parameters may prove inadequate under emerging
market conditions characterized by frequent regime shifts. It is recommended as a future research
direction to integrate approaches that endogenously model structural breaks—such as Markov
regime-switching or time-varying parameter frameworks—with LSTM architectures, as this may
enhance model adaptability.

The wide range of regression R? values—from 0.229 (ULKER) to 0.932 (THYAO)—
indicates that a single modeling framework cannot be applied with equal effectiveness across all
equities. While the explanatory power of the current independent variable set is satisfactory for
equities such as THYAO and BIMAS, which yield high R? values, the model proves inadequate
in accounting for a large proportion of the variation in the dependent variable for equities such as
ULKER and ENKAI. This may be partly related to the cointegration relationship and ECM term
specific to ULKER; nevertheless, the low R? values suggest that the price dynamics of these
equities involve firm-level factors that are not sufficiently captured by the current variable set.
Accordingly, it is recommended that future studies adopt stock-specific variable selection
procedures and consider meta-regression approaches aimed at explaining cross-sectional
differences in model performance. The specification features underlying this dispersion — the
persistence of the error series and the transformation applied to the dependent variable — are
discussed in detail in Section 3.4.

While this study systematically examines the explanatory power of the LSTM-based price
forecasting model and the determinants of prediction errors, several limitations must be
considered when interpreting the findings. First, only a single-layer LSTM architecture was
employed; alternative deep learning architectures such as bidirectional LSTM (Bi-LSTM), GRU,
Transformer, and hybrid CNN-LSTM models were excluded from the scope of the study. The
extent to which different architectures would alter forecasting performance and error dynamics
presents a direct basis for comparative investigation in future research. Second, the model's input
set consists exclusively of structured financial data; unstructured text data such as news feeds,
social media sentiment, and analyst reports were not incorporated into the analysis. Whether
sentiment indicators derived through natural language processing methods would reduce model
errors—particularly during periods of heightened uncertainty—stands out as a question worthy
of further investigation. Third, restricting the analysis to ten Turkish equities limits the
generalizability of the findings to different market structures and institutional frameworks; future
studies could address this limitation by expanding the sample and adopting a multi-country
comparative design.

A methodological qualification applies to the first-stage performance metrics. Because the
dependent variable is the price level and financial price series are strongly trending, the coefficient
of determination is mechanically elevated and should not be read as evidence of forecasting skill
in the absence of a benchmark comparison. The magnitude of this effect can be seen directly in
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the walk-forward procedure: while the pooled R? across all test observations ranges from 0.908
to 0.992, the step-level values computed within individual test blocks are markedly lower and
considerably more variable, ranging from 0.307 to 0.971 across steps and equities. For THYAO,
for instance, the pooled value of 0.974 decomposes into step-level values of 0.501, 0.878, 0.307,
and 0.773. MAPE, which ranges from 3.29 to 8.40 percent, is accordingly the more informative
measure of first-stage accuracy. This step-level variability is itself consistent with the study's
central claim: forecasting performance is not a fixed property of the architecture but varies
systematically with prevailing market conditions, which is precisely what the second stage sets
out to explain. The study takes the LSTM architecture as given and does not undertake a
comparative evaluation against alternative forecasting models; such a comparison addresses a
separate research question and constitutes a natural direction for subsequent work.

Heteroskedasticity is present in every equation, so inference relies throughout on Newey-
West standard errors, valid under heteroskedasticity and autocorrelation of unknown form. The
ARCH effects identified by the ARCH-LM test are addressed by the EGARCH-X specification,
and post-estimation tests confirm their elimination for nine of the ten equities; the exception is
AKBNK (p = 0.008), where inference is correspondingly weaker. CUSUMSQ results indicate
error-variance instability for almost all equities, which is consistent with, and motivates, the
structural-break dummies and variance modelling, but also implies that the estimated
relationships are regime-dependent rather than constant over the sample. Residual serial
correlation persists for THYAO and TUPRAS despite the autoregressive terms. The OLS-HAC
and EGARCH-X comparison in Section 3.4 points the same way, yielding overlapping but not
identical significance patterns. The findings thus describe conditional, stock-specific associations
under a particular specification rather than stable structural parameters, and individual
coefficients should be interpreted with reference to the specification that produced them. A
measurement limitation attaches to the Corwin-Schultz spread estimate. Because negative
estimates are set to zero by convention, between 42 and 49 percent of the daily observations for
each equity take the value zero, which restricts the variable's effective variation and complicates
the interpretation of its coefficient. Alternative intraday spread measures constructed from order-
book data would provide a more informative proxy, and their incorporation is identified as a
direction for subsequent work.

Two further design choices constrain the scope of the findings. The second stage is
diagnostic rather than predictive: the explanatory variables are measured contemporaneously with
the error, so the estimated relationships characterize the conditions prevailing when the model
errs rather than anticipating that error in advance. A lagged specification capable of supporting
real-time inference remains to be developed. In addition, the epoch count is held fixed across all
walk-forward steps in order to keep training intensity constant; if the optimal training length drifts
across market regimes, this choice may be locally suboptimal.

Finally, the limited explanatory power exhibited by the majority of macroeconomic and
global indicators included as independent variables in the regression model suggests that
prediction errors may reflect firm-level information asymmetry, corporate governance quality,
and sector-specific structural factors. In this regard, integrating stock-specific variable selection
procedures alongside time-varying parameter or Markov regime-switching models with deep
learning approaches in future research could substantially advance both forecasting accuracy and
the understanding of error dynamics.
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The scope of these findings should be stated precisely. The results establish stock-specific
associations between particular liquidity proxies and LSTM prediction errors within a single
architecture, a single market, and a specific empirical specification. They do not identify causal
mechanisms, and the heterogeneity documented across equities cautions against generalizing any
individual coefficient to other markets or architectures.
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